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Abstract 

Text Categorization (TC) is the act of assigning text documents to predefined categories. For 

instance, to distinguish between pro- and contra arguments for a specific topic. The automation of 

TC can either be done by using fixed rules or by machine learning. The difference between ma-

chine learning and programming is, that in machine learning, the machine creates its own pro-

gram based on sample data. In the context of TC, these are example assignments of documents to 

categories called Target Function.  

Machine Learning based Text Categorization (MLTC) can be used for many different applica-

tions. One such application is Argument Mining (AM), the finding of pro- and contra- arguments 

in large text corpora. Other examples include the assignment of news articles to specific catego-

ries, spam filtering, detection of offensive language in internet communications or the detection 

of user intent when interacting with a voice assistant like Amazon’s Alexa or Apple’s Siri.  

MLTC is already widely applied. However, whenever a new application is developed that re-

quires MLTC features, four fundamental problem fields arise. Firstly, the technical integration 

effort is high. This means that multiple prerequisites must be available, and the programmer 

needs to be familiar with details about the MLTC process. Secondly, the high effort required for 

the collection of examples for the MLTC process to learn from as well as providing manually 

crafted resources such as lists of relevant words for specific topics. Thirdly, according to the 

GDRP, MLTC systems operated in the EU that impact European citizens must be explainable. 

Generating explanations for the behavior of machine learning is no trivial task and an area of 

active research. A fourth problem field is semantic shift and the emergence of new knowledge. 

Previous resources and examples can become obsolete with future developments. 

To overcome these problem fields, this dissertation combines two research frameworks, the De-

sign-oriented Information Systems Research methodology (DIRS) and the Research Framework 

for Information Systems Research (RFISR) to create insight into the problem fields and create 

artifacts that can overcome these problems. After assessing the state of the art in relevant areas of 

science and technology, a formal problem model is constructed. Capitalizing on recent trends in 

information technology, such as Big Data and Cloud Computing, a microservice oriented applica-

tion to quickly provide explainable MLTC is designed and prototypically implemented. This pro-

totype can even function without a target function by using word embeddings, and other recently 

emerged technologies. The created system is evaluated in five different applications that apply 

MLTC. Even though the evaluation shows slightly inferior effectiveness to technologies that are 

fine tuned for their specific problems, the created system can be applied to these different prob-

lems in two different natural languages in a matter of minutes. Different to the existing most ef-

fective applications, the created system also generates explanations for its decisions. A qualitative 

evaluation and subsequent survey have shown that the explanations are of a high quality and un-

derstood by a majority of survey participants. The developed prototype also possesses the ability 

to create new categories to organize documents when new knowledge emerges.   
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Introduction and Motivation 1 

1 Introduction and Motivation 

We live in an age of digital information. Hilbert et al. estimate that the global information ca-

pacity of 2007 has been 250,000,000 terabytes doubling every three years [HL11]. This yields 

an annual growth factor of �
�� (�)

� ≈ 1.26 putting the total data volume for 2018 at 4,000,000,000 

terabytes. IBM estimates (a little more conservatively) that this total data volume will be 

reached in 2020 with a torrential creation of 2.5 quintillion bytes (2.3 trillion gigabytes) per year 

[@IBM15]. Multiple authors write about an information overload and the TMI (too much in-

formation) phenomenon [EM00][JRR04][BR09]. In short, there is so much available infor-

mation that the processing of this information by an individual is not humanly possible and 

would lead to breakdown. This flood of digital information varies greatly in its form. One such 

form is in electronic documents. The definition of what a document is has varied greatly in the 

course of history. According to Brüggemann-Klein et al., the German “Brockhaus Konversa-

tionslexicon” of 1894 defined a document as any item used to juristically proof a circumstance. 

The same encyclopedia defined the term document in 1968 as anything that contains infor-

mation [BKHH14]. By extension, electronic documents are anything that contain information 

and require an electronic device to be accessed [@BD15a]. This can be anything digital, for 

example a file within a computer’s file system, an email, or the content of a digital library. 

Users working with immense document collections have an Anomalous State of Knowledge 

(ASK). The ASK is defined as the users’ desire to find information they individually lack within 

a large collection of documents. Information Retrieval (IR) is the computer science field aiming 

to remediate the Anomalous State of Knowledge [BC87]. There are the two fundamental IR 

strategies of Querying and Browsing [C92]. Querying is an interactive loop of entering search 

terms and reviewing the results. If the results do not yield the required information, users update 

the search terms to continue. When browsing, users examine the content of topical categories or 

receive recommendations for documents similar to those they were viewing.  

Text Categorization (TC) is one method to handle the massive increase in electronic docu-

ments. It is the undertaking of automatically assigning text-based documents to content-based 

categories [S02]. TC is alternatively referred to as text classification, document categorization, 

or document classification. The automation aids greatly in the assignment of documents to mul-

tiple categories, saves time and provides objectivity. A great many Knowledge Organization 

Schemes (KOS), providing topical categories for TC, exist [D14].  

Machine Learning (ML) can be described as computational approaches in which a specific 

function is not programmed by a human being but by another program, called learner, that uses 

existing example data to generate programs called models, fulfilling specific goals, for instance 

text categorization [D17]. The process of model creation is called training. After training, mod-

els are evaluated for their effectiveness and used to fulfill their goals [MRT12].  
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According to Sebastiani [S02], there are two fundamental strategies for automated TC: Rule 

based Text Categorization and Machine-Learning based Text Categorization (MLTC). It fol-

lows, that in order to benefit from automated TC, preparation is required: Either in the creation 

of fixed rules or by providing the necessary data for machine-learning algorithms to learn from. 

MLTC aids both above mentioned IR strategies. The first benefit for browsing is obvious as 

MLTC places the documents into their topical categories. Additionally, MLTC intrinsically 

yields similarity values between documents allowing finding similar documents. In early steps, 

MLTC techniques examine the occurrence of words in documents. These occurrence recogni-

tions can subsequently be used to annotate the documents with terms expediting querying. 

Besides supporting information retrieval, text categorization is part of many applications that 

work with texts of any length, from the detection of spam emails, over social-media based dis-

ease monitoring, to the management of scientific documents in Virtual Research Environments 

(VREs) to name just a few [C13][DBM17][CWM17]. 

Another approach for the reduction of the information overload problem that is also applying 

MLTC is the relatively new computer science discipline of Argumentation Mining or Argument 

Mining (AM) [LT16]. The principal goal of AM is to extract arguments for or against certain 

topics from large text corpora, thus saving time for the individual by not having to read the en-

tire text but getting presented with finished arguments instead. For example, a medical profes-

sional does not have to read the entirety of all publications about a certain treatment but gets 

presented with arguments for or against this treatment automatically. This problem is applied 

text categorization because a MLTC system needs to identify if a sentence is an argument and 

further if it is a pro or a contra argument.  

A concrete project showcasing the beneficial usage of MLTC and AM to process massive 

amounts of electronic documents is RecomRatio supported by the Deutsche Forschungsgesell-

schaft (DFG). It is part of the Robust Argumentation Machines research program [@DFG18]. 

This dissertation is created in the context of this project. The principal goal of RecomRatio is to 

supply medical professionals with recommendations for diagnoses and treatments. These rec-

ommendations are to be based on arguments extracted from medical literature. Recommenda-

tions are based on groupings of arguments for or against certain courses of actions. The role of 

MLTC in RecomRatio is manifold. Firstly, MLTC is used to tell arguments from non-arguments 

when analyzing chunks of medical texts. Secondly, MLTC is used to decide if an argument is 

pro or contra to a specific topic. This is referred to as stance recognition. Thirdly, MLTC in 

itself is used to select and filter source texts covering specific areas of medicine. Storing the 

relevant arguments for a certain recommendation renders the result explainable and open to 

scrutiny as medical professionals can assess the individual utilized arguments. 

Machine-learning based TC has been an area of research since the 1980s [S02]. Contemporary 

algorithms perform well in terms of effectiveness measures. This means, a high percentage of 

performed categorizations are correct when measured with standard benchmarks. When imple-

menting MLTC to aid a real world application, performing well in these benchmarks is only of 
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secondary importance. A much bigger challenge lies in obtaining the necessary training data or 

knowledge domain data to enable MLTC for the real world scenario.  

According to Nonaka and Takeuchi, knowledge can exist in two states: Tacit knowledge is 

possessed by a human being who can apply it. Explicit knowledge on the other hand is stored in 

a medium like an electronic document [NT95]. Patel and Gohneim argue, that this model does 

not capture a relevant third knowledge state: Emergent knowledge is knowledge that is being 

newly created by organizations or individuals and thus emerges [PG11]. Kaufmann proposes an 

epistemological theory of emergent knowledge in which a cognitive system, e.g. a human being, 

obtains insights by observing the environment [K16a]. Paired with its immanent creativity the 

cognitive system can perform operations on the environment thus changing it with artifacts. A 

simple example for this model is writing down an insight produced by observations. According 

to Kaufmann, Nonaka, and Takeuchi, this means that both, explicit as well as tacit knowledge 

are the result of emergent knowledge.  

As the next subsection describes, the problem of obtaining the necessary training data or 

knowledge domain data is enlarged for emergent knowledge areas, as by definition, there are no 

previous examples for completely new knowledge and related thematic concepts. This makes 

contemporary MLTC algorithms unsuitable for categorizing emergent knowledge topics as the 

necessary examples are missing. Therefore, methods to bootstrap the adoption of MLTC for 

emergent knowledge topics in arbitrary applications will provide quick, tangible benefits for 

applications working with emergent knowledge areas.  

Given the pace of data and knowledge creation, there are many possible scenarios in which 

electronic documents can contain completely new knowledge. Oftentimes this knowledge is 

stored as unstructured data (see section 2.1) which is not easily interpretable by a computer. As 

example for this, Nawroth et al. have shown that it can take decades between describing new 

knowledge in a natural language, e.g., in a medical publication and providing it in a machine-

readable form for automated systems to use [NEEH18]. 

With the General Data Protection Regulation (GDPR), the EU created strict legislature to pro-

tect the citizens’ personal data [@EU16]. Part of the GDPR is the right to explanation, which 

demands that the results of machine learning or artificial intelligence based systems need to be 

explained upon request. This requirement is relatively new and has not been an aspect in the 

implementation of such systems until recently [CWM17].  

This new legislature also impacts the afore mentioned RecomRatio project and its MLTC 

components. The generated recommendations need to be explainable which is achieved by list-

ing the individual arguments for and against a recommendation. These arguments are mined 

from texts. Therefore, reasons why sections of text are considered to be an argument or not, as 

well as any other MLTC decisions should be explainable as well. Medicine is a highly re-

searched field. Therefore, the utilized MLTC in RecomRatio will oftentimes have to encompass 

emergent knowledge. RecomRatio only serves as one showcase for MLTC in AM. As a tech-

nique, MLTC is used in many other AM applications as well as for a multitude of different pur-
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poses. Bootstrapping the adoption of explainable MLTC for emergent knowledge domains pro-

vides tangible benefits for any application aspiring to use MLTC. 

In summary, the goal of this dissertation is to develop a MLTC system capable of supporting 

AM in RecomRatio as well as other applications. Different from existing TC systems, the newly 

developed one has to be capable of working with emergent knowledge topics and to support 

AM in this constellation. Additionally, all performed categorizations need to be explainable and 

reproducible in order to comply with the GDPR.  

1.1 Motivation and Problem Statement 

There are many reasons to implement TC applications, either for supporting browsing-based 

information retrieval or for supporting any other application benefiting from understanding the 

content of documents, such as argumentation mining. As a technique, TC is a non-trivial appli-

cation to implement for multiple reasons. 

To start with, TC seems to be impossible to implement without manually provided knowledge 

resources, such as example categorizations or manual rule definitions (see section 2.3). Provid-

ing said knowledge resources usually is a continuous team effort involving a team of domain 

experts and information modelers. Experts in their individual fields rarely seem to have the skill 

to model their knowledge in a machine-readable format all by themselves. Emergent knowledge 

is especially challenging because experts seem only to be able to label or model what they 

know. 

While contemporary TC research largely focuses on algorithmic efficiency or effectiveness 

(see subsection 2.4.5), the field of obtaining and administering the necessary documents, cate-

gorization examples, and annotations, or even working without them where possible, remains 

largely unexplored. Additionally, when using standard TC approaches, TC is impossible to per-

form for emerging knowledge. In order to benefit from emerging knowledge captured in elec-

tronic documents, novel approaches are needed. Therefore, bootstrapping the adoption of text 

categorization in arbitrary applications to encompass emerging knowledge is the focus of this 

dissertation.  

As further explained in section 2.3, the formal definition of text categorization is that there is a 

target function Φ’: D × C  {T,F} that has been manually compiled and maps documents to 

categories. A classifier Φ: D × C  {T,F} then aims to coincide with the target function as 

much as possible. 

When implementing machine-learning based text categorization (MLTC) for new applications, 

or in some degrees when processing newly emergent knowledge in existing applications, the 

following problem fields materialize: 

Problem Field 1: Technical Integration Effort 
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Machine learning algorithms are available in many different libraries and programming lan-

guages that can be integrated into arbitrary applications (see section 2.6). There are also com-

plete natural language processing frameworks than one can base an application on (see section 

2.5). The fundamental problem is their lack of commonality. The systems usually use different 

data formats and are implemented in different programming languages. Integrating TC capabil-

ity into an application therefore requires high integration effort and the availability of the neces-

sary computational resources.  

Problem Field 2: Lack of appropriate learning resources 

Providing machine learning algorithms with the necessary sample data to learn from is usually 

a manual approach. Providing this data to different applications is an engineering challenge, 

especially when heterogeneous data formats are used. Besides not existing, target functions are 

oftentimes highly skewed. When only few examples for one class exist, classifiers have difficul-

ties learning these classes [MN99][KS09][S14]. Without appropriate resources, the machine 

learning system cannot perform effectively, hamstringing the adoption of TC as technique in 

any application. The overall point of automating TC is to reduce manual effort thus enabling 

advanced applications. Either when TC is firstly adopted or when new knowledge is generated 

(which has to be captured by the system), there is a time window in which one needs the results 

from TC implementations but is lacking the resources to train the system. There are little exist-

ing TC solutions for this period in an application’s life cycle (see section 2.5).  

Problem Field 3: Explainability of categorization decisions 

Because of the GDPR, systems utilizing MLTC has to be explainable. This is a very recent re-

quirement, which has not yet been covered intensively by research [@EU16][CWM17] 

[SHJSL20]. 

Problem Field 4: Semantic shift and emerging categories 

Sets of interrelated categories can only encompass existing knowledge or model existing ap-

plication requirements. Subsection 2.1.1 contains multiple definitions for knowledge. One defi-

nition was proposed by Kuhlen according to whom knowledge is internal to a person and ena-

bles her or him to accomplish specific tasks [K90]. In combination with the afore mentioned 

work by Nonaka and Takeuchi, this means that these category sets are a form of explicit 

knowledge reflecting their creator’s or creators’ tacit knowledge [NT95]. When new knowledge 

is created, it can become necessary to adapt the set of categories to appropriately model this new 

knowledge.  

According to the Merriam-Webster dictionary, a term is a word or expression that has a pre-

cise meaning or is peculiar to a science, art, profession, or subject [@W17]. At the same time, 

the meaning of a term can change over time in a phenomenon referred to as semantic change or 

semantic shift [B99]. This can necessitate clarification when modeling categories. A simple 

example for this can be the term key, which can represent a physical device to open a lock, a 

digital code to decode encrypted messages, an arrangement of musical notes, and a button on a 

piano, typewriter or computer. When organized in a system, a user can assess the meaning from 
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the system. The adaption of such a system can require expert committees to agree upon a com-

mon standard, which in turn can take a lot of time and effort [NI-

SO05][C10][NEEH18][KRTS05].   

After describing the existing problems in detail, the next step is to derive research questions 

from the problem fields. The goal of this dissertation is to find answers to these research ques-

tions.  

1.2 Research Questions 

The previously described problem fields motivate the following research questions this thesis 

aims to answer. As mentioned in problem field 1, an initial hurdle for the adoption of TC is the 

technical integration effort. TC oftentimes requires different data formats and computational 

resources while being implemented and packaged in libraries for different programming lan-

guages. Thus, the first research question for this thesis is: 

Research Question 1: How can the adoption of MLTC be bootstrapped in arbitrary applica-

tions? 

The second problem field is found in the collection and management of machine learning re-

sources. These are the manually compiled examples that machine-learning algorithms can use. 

Besides collecting them in one specific format for one MLTC implementation, it would be 

greatly beneficial if the collected data could be reused for other implementations. Therefore, the 

second research question is:  

Research Question 2: How can MLTC be performed when lacking appropriate learning re-

sources?  

As stated in problem field 2, the incentive for adopting automated MLTC is to reduce manual 

effort and speeding up the process to enable novel applications like argument mining. When 

first adopting MLTC or having to supply MLTC for emerging knowledge domains, getting 

quick initial results can benefit the application and help in its acceptance. But is it actually pos-

sible to get MLTC results if the machine learning system lacks the human-made examples? And 

if so, how well can such a system perform?  

With the introduction of the novel requirement of explainability, the third research question is: 

Research Question 3: How can MLTC be made explainable? 

When new knowledge emerges or semantics shift, the schemes used to organize knowledge 

have to be adapted. This labor-intensive process can potentially also be aided by automation. 

Reflecting problem field 4, the last research question is: 

Research Question 4: How can interrelated sets of categories be adapted to encompass 

emerging knowledge? 
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These research questions are too manifold and complex to be answered in a single step. To an-

swer them rigorously, a systematic research methodology is required. In order to find the right 

approach, I have looked into different research methodologies. The next subsection reflects the 

results of this methodology research and explains how I intend to use them in order to answer 

the research questions. 

1.3 Research Methodology 

According to Hevner et al., there are two characteristics for information systems research: Be-

havioral science and design science [HMPR04]. While the first pursues the development and 

verification of predictive theories, the latter seeks to extend the boundaries of human, techno-

logical, and organizational boundaries by creating novel artifacts. Given the above mentioned 

problem fields and research questions, this thesis is more rooted in the design science aspect of 

information system research as it does not attempt to model and explain existing behavior but 

intends to add capability to solve real world problems in the introduction of TC.  

In order to address the research questions, two research methodologies have been assessed: 

The Design-Oriented Information Systems Research Methodology (DISR) as outline by Österle 

et al. and the Research Framework for Information Systems Research (RFISR) by Nunemaker 

and Chen [ÖBFH11][NC90].  

DISR has a strong result orientation aiming to create novel artifacts to solve given problems. 

The DISR approach requires relevance and rigor. Relevance indicates the necessity to research 

the topic while rigor requires the application of already existing knowledge. Both are well cap-

tured by the methodology, which is providing four phases:  

1. Analysis: In this phase, the problem is identified, described and specified. Research 

objectives are formulated. The state of the art in approaches to solve the problem is 

outlined and analyzed. Following this analysis, gaps between the pursued goals and 

existing state of the art are identified. A research plan for the development and im-

provement of artifacts to solve the problem is put forward. 

2. Design: The problem solving artifacts are created through generally accepted meth-

ods. The artifact must be justified as much as possible and contrasted with solutions 

already known to science. 

3. Evaluation: The produced artifacts are evaluated using the previously specified objec-

tives. 

4. Diffusion: The results are published using a multitude of channels including confer-

ence- and journal papers. This already happens with intermediate results allowing for 

an external validation of these intermediate results.  

DISR defines four basic principles the research must comply with: 

1. Abstraction: Every developed artifact must be applicable to a class of problems in-

stead of only being applicable for a single system. 
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2. Originality: Every artifact must contribute to the advancement of the body of 

knowledge. 

3. Justification: Each artifact must be justified in a comprehensible manner and must al-

low for its validation. 

4. Benefit: Every artifact must yield benefit.  

RFISR has been in use for a longer time than DISR. Both work well together as subsequently 

shown. In the RFISR, there are also four primary phases:  

1. Observation: In this phase, observations in the form of case studies, survey studies or 

field studies are performed to capture the necessity of research. This is similar to the 

first part of the analysis phase of DISR and provides a method to proof the relevance 

principle of DISR.  

2. Theory building: In this phase, state of the art science and technology methods, 

frameworks and models are used to capture the problem in a formal way and subse-

quently to build a model solution. The same process occurs in the end of the analysis 

phase and beginning of the design phase of DISR. RFISR emphasizes the need for an 

abstract model more strongly than DISR.  

3. Systems development: Prototyping, product development, and / or technology transfer 

is used to develop an actionable artifact. This is comparable to the later steps in the 

design phase of DISR.  

4. Experimentation: Computer simulations, field experiments, or lab experiments are 

used to confirm the effectiveness of the generated artifact. This is essentially the eval-

uation phase of DISR. 

Figure 1 schematically compares DISR with RFISR. While RFISR provides methods to proof 

relevance, it lacks a dedicated diffusion phase. The other phases are similar, while RFISR fo-

cuses stronger on the theoretical model and DISR on the resulting artifact. Nevertheless, both 

methods create novel artifacts that are put to a rigorous test following predefined criteria. There-

fore, both are well suited for supporting work on this thesis’ research questions and aiming at 

providing solutions for the problem field. 

 

Figure 1: Comparison of the DISR and RFISR research methods 

Using a blend of both research methods DISR and RFISR, I created the following research 

methodology. Figure 2 shows its multiple phases and meta-activities, which are as follows: 
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Phase 1: Observation and problem analysis. The problem fields are identified and used to cre-

ate research questions. These research questions yield research goals for this thesis. High-level 

visions for artifacts to answer the research questions and solve the problem fields are envi-

sioned. These artifact visions are described in section 1.5. The relevance for these artifacts is 

proven using different methods. Additionally, evaluation criteria for the usefulness of these 

artifacts are defined. The artifact visions as well as their evaluation criteria, along with the re-

search questions and research goals subsequently serve as a guideline for the activities within in 

the latter phases. 

Phase 2: State of the art desk research observations. A thorough desk research of the existing 

state of the art in science and technology allows assessing potential gaps between the function-

ality of the envisioned artifacts and already existing solutions for the problem. This way, deci-

sions of what to reuse and what to implement in the creation of the artifacts are made.  

Phase 3: Problem modeling. A more detailed problem model is created. This problem model 

will precisely define the requirements for system design. The research goals, research questions 

and the high-level artifact visions are used as input for this model. 

Phase 4: System design and model creation. Using the researched state of the art methods, the 

envisioned artifacts are designed for implementation. The system design will be performed to 

fulfill the requirements defined in the problem model of the previous phase. 

Phase 5: Implementation. The artifacts are implemented and tested for functionality. 

Phase 6: Experimentation. The criteria defined in Phase 1 are used to evaluate the implement-

ed artifacts.  

Phase 7: Conclusion. Conclusions from the previous phases are drawn and discussed. These 

conclusions specifically provide answers to the research questions.  

Metaphase: Diffusion. The process of communicating results of this thesis is not limited to 

the final phase and publication of it. Figure 2 shows how intermediate results and envisioned 

artifacts are communicated and published before in parallel to the other phases. This serves 

three purposes. Firstly, other researchers can make use of helpful intermediate results. Secondly, 

acceptance of parts of the research for conference, journal or book chapter publication proofs 

relevance. Thirdly, received feedback during peer review serves as additional guidance 

throughout the thesis.  
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Figure 2: Visualization of the research methodology combining DISR and RFISR 

The combined research methodology is artifact centric. Relevance and evaluation criteria are 

defined on a per-artifact basis. The chapters of this thesis do not exactly mirror the phases of the 

research methodology in order to ease reading (see section 1.6). As phase 1 is already complet-

ed with the writing of this chapter, the following approach and corresponding research goals are 

used for envisioning the research plan and its artifacts.  

1.4 Approach and Research Goals 

Following the artifact centric research methodology and resulting approach, each research goal 

is an objective to be solved by one of the artifacts. Because of this approach, every research 

question yields one or more research goals. These research goals have individual objectives for 

each research phase: There needs to be a state of the art desk research, a problem model, a sys-

tem design, an implementation, subsequent experimentation, and final conclusions. It is possi-

ble, that one artifact can achieve multiple research goals.   
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The first research question is: How can the adoption of MLTC be bootstrapped in arbitrary 

applications? As previously shown, the difficulties in bootstrapping MLTC have two primary 

aspects: Technical integration effort (problem field 1) and the lack of necessary machine learn-

ing resources (problem field 2 as well as research question 2). The problem of high technical 

integration effort due to heterogeneous data formats, programming languages, and libraries for 

the implementation of MLTC can be solved by providing an external interface implementing 

MLTC to any application. This interface can then be queried with a text and replies with the 

appropriate category. Much like central databases can be queried by any application. Therefore, 

the first research goal is:  

Research Goal 1: Create a rapidly deployable artifact that provides MLTC for any applica-

tion by providing an external interface.  

To do so, multiple objectives arise. In keeping with the adopted research methodology, the re-

search objectives are defined according to its phases.  

Research Objective 1.1: Observation and Problem Analysis: The overall problem field was 

already described in section 1.1. This research objective is to define the problem and proof its 

relevance, potentially by making use of the diffusion meta-phase. The desk research carried out 

in research objective 1.2 serves to illustrate the plethora and heterogeneity of existing MLTC 

systems, as well as the challenges when trying to implement one of these systems (see chapter 

2). 

Research Objective 1.2: Desk Research Observations: Existing external MLTC interfaces 

that can be called from any application have to be identified and evaluated. When investigating 

these solutions, it is important to note, which languages they support, from where they can be 

called, and if it is even possible to use one’s own set of categories or if it is fixed and prede-

fined. Other limitations or prerequisites for these solutions also have to be taken under consider-

ation. Aiming to create an externally consumable interface, contemporary methods of interface 

design, implementation, and application architecture have to be assessed.  

Research Objective 1.3: Problem Model: There already are formal models of text categoriza-

tion (see section 2.3). The problem in scope for this research goal is to quickly enable a user to 

use a software providing MLTC. One never the less needs to define detailed use cases what 

exactly this software needs to provide in order to design it. Therefore, research objective 1.3 is 

to create a list of use cases exactly showcasing what the artifact must be able to do in order to 

benefit an external application.  

Research Objective 1.4: System Design and Model Generation: After having a formally de-

fined problem model for MLTC as well as a list of use cases, research objective 1.4 is to use the 

methods found in research objective 1.2 to design the artifact and its interface. The system must 

implement every use case laid out in research objective 1.3. Existing approaches in related areas 

can serve as inspiration. Therefore, the desk research objectives of other research goals also 

benefit this one.  
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Research Objective 1.5: Implementation: In this phase, technologies identified during re-

search objective 1.2 are used to implement the system designed in research objective 1.4.  

Research Objective 1.6: Experimentation: After implementation, the overall systems func-

tionality has to be assessed by using it in another application, for example argument mining. 

The experimentation goes beyond classic efficiency and effectiveness oriented MLTC evalua-

tion (see subsection 2.4.5). It also has to measure how much time it takes to use the developed 

artifact from another application or directly by a user.  

Research Objective 1.7: Conclusions: After implementation and experimentation, conclu-

sions are made in order to partly answer research question one. Having an external interface for 

MLTC does not solve the problem of missing resources when attempting MLTC. To be of good 

use, the systems implementing said interface must work with as little manually created re-

sources as possible. Therefore, the next research goal 2 reads as follows:  

Research Goal 2: Create a MLTC providing artifact that works with as little manually creat-

ed resources as possible.  

Research Objective 2.1: Observation and Problem Analysis: Whenever MLTC is introduced 

into an existing application or when new knowledge emerges, manually created resources are 

not necessarily available (see section 1.1). Requiring as little of these resources as possible is an 

obvious advantage for the introduction of MLTC. Having a truly flexible system, it must cover 

all natural languages. This emphasizes the ability to work without manually created examples 

because they need to be supplied for every natural language the utilizing application is supposed 

to work with. 

Research Objective 2.2: Desk Research Observations: When performing desk research for 

research goal 1 (research objective 1.2), the aspect of requiring minimal manual resources must 

be taken into consideration to fulfill research objective 2.2.  

Research Objective 2.3: Problem Model: The concept of not needing manually generated re-

sources is not difficult to model. Nevertheless, strategies to capture existing information where 

possible as well as the corresponding use cases are an important foundation to further design 

appropriate artifacts.  

Research Objective 2.4: System Design and Model Generation: The system must use the re-

sults of research objective 2.2 when designing the artifact. This research objective goes hand in 

hand with research objective 1.4. The artifact must be designed in such a way that it requires as 

little manually provided resources as possible.  

Research Objective 2.5: Implementation: In concert with research objective 1.5, the system is 

implemented according to the design created in research objective 2.4, so that it requires the 

minimum amount of manually provided resources.  

Research Objective 2.6: Experimentation: This goal is easily measurable as one can assess 

the difficulty and effort of providing the necessary resources when evaluating the developed 

system. 
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Research Objective 2.7: Conclusions: The problem model is compared with the results of the 

desk research, design, implementation and experimentation. From this, conclusions are drawn to 

partly answer research questions 1 and 2.  

As shown in problem field and research question 2, there is a time period in which the most 

fundamental of all manually created MLTC resources, the target function, is scarce or missing 

entirely. During that time, stakeholders can expect a MLTC based application to deliver prelim-

inary results. Therefore, the third research question is as follows. 

Research Goal 3: Create an artifact that can perform MLTC when there is a predefined set of 

possibly interrelated categories but no example categorizations.  

In order to provide maximum utility, the artifact fulfilling research goal 3 should integrate 

with the artifact providing the previous research goals by implementing the same external inter-

face. Research goal 3 is highly interesting as there is little research regarding unsupervised text 

categorization (see subsection 2.3.11). In order to fulfill this research goal, the chosen approach 

creates multiple objectives. 

Research Objective 3.1: Observation and Problem Analysis: As mentioned in section 1.1, 

text categorization is defined as the construction of a classifier that approximates the manually 

provided document-to-category assignments (the target function) as closely as possible. Ap-

proximating something non-existent is highly challenging. Even if a target function exists, it can 

be too small or have to many poor examples to be of any use. Therefore, a system that can work 

on the semantic meaning of the categories to assign documents to them is highly beneficial.  

Research Objective 3.2: Desk Research Observations: Existing unsupervised classifiers have 

to be examined. In order to also comply with research goal 2, the focus must be on solutions 

that require the least manually created resources to function. Additionally, the necessary ma-

chine learning and natural language processing theory has to be researched in order to design 

and implement a system capable of performing classification with a predefined, possibly interre-

lated set of categories but without example categorizations and the least amount of manually 

compiled additional resources.  

Research Objective 3.3: Problem Model: The problem model is essentially the same as with 

research goal 1, but lacking the supervised element of manually provided example categoriza-

tions entirely. To integrate with the artifact created for research goal 1, the developed artifact for 

research goal 3 must implement the same API and therefore fulfill the same use cases.  

Research Objective 3.4: System Design and Model Generation: Based on the desk research 

performed in research objective 3.2, an artifact is designed. This artifact complies with the API 

of the artifact developed for research goal 1. It also must not require a target function to work. 

The system should use minimal manually created resources.  

Research Objective 3.5: Implementation: The design performed for research objective 3.4 is 

implemented using methods similar to those used for research goal 1 and 2.  



14 Introduction and Motivation 

Research Objective 3.6: Experimentation: Once this system has been designed and imple-

mented, its effectiveness evaluation is relatively straight forward as one can simply hide an ex-

isting target function from the system and evaluate its effectiveness using standard MLTC 

benchmarks. It is unlikely, that the system’s effectiveness will be on par with existing super-

vised classifiers because much information has been hidden. Anyway this is not the research 

goal, which is working without examples and other manually created resources. Therefore, per-

forming MLTC without target function for different applications proves the utility of the devel-

oped artifact.  

Research Objective 3.7: Conclusions: The experiments performed for research objective 3.6 

are compared to the reported results found during desk research. Besides effectiveness, this 

comparison has to take into account the effort to provide the necessary manually generated re-

sources.   

Opposed to this unsupervised classification scenario, the case in which there is no predefined 

set of categories and therefore no example categorizations but just a big amount of documents is 

much more commonly researched and referred to as document clustering (see subsections 2.4.1 

and 2.4.3). These systems create clusters of documents, which can either be named or unnamed. 

Given the lack of categories, this scenario is actually no text categorization. Therefore, it is not 

covered by any research goal of this thesis.  

Research Goal 4: Create explainability for all implemented artifacts performing MLTC. 

Research Objective 4.1: Observation and Problem Analysis: The GDPR forces any machine 

learning based system operated in the EU impacting EU citizens to be explainable. Besides this 

legal obligation, it is desirable to explain why certain decisions were made. Explainability is an 

important aspect of RecomRatio. Artifacts performing MLTC for RecomRatio therefore must 

also cover it. 

Research Objective 4.2: Desk Research Observations: In order to render the generated 

MLTC performing artifacts explainable, the aspect of explainability needs to be considered 

during desk research for all previous research goals.  

Research Objective 4.3: Problem Model: The Merriam Webster dictionary defines an expla-

nation as the act of explaining. Explaining is defined as making known; making plain or under-

standable; to give reason for or cause of; and to show the logical development and relationships 

of [@W17]. Based on this definition, a problem model for the creation of explanations in 

MLTC has to be created to design this feature for the artifacts developed to fulfill the previous 

research goals.  

Research Objective 4.4: System Design and Model Generation: An explainability component 

has to be designed for each artifact performing MLTC. Instead of being a standalone artifact, 

this is a design aspect for research goals 1, 2, and 3.  

Research Objective 4.5: Implementation: The designed explainability components have to be 

implemented during implementation of the MLTC providing artifacts of research goals 1, 2, and 

3. 
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Research Objective 4.6: Experimentation: The artifacts implementing research goals 1, 2, 

and 3 are evaluated as described in research objectives 1.6, 2.6, and 3.6. During these experi-

ments, the implemented artifacts provide explanations for their results. These explanations are 

then assessed based on their understandability.  

Research Objective 4.7: Conclusions: Existing MLTC explanation systems investigated for 

research objective 4.2 are compared to those developed. Conclusions from this comparison are 

then used to answer research questions 3.  

Besides classification and its explainability, shifting meaning remains problematic and can re-

quire clarification. This is especially the case, when new categories materialize or the meaning 

of categories change due to emerging knowledge. In order to address research question 4, the 

final research goal is as follows: 

Research Goal 5: Create an artifact that can adapt an existing set of interrelated categories 

when knowledge emerges by proposing novel categories.  

Due to the chosen approach, this research goal has multiple objectives to be reached.  

Research Objective 5.1: Observation and Problem Analysis: Adapting the set of categories to 

better match the existing set of documents is by definition no part of MLTC. Nevertheless, in-

appropriate categories can still negatively impact any application employing MLTC. This prob-

lem can be helped with automated methods to suggest adaptations of the existing category sys-

tem. 

Research Objective 5.2: Desk Research Observations: To fulfill research goal 5, an under-

standing of the underlying theory in information science and knowledge organization is re-

quired. It is created during desk research. Existing methods to automatically adapt existing 

knowledge capturing interrelated category systems also have to be studied. To be harmonized 

with research goal 2, there should be a focus on methods that use as little manually provided 

resources as possible. To create synergies, the investigated methods should make use of the 

information already provided by the implementations of the previous research goals. 

Research Objective 5.3: Problem Model: Using the explored state of the art in the underlying 

theory, a problem model is generated. It also defines precise use cases for the artifact developed 

to achieve research goal 5. The overall goal for this artifact is to propose extensions for the ex-

isting interrelated category system.  

Research Objective 5.4: System Design and Model Generation: This knowledge accumulated 

during desk research and implementation of all artifacts is used in the design of an artifact that 

can extend existing interrelated sets of categories with novel categories and integrates into the 

entire framework. 

Research Objective 5.5: Implementation: The designed system is implemented compatibly 

with the artifacts achieving the other research goals.  

Research Objective 5.6: Experimentation: A possibility to evaluate this goal is to assess the 

proposed categories for their appropriateness. This can be aided by hiding existing sub-topics 
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from the generated artifact and evaluate if these topics are generated by the artifact. This can 

prove, that the system generates results similar to human experts. As an additional check for real 

world relevance, the created artifacts need to support the RecomRatio project.  

Research Objective 5.7: Conclusions: The experimental results, designed artifacts and results 

from desk research are used to answer research question 4.  

The adopted research methodology is artifact centric. One artifact can aim to fulfill multiple 

research goals. Therefore, the individual research objectives are grouped for the artifacts. For 

instance, the developed rapidly deployable artifact providing MLTC (research goal 1) needs to 

work with as little manually created resources as possible (research goal 2) while providing 

explanations (research goal 4). Desk research, design, and implementation only make sense in 

concert for the envisioned artifacts. Therefore, the next section maps the research goals to the 

envisioned artifacts for this thesis.  

1.5 Envisioned Artifacts 

This section describes the high-level visions for artifacts that fulfill the individual research 

goals. There are three artifacts for all five research goals. One serves as integration layer for the 

other two. Table 1 provides an overview of these artifacts at a glance while the subsequent sub-

sections provide an in-depth explanation for each artifact. 

Table 1: Envisioned artifacts to Research Goal mapping 

Artifact Description Research Goals 

1 A rapidly deployable artifact 

providing MLTC that is addressa-

ble via an external interface. The 

artifact requires as little manually 

created resources as possible 

while providing explanations for 

its results.  

Research Goal 1: Create a rapidly deployable 

artifact that provides MLTC for any applica-

tion by providing an external interface.  

Research Goal 2: Create a MLTC providing 

artifact that works with as little manually cre-

ated resources as possible.  

Research Goal 4: Create explainability for all 

implemented artifacts performing MLTC. 

2 An artifact that can perform 

MLTC when there is a predefined 

set of possibly interrelated catego-

ries but no example categoriza-

tions. The artifact uses as little 

manually provided resources as 

possible and provides explana-

Research Goal 2: Create a MLTC providing 

artifact that works with as little manually cre-

ated resources as possible.  

Research Goal 3: Create an artifact that can 

perform MLTC when there is a predefined set 

of possibly interrelated categories but no ex-
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tions for its results.  ample categorizations.  

Research Goal 4: Create explainability for all 

implemented artifacts performing MLTC. 

3 An artifact that can extend an 

existing set of interrelated catego-

ries when knowledge emerges by 

proposing novel categories. 

Research Goal 5: Create an artifact that can 

adapt an existing set of interrelated categories 

when knowledge emerges by proposing novel 

categories. 

 

Artifact 1 is developed to achieve research goals 1, 2, and 4. Its relevance comes from the 

sheer amount of possibilities to build a MLTC system (see sections 2.3, 2.4, 2.5, and 2.6). Simi-

lar to artifact 1, artifact 2 also addresses three research goals. The goals of working with as little 

manually provided resources as possible and provide explanations for results overlap with arti-

fact 1. Artifact 3 does not provide TC, but helps in generating extensions for existing interrelat-

ed category systems so that they can better reflect emergent knowledge.  

Because of the existing overlaps, the desk research for is carried out in unison. For example, 

the desk research for objectives 1.2, 2.2, and 4.2, necessary for artifact 1, happens in a coordi-

nated way. As is the desk research for artifact 2 in research objectives 2.2, 3.2, and 4.2. Differ-

ent from artifacts 1 and 2, artifact 3 does not provide MLTC and is not pursuit of research goals 

2 and 4. Knowledge gained by the desk research for all other research goals is still applied to 

artifact 3.  

Subsections 2.10.1 to 2.10.3 discuss the state of the art in science and technology and further 

development and evaluation plans on a per-artifact basis.  

1.6 Structure of this Thesis 

For the sake of readability, this thesis is loosely structured along the adopted research method-

ology described in section 1.3. Chapter 1 shows the relevance and necessity of researching the 

outlined research questions essentially covering phase 1 of observation and problem analysis. 

Chapter 2 contains the results of a literature research in the state of the art to achieve the re-

search goals. This reflects phase two. Within chapter 2, the investigated fields are ordered in a 

bottom-up fashion. This means, that firstly the theoretical foundation for all artifacts is de-

scribed. Secondly, actual technologies and implementations follow. I choose this structure be-

cause the desk research objectives are often time related, for example that of research goals 1 to 

4. Therefore, the first sections reflect the state of the art in relevant science. This includes the 

fields of information science, knowledge management and organization, text categorization, and 

machine learning. The sections following 2.5 continue with the state of the art in relevant tech-

nologies. Descriptions include the fields of text categorization and machine learning. The sec-

tions also assess the fields of Big Data and Cloud Computing as possible methods to work with 

large data collections as those motivating this thesis. Section 2.10 follows up with an analysis 
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and discussion of the observations made while analyzing the before outlined methods and tech-

nologies. This will provide a description of the remaining challenges. Section 2.9 depicts related 

work to this thesis. This especially includes a list of publications and supervised master theses 

from the diffusion metaphase. 

Chapter 3 specifies the abstract problem model and artifact design to tackle the remaining 

challenge. It captures two phases. Firstly that of the formal problem model, secondly that of the 

artifact design. Even though the research methodology is artifact centric, chapter 3 is structured 

on a per-research-goal-basis. The created problem models and solution designs are refined to 

meet all requirements. For instance section 3.1 defines the problem model for research objective 

1.3 along with the system design for research objective 1.4. Section 3.2 defines the problem 

model for research objective 2.3. With this, is possibly refines that of research objective 1.3. 

The same is true for the system design in research objective 2.4. This way, the artifacts are de-

signed in an iterative fashion.  

Chapter 4 portrays the actual implementation of the designed artifacts. As three artifacts are 

implemented, chapter 4 is structured along these artifacts and provides detailed information 

about their actual implementation. 

Chapter 5 evaluates the implemented artifacts against the objectives first outlined in chapter 1 

using the basic principles of the adopted research methodology. To ease reading, the exact eval-

uation methodology for each artifact is described in chapter 5.  

Chapter 6 ends this thesis with conclusions drawn from the evaluation and an outlook to po-

tential future works. Answers for the proposed research questions are provided in this chapter.  
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2 State of the Art in Science and Technology 

Following the methodology and resulting approach of this thesis, this chapter describes the 

current state of the art in science and technology in order to address all desk research specific 

research objectives. Some of the introduced concepts require a foundation in relevant scientific 

disciplines. To provide this foundation and in order to increase readability, a bottom-up struc-

ture is used. It starts with a description of current developments in relevant scientific fields and 

follows up with state of the art in relevant technologies. Readers that already possess sufficient 

knowledge in the underlying fields are invited to skip ahead to the individual sections discuss-

ing desk research most relevant for individual desk research objectives. It would go well beyond 

the scope of this thesis to cover every development in the fields I deemed relevant. I therefore 

do not claim to represent the entire field but results I need from desk research to fulfill the latter 

research objectives using the adopted research methodology. On a per research goal and re-

search objective basis, the following fields have been explored: 

Research Goal 1: Create a rapidly deployable artifact that provides MLTC for any applica-

tion by providing an external interface.  

Research Objective 1.1: Observation and Problem Analysis: 

In order to illustrate the plethora and heterogeneity of existing MLTC systems, as well as the 

challenges to implement these systems, the fields of text categorization theory (section 2.3), text 

categorization implementations (section 2.5), machine learning theory (section 2.4), as well as 

machine learning implementations (section 2.6) are described.  

Research Objective 1.2: Desk Research: Desk research into the creation of external MLTC 

interfaces that can be called from any applications are covered in the previously mentioned four 

sections of text categorization theory (section 2.3), text categorization implementations (section 

2.5), machine learning theory (section 2.4), and machine learning implementations (section 2.6). 

Additionally, the field of Cloud Computing (section 2.8) is described as cloud applications pro-

vide functionality and resources through external interfaces which is directly related to research 

objective 1.2. 

Research Objective 1.3: Problem Model: The ability to create a problem model for research 

goal 1 is strongly supported by a foundation in knowledge organization (section 2.2), which in 

itself requires a foundation in information science (section 2.1). 

Research Objective 1.4: System Design: Similar to the problem model, a foundation in in-

formation science (section 2.1) and knowledge organization (section 2.2) aids the design pro-

cess. Additionally, state of the art modelling and planning techniques are described in section 

2.7(Big Data) and section 2.8 (Cloud Computing) as they support the system design process of 

research objective 1.4.   
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Research Objective 1.5: Implementation: The objective of implementing a rapidly deploya-

ble artifact that provides MLTC for any application through an external interface is aided by 

investigating existing text categorization (section 2.5), machine learning (section 2.6), and 

Cloud Computing (section 2.8) implementations.  

Research Objective 1.6: Experimentation: As described in research objective 1.6, the exper-

imentation for research goal 1 goes beyond classic efficiency and effectiveness oriented MLTC 

evaluation. Even though experimentation investigates additional metrics, these classic measures 

and experimental approaches are also relevant. Therefore, they are introduced in section 2.4 

(machine learning theory).  

Research Objective 1.7: Conclusions: Final conclusions regarding research goal 1 can only 

be drawn after problem modeling (research objective 1.3), system design (research objective 

1.4), implementation (research objective 1.5), and experimentation (research objective 1.6). A 

prerequisite for these is the discussion of the remaining challenge regarding artifact 1 and there-

fore research goal 1 which is provided in subsection 2.10.1. 

Research goal 2 is strongly related to research goal 1. Therefore, the required desk research 

strongly overlaps. 

Research Goal 2: Create a MLTC providing artifact that works with as little manually creat-

ed resources as possible.  

Research Objective 2.1: Observation and Problem Analysis: The problem is illustrated by 

desk research into the same fields as stated for research objective 1.1. A better understanding for 

the problems that are involved in the creation of these manually provided resources is obtained 

by the performed investigation into the fields of information science (section 2.1) and 

knowledge organization (section 2.2). 

Research Objective 2.2: Desk Research: Research objective 2.2 largely overlaps with re-

search objective 1.2. It therefore contains an exploration of the fields of text categorization theo-

ry (section 2.3), text categorization implementations (section 2.5), machine learning theory (sec-

tion 2.4) and machine learning implementations (section 2.6). It is additionally informed by an 

investigation into a foundation of information science that is described in section 2.1. 

Research Objective 2.3: Problem Model: As stated, the concept of not needing manually 

generated resources is not difficult to model and therefore requires no additional desk research.  

Research Objective 2.4: System Design: Artifact 1 aims to fulfill research goals 1 and 2. 

Therefore, the system design for research objective 2.4 is aided by the desk research into the 

same design techniques as those for research objective 1.4. Namely those used in the fields of 

Big Data (section 2.7) and Cloud Computing (section 2.8). Additional relevant concepts are 

covered in the desk research about information science (section 2.1) and text categorization 

theory (section 2.3). 

Research Objective 2.5: Implementation: As research objective 2.5 and research objective 

1.5 both aim at the implementation of artifact 1, this implementation is informed by desk re-
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search into the same existing implementations of text categorization (section 2.5), machine 

learning (section 2.6), and Cloud Computing (section 2.8) solutions.  

Research Objective 2.6: Experimentation: The goal of not requiring manually created re-

sources is easily measurable and therefore requires no additional desk research.  

Research Objective 2.7: Conclusions: As already mentioned, conclusions about achieving 

research objective 2.7 can be drawn after problem modeling (research objective 2.3), system 

design (research objective 2.4), implementation (research objective 2.5), and experimentation 

(research objective 2.6) of artifact one. These obviously are performed in a coordinated fashion 

with those of research objectives 1.3, 1.4, 1.5, and 1.6. Subsection 2.10.1 discusses and analyzes 

the entire desk research related to artifact 1 and therefore research goal 2. The combined results 

are used to determine the remaining challenge addressed by artifact 1.  

Research Goal 3: Create an artifact that can perform MLTC when there is a predefined set of 

possibly interrelated categories but no example categorizations. 

Research Objective 3.1: Observation and Problem Analysis: Besides basic definitions about 

text categorization found the field of text categorization theory (section 2.3), no additional desk 

research is required for research objective 3.1.  

Research Objective 3.2: Desk Research: In order to fulfill research objective 3.2, the relevant 

state of the art in text categorization theory (section 2.3), machine learning theory (section 2.4) 

and machine learning implementations (section 2.5) is assessed. This includes a list of existing 

unsupervised classifiers as well as their required manually provided resources.  

Research Objective 3.3: Problem Model: As stated, the problem model for research goal 3 is 

essentially the same as for research goal 1 but lacking the supervised element of manually pro-

vided example categorizations. Therefore, the same fields as for research objective 1.3 are rele-

vant. These are basics of knowledge organization (section 2.2), which requires a foundation in 

information science (section 2.1). 

Research Objective 3.4: System Design: Research objective 3.4 is supported by the described 

investigation in the fields of knowledge organization (section 2.2), text categorization theory 

(section 2.3), and Big Data (section 2.7).  

Research Objective 3.5: Implementation: The implementation of artifact 2 (which is partly 

pursued by research objective 3.5) is aided by the investigation of existing text categorization 

implementations (section 2.5) and Cloud Computing (section 2.8).  

Research Objective 3.6: Experimentation: The effectiveness evaluation of this artifact can be 

performed using the same effectiveness measures as required for research objective 1.6. These 

are introduced in section 2.4 (machine learning theory). Even though the target function is hid-

den during the machine learning training, it can be used for evaluation purposes.  

Research Objective 3.7: Conclusions: Conclusions about research goal 3 can be drawn after 

the design, implementation and experimentation for artifact 2 (research objectives 3.4, 3.5, and 

3.6). Subsection 2.10.2 discusses and analyzes the entire desk research related to artifact 2 and 
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therefore research goal 3. The combined results are used to determine the remaining challenge 

to be addressed for artifact 2 and therefore research goal 3 and research objectives 3.4 to 3.6.  

Research Goal 4: Create explainability for all implemented artifacts performing MLTC. 

Research objective 4.1: Observation and Problem Analysis: Explainability is an important 

dimension for MLTC. It however has scarcely been implemented as is shown in the desk re-

search of the fields of text categorization theory (section 2.3), text categorization implementa-

tions (section 2.5), machine learning theory (section 2.4) and machine learning implementations 

(section 2.6). 

Research objective 4.2: Desk Research: The aspect of explainability needs to be considered 

during desk research for research goals 1, 2, and 3. This mainly impacts the exploration of the 

fields text categorization theory (chapter 2.3), machine learning theory (chapter 2.4), and ma-

chine learning implementations (chapter 2.5).  

Research objective 4.3: Problem Model: Problem modeling is aided by theories and methods 

in information science (section 2.1), text categorization theory (section 2.3) and Big Data (sec-

tion 2.7).  

Research objective 4.4: System Design: Similar to research objective 4.3, system design for 

research goal 4 benefits from a basic understanding of the fields and methods of information 

science (section 2.1), text categorization theory (section 2.3), and Big Data (section 2.7).  

Research objective 4.5: Implementation: The explainability aspect is relevant for artifacts 1 

and 2. Therefore, the implementation of both artifacts is informed by the described desk re-

search about existing text categorization implementations (section 2.5), and Cloud Computing 

approaches (section 2.8).  

Research objective 4.6: Experimentation: As stated, the artifacts implementing research goals 

1, 2, and 3 are evaluated as described in research objectives 1.6, 2.6, and 3.6. During experimen-

tation, they generate explanations which are assessed based on their understandability. This 

requires some knowledge about the measurement of explanation understandability which is 

provided in the desk research into information science (section 2.1). 

Research objective 4.7: Conclusions: Subsections 2.10.1 and 2.10.2 discuss and analyze the 

desk research relevant for artifacts 1 and 2 respectively. The aspect of explainability as required 

by research goal 4 is taken into account when defining the remaining challenge for research 

objectives 4.3, 4.4, 4.5, and 4.6 which have to be performed before drawing conclusions about 

research goal 4.  

Research goal 5: Create an artifact that can adapt an existing set of interrelated categories 

when knowledge emerges by proposing novel categories. 

Research objective 5.1: Observation and Problem Analysis. The understanding of the prob-

lem is greatly supported by the assessment of works in information science (section 2.1) and 

knowledge organization (section 2.2).  
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Research Objective 5.2: Desk Research: In order to fulfill research objective 5.2, relevant 

theories of information science and knowledge organization are required. These are provided in 

chapters 2.1 and 2.2.  

Research Objective 5.3: Problem Model: Problem modeling (research objective 5.3) is in-

formed by existing works in knowledge organization (section 2.2), text categorization theory 

(section 2.3), and Big Data (section 2.7).  

Research Objective 5.4: System Design: Similar to the problem modeling of research objec-

tive 5.3, relevant work and methods in knowledge organization (section 2.2), text categorization 

theory (section 2.3), and Big Data (section 2.7) are important for system design of artifact 3.  

Research Objective 5.5: Implementation: Additional information about the implementation 

of artifact 3 (pursued in research objective 5.5) is potentially aided by works in text categoriza-

tion implementations (section 2.5), and Cloud Computing (section 2.8).  

Research Objective 5.6: Experimentation: The required experimentation needs no further 

desk research. 

Research Objective 5.7: Conclusions: Conclusions about research goal 5 can be drawn after 

problem modeling, system design, implementation and experimentation. These first require the 

identification of the remaining challenge. In the end, subsection 2.10.3 discusses and analyzes 

the entire desk research related to artifact 3 and therefore research goal 5. It then describes the 

remaining challenge to be addressed for this research goal.  

Even though the relations between research goals and the ordering of sections of chapter 2 

seems convoluted, chapter 2’s intrinsic bottom-up structure minimizes the amount of times a 

reader has to switch between sections to look up definitions that are used elsewhere in the chap-

ter. At the same time, chapter 2 includes no desk research that is not relevant for any of the de-

scribed research objectives.  

Chapter 2 is bottom-up structured as follows: It starts with a collection of basic definitions I 

consider to belong to the field of information science in section 2.1. These include definitions of 

the terms date, information, and knowledge I use for problem modeling and system design. 

Based on these definitions, section 2.2 introduces basic definitions I consider to be of the field 

of knowledge organization. Besides the introduction of knowledge organization schemes, the 

section provides computer science oriented definitions for the terms ontology, taxonomy, and 

metadata. These definitions aid in the understanding of text categorization theory. Section 2.3 

provides detailed information about text categorization theory and algorithms. Given the fact, 

that TC is the primary topic of this dissertation, section 2.3 is considerably longer and more 

detailed than the previous desk research sections. As already mentioned, machine learning is a 

fundamental technique in the implementation of TC. Therefore, section 2.4 provides a theoreti-

cal foundation of machine learning theory and algorithms relevant for text categorization. The 

machine learning field is vast. Therefore, section 2.4 is limited to basics necessary to understand 

existing implementations and provide the foundation for latter design and implementation of the 

outlined artifacts.  
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After this selection of theoretical definitions, the following sections describe existing imple-

mentations and emerging technological trends to process large quantities of data. Section 2.5 

begins with a selection of text categorization implementations. It does not list all implementa-

tions ever created but technology frameworks and libraries that can be used to build a classifier 

using the theories provided in sections 2.4 and 2.5. Section 2.5 also introduces a few commonly 

used full text search engines. Albeit these are no TC implementations, full text search is a relat-

ed field and the existing implementations can serve as inspiration, if not component, for the 

designed artifacts. Section 2.6 follows up with machine learning implementations. Again, the 

amount of existing implementations is too massive to cover in this thesis. The sheer amount of 

options and difficulty to select and use the appropriate one is actually a problem field addressed 

by this work (see section 1.1). That is why section 2.6 only provides a selection of libraries I 

deemed candidate components for implementing the envisioned artifacts. Section 2.7 introduces 

the term Big Data. Part of the reasons to adopt automated TC is the big amount of available data 

that can be processed to create benefits. Besides defining the term and its aspects, section 2.7 

also introduces technologies that can be used to process large quantities of data. In addition to 

this technology introduction, a modeling and management technique for Big Data endeavors is 

introduced. It will be used as for planning and design in the following sections. Another trend to 

quickly enable functionality and process large quantities of data is Cloud Computing. Section 

2.8 introduces the term and provides background information about the underlying technology 

of compute clouds. It also introduces the microservice oriented architecture style, which is con-

sidered to be highly flexible and quick to adopt functionality in real word scenarios. Section 

2.10 summarizes the performed observations and analyzes the remaining challenge to fulfill the 

defined research goals on a per-artifact basis. Section 2.9 introduces other work that is related to 

this thesis. As argument mining is a relevant application for MLTC, its basics also described in 

section 2.9. 

2.1 Information Science 

As mentioned, the field of information science is vast. In order to better model the problems of 

adopting TC and designing a TC system requiring as little manually provided information as 

possible (research objectives 2.2 and 2.3), one first requires a definition of data, information, 

and knowledge. This is also useful for fulfilling research objectives 4.3 and 4.4 because the au-

tomated generation explanations also needs these definitions. Additionally, the underlying theo-

ry is relevant for all artifacts and aids in fulfilling all other research goals. During desk research, 

I found the works of Ackof, Kuhlen, Nonaka and Takeuchi, as well as Patel and Gohneim 

[A89][K90][NT95][PG11]. As subsequently described, these definitions to not contradict but 

extend each other.  
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2.1.1 Definitions of Knowledge, Information, and Data 

Ackof defines the terms data, information, and knowledge as a pyramid [A89]. The foundation 

of this pyramid is the data layer. According to Ackof, data is made up of symbols. These sym-

bols are the properties of objects and events. The symbols can be stored in different ways, for 

example in a printed form or electronically. This thesis will refer to electronically stored sym-

bols as data if not stated otherwise.  

The intermediate layer is information. The basic difference between data and information is 

that information contains descriptions and can be generated by processing data. As such, infor-

mation should be able to answer “w”-questions like who, what, when or how many. The top 

layer of the pyramid is defined as knowledge. According to Ackof, knowledge is obtained by 

understanding information and can only be achieved by a human being. 

A basic example for this pyramid would be the electronically stored number 31, which in itself 

is data. The correlating information would be that this is the age of a person. Knowledge is that 

age for adult people is measured in years. Therefore, the person is of an age between 11,319 and 

11,680 days.  

Kuhlen proposes a slightly different definition. According to him, knowledge is internal to a 

person while information is external to a person [K90]. A person either has all knowledge to 

perform a given task or needs information to combine it with the already available knowledge. 

This does not contradict Ackof and is a clarification that only a person can achieve knowledge 

from external information. According to Kuhlen, there are two processes when working with 

information: Firstly information administration, which is the process of transforming external 

information into internal knowledge. Secondly information elaboration is the transformation 

process of knowledge into information. Both processes are influenced by individual factors. 

Information only emerges as such in context of a given task and requires manual development. 

This means that by taking action, a person transforms his or her knowledge into information. 

“Information is knowledge in action” – Kuhlen, R. [K90] 

Different from Ackof, Kuhlen regards data and information as the same thing, always requir-

ing existing knowledge to derive any value from it. Kuhlen added transformation processes 

between information and knowledge. Given the right information, the preexisting, person-

immanent knowledge turns into actionable knowledge. For example one needs to know where 

to apply a given skill how many times.  

Nonaka and Takeuchi defined the SECI model 1995 in [NT95]. According to them, 

knowledge can be in two states: Tacit and explicit. Tacit knowledge is subjective to a person 

and can be applied by this person in different situations. This allows the person possessing the 

tacit knowledge to perform tasks and make decisions. In the SECI model, tacit knowledge is 

equivalent to knowledge in Ackof’s and Kuhlen’s work. Explicit knowledge on the other hand 

cannot be directly applied. But it is transmittable by any systematic language and can therefore 
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be stored in a medium. In the SECI model, explicit knowledge equals information (and data as 

the basis for information) in Ackof’s and Kuhlen’s models.  

 

Figure 3: The SECI model from [NK98] 

Within SECI, these two knowledge states allow for four different knowledge transformation 

and transmission processes (see Figure 3): 

1. Socialization (tacit to tacit): Before the invention of the written word, socialization 

was the only method to perform a knowledge transfer. Tacit knowledge is transferred 

by explaining and showing other people directly how to apply the knowledge. This 

requires the involved individuals to spend time together and is a time consuming pro-

cess that cannot be automated. Even in the age of modern technology, socialization 

cannot be fully replaced but facilitated with modern communication methods. One 

could argue that the process of speaking during socialization is in itself a small cycle 

of transformations from tacit to explicit and back.  

2. Externalization (tacit to explicit): Externalization became possible with the invention 

of writing. Tacit knowledge can be transformed into different documents making it 

explicit. This allowed saving knowledge externally from the person possessing tacit 

knowledge for the first time. Knowledge externalizations enabled humanity for the 

first time to transmit knowledge over distance and time. Also, multiple individuals in 
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a group can collaborate on the same document. As previously mentioned, a document 

is not limited to text but can be anything containing information. Therefore, explicit 

knowledge in SECI is equal to a document. This equals Kuhlen’s information elabo-

ration process.  

3. Combination (explicit to explicit): Combination is the process of organizing existing 

explicit knowledge into a new form and thus gaining sense and new insight from this. 

There are different ways combination can occur. Manually performed combination 

contains a small cycle of internalization and re-externalization as a human being or a 

group of human beings perform the combination. Therefore, one could argue that 

manual combination is actually impossible as it always involves internalization and 

externalization. Combination can also occur automated or semi-automated. This is ac-

tually the premise of Big Data (section 2.7) and made possible by automating statisti-

cal procedures and the advent of machine learning (section 2.4). 

4. Internalization (explicit to tacit): By consuming explicit knowledge resources, a per-

son can obtain tacit knowledge. Perception turns the explicit knowledge representa-

tion into a mental model during internalization. This equals Kuhlen’s information 

administration process. 

According to Nonaka and Takeuchi there is a natural spiral creating more knowledge within a 

group of individuals or organization. Using socialization, tacit knowledge is transferred between 

individuals who can then externalize this knowledge making it explicit. This explicit knowledge 

can be combined with other explicit knowledge. A person can internalize any explicit 

knowledge turning it into tacit knowledge.  

Patel and Gohneim argue that the SECI model lacks a necessary third state besides tacit and 

explicit knowledge which is emergent knowledge which is a form of knowledge that is created 

by organizations or individuals [PG11]. One could argue, that this is partly covered by the SECI 

model’s combination process.  

There are certain similarities between these three models. Ackof and Kuhlen have the same 

definition of knowledge. Nonaka and Takeuchi refer to that same definition of knowledge as 

tacit knowledge. Ackof distinguishes between data and information. Kuhlen, Nonaka, and 

Takeuchi regard everything external to a person as the same thing, which Kuhlen refers to as 

information whereas Nonaka and Takeuchi refer to it as explicit knowledge. Kuhlen, Nonaka, 

and Takeuchi created processes to transform knowledge/information forms while Ackof distin-

guishes between data and information. Kuhlen, Ackof, Nonaka, and Takeuchi as well as Patel 

and Gohneim primarily had human beings in mind for their models. 

Contrasting human beings, computers can only work with data following fixed rule sets, 

which are applied, to available data. According to Abiteboul, there are different fundamental 

types of data [A97]. The first type is structured data. This is data with a fixed, predefined struc-

ture. Examples include tables, graphs, and records of automated measurements. The second type 

is unstructured data, being every type of data in which no fixed rules govern the content. Elec-

tronic documents such as texts and multimedia are examples for unstructured data. Even though 
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natural language has structure and rules, from a computer’s point of view text documents are 

unstructured data. Semi-structured data is defined as mixed forms of the above mentioned. Ex-

amples for semi-structured data include texts in tables and graphs in text documents. The final 

fundamental form is metadata, which is descriptive data about data helping to organize and find 

data processed and stored in computers (see section 2.2.4). 

2.1.2 Explanation Quality 

Explanations can be part of any SECI knowledge transformation and transition process but 

mainly aim at improving the efficiency of this process. For example, written explanations can 

be created in the externalization or combination process while used in the internalization pro-

cess. Oral explanations are the medium of the socialization process. But how does one assess 

the quality of an explanation? To answer this question, Zemla et al. published criteria for the 

understandability of explanations [ZSBL17]. In their work, they determined 21 aspects of an 

explanation. Quality is one of these aspects that essentially summarizes the value of a given 

explanation. Zemla et al. focused their research on everyday explanations, not scientific deduc-

tion. This fits within the scope of research objective 4.6 because the goal is to explain to average 

people why a certain result was generated. Interestingly Occam’s razor (the problem solving 

principle of always using the shortest explanation possible) did not apply to make an explana-

tion a high quality explanation for common everyday topics. The following criteria have the 

strongest correlation with a high quality explanation: 

1. Number of possible alternative explanations. A good explanation does not have many al-

ternatives. 

2. Articulation of the explanation: Readers are capable of understanding the explanation. 

3. Whether there are gaps in the explanation (incompleteness). 

4. Internal coherence. 

5. Perceived truth. 

6. Principle consensus: Most people agree with a general rule that is represented by this ex-

planation. 

There is also a number of attributes that according to Zemla et al. do not at all predict the qual-

ity of an explanation. These include the credibility of shown evidence and if the explanation is 

referring to an expert. This suggests that an explanation can intrinsically have high quality inde-

pendent of who gave it. 

2.1.3 Information Science Summary 

This model examination yielded multiple important definitions and insights. Firstly (tacit) 

knowledge is always internal to a person. Secondly, information or explicit knowledge is exter-

nal to a person and equals electronic documents because they are an encoding of knowledge that 

can be accessed by other persons or machines. This encoding is data that is either structured, 
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unstructured or semi-structured. Individual factors influence how (tacit) knowledge is internal-

ized or externalized by a person.  

Texts are regarded as explicit knowledge as well as unstructured data. Other resources re-

quired for a computer to perform TC are structured data, as well as explicit knowledge because 

domain experts externalized their expertise in order to create it. This provides an important basis 

for modeling the artifacts fulfilling research goals 2 and 3, as well as the foundation for all other 

models. In themselves, these definitions do not fulfill any research goals but provide the neces-

sary foundation. The text to be categorized is information or explicit knowledge. It is also un-

structured data. Performing categorization will create metadata. Information science certainly 

provides more definitions and models. I limit myself to these selected definitions as they are 

sufficient for the purpose of fulfilling the described research goals.  

2.2 Knowledge Organization 

The goal of text categorization is to put texts into categories. As section 2.1 explains, text is a 

form of explicit knowledge. Therefore, text categorization can be seen as approach to organize 

this explicit knowledge. The categories used for text categorization can form knowledge organi-

zation systems or knowledge organization schemes. Having a foundation in the theory of (ex-

plicit) knowledge organization is necessary to achieve research objectives 3.3, 3.4, 5.3 and 5.4. 

It also supports research objectives 1.3 and 1.4. As the extension of knowledge organization 

systems is central to research goal 5, this section directly supports research objective 5.2. The 

field of knowledge organization has a long history in library science, as this section will show. 

The section will however not capture the entirety of knowledge organization and library science 

and only focus on a few key concepts necessary to model the problem and design a solution. 

The overall section 2.2 is longer than section 2.1, because it also introduces computer science 

centric definitions of important concepts to understand text categorization. These introduced 

concepts are ontologies in subsection 2.2.2, taxonomies in subsection 2.2.3, and metadata from 

the standpoint of organizing explicit data in subsection 2.2.4. 

Knowledge organization aims to organize knowledge in a comprehensible fashion. There is a 

long tradition in this field with first sources dating back to ancient Egypt where Amenope first 

attempted to organize the existing body of known knowledge in 1250 BC [D14]. 

Knowledge organization was continuously employed to organize documents in libraries. 

These schemata are also referred to classification. Because the term classification is also a hom-

onym for the act of text categorization, this thesis will refer to classifications in the knowledge 

organization sense of the word as Knowledge Organization Schemes (KOS). In the context of 

knowledge organization the term classification refers to both: The act of assigning documents 

and the scheme, the documents are assigned to. 

 One can broadly distinguish between universal schemes, opting to cover all possible subjects 

or specific schemes aiming to cover particular subjects in-depth. Knowledge organization 
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schemes were continuously developed in different countries and power blocks. Library cata-

logues have been used to allow content based browsing before the digital age by employing 

these schemes.  

2.2.1 Knowledge Organization Schemes 

There are many knowledge organization schemes that are in use as library catalogues. The fol-

lowing are some prominent examples for universal schemes (see section 2.2) [D14]:  

1. Dewey Decimal Classification (DDC). It was first published by Melvil Dewey in 1876 

and went through 23 major editions. The latest edition was communicated in 2012. 

The system makes use of three digits of Arabic numerals to identify the main classes. 

This allows addressing up to 1000 categories.  

2. Universal Decimal Classification (UDC): Developed by the Belgian bibliographers 

Paul Otlet and Henri La Fontaine at the end of the 19th century. It was based on the 

DDC using a larger vocabulary while being multilingual. The UDC utilizes special 

characters to encode the relationships between concepts when used for classification. 

For example, the colon is used to encode effects of one concept on another.  

3. Library of Congress Classification (LCC): Created 1897 by Herbert Putnam supported 

by Charles Ammi Cutter, this system is largely used in the United States of America. 

It is using Latin letters and Arabic numerals to encode topics.  

4. Bliss Bibliographic Classification (BC): Developed by Henry E. Bliss and published 

between 1940 and 1953, the BC was commonly adapted by British libraries. The BC 

uses all symbols that were available on Bliss Typewriter to encode individual catego-

ries in a hierarchical fashion.  

5. Colon Classification (CC). Was developed by the Indian mathematician S. R. Ranga-

nathan in 1933. It was the first faceted knowledge organization schemes. In this con-

text, faceted means that every document organized under this scheme could have mul-

tiple categories to exactly specify its content.  

6. Information Coding Classification (ICC): Developed by Dahlberg and firstly pub-

lished 1982, the ICC combines aspects of previous classification schemes laying out 

12 principles to govern the further development of the ICC [D14]. These are subse-

quently described.  

All these systems have in common, that they encode topics using symbols which was handy 

for libraries before the digital age. The drawback of this coding is that the classification schemes 

cannot be read using only natural language without previous knowledge or references helping to 

navigate the classification schemes. The use of computers to organize documents makes the 

memorization of identification codes for categories superfluous. The described KOS are often-

times but not necessarily hierarchical. The Colon Classification explicitly provides facets, which 

are multiple equally correct categories. Hierarchical knowledge organization schemes are useful 

to provide taxonomies (subsection 2.2.3).  
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Along with the Information Coding Classification, Dahlberg published twelve governing prin-

ciples for the further development of the ICC [D14]. These principles can partly be used as 

guidelines for any knowledge organization scheme. 

1. The content of the ICC is made up of terms or classes of terms. A term is defined as 

synthesis of essential and therefore necessary properties of an object. It is denoted by 

a name or a code.  

2. The systematic relationships between terms are 

1. Abstracting relationship (genus – species) 

2. Partitioning relationship (whole – part) 

3. Complementary relationship 

4. Functional relationship 

3. The ICC utilizes the decimal system to denote its main classes and its aspects. It has 

nine main classes. Each of these classes contains 9 subject groups each of which is di-

vided into 9 subject aspects resulting in 729 overall categories. 

4. The nine main classes are no scientific, technological, or artistic disciplines. Instead, 

they represent object areas of existence. These can group into the three main areas of 

inanimate existence, animated existence, and products of human activity. The main 

classes are: 

1. Forms and structures 

2. Energy and matter 

3. Cosmos and earth 

4. Bio domain 

5. Human domain 

6. Society domain 

7. Economy and technology 

8. Science and information 

9. Culture domain 

5. The subdivision of each main class and subject groups follows a systematifactor, de-

fining the nine subclasses of the more general category. These can again be grouped 

into three main areas of constituent aspects, peculiarities, and relationships to areas 

outside the subject group. The nine subclasses of every class are: 

1. General, theories, principles 

2. Object field: Items, types, parts, properties 

3. Activity field, methods, processes, activities 

4. A special property or manifestation of the subject group 

5. Personal reference or manifestation of the subject group 

6. Society reference or manifestation of the subject group 

7. External influence on the subject group 

8. Application of this subject groups methods on other subject groups 

9. Information about the subject group social tasks 
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6. The subject groups can be displayed as 9 by 9 grid in which each sub class is part of a 

layer model for the super class. In this layer model, the subsequent sub class depends 

on the previous one. For example there can be no objects (sub class 2) without general 

descriptions and theories. This principle also holds true for the nine main classes. For 

instance, without energy and matter (main class 2), there can be no cosmos and earth 

(main class 3).  

7. Subject groups can be combined. From a TC point of view, this means a document 

can belong into multiple categories. The ICC even supports this in the sub classes 7 

and 8. These sub classes can capture external influences or influencing. Sub class 1 of 

one subject group can well depend on the contents of the underlying layer subject 

group.  

8. The zero digits are currently reserved for future use. As of now, they contain “head-

lines” for their respective rows and columns in the class grid.  

9. Still needs to be defined and reflect the classification in space and time for the ICC 

categories. 

10. Like principle 9, it still needs to be defined and reflect the classification in space and 

time for the ICC categories. 

11. The system is easy to remember due its logical of sub classes.  

12. The categories of the system are combinable with each other (already captured by 

principles 7, 8 and 9. 

As there are many topics in universal classification schemes, there are also many knowledge 

domain specific knowledge organization schemes. Examples include: 

1. The ACM Computing Classification System (CCS). It is maintained by the Associa-

tion of Computing Machinery (ACM) organizing the field of computer science. 

[@A12] 

2. Medical Subject Headings (MeSH): Maintained by the U.S. National Library of Med-

icine, MeSH organizes medical terminology in a hierarchy [@M17]. 
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Figure 4: Illustration of a hierarchical knowledge organization scheme  

In summary, knowledge organization schemes are oftentimes hierarchical. Documents can be-

long to multiple categories within the same scheme as shown in Figure 4. Hierarchical 

knowledge organization schemes are also referred to as taxonomies (subsection 2.2.3). Repeata-

ble structures within the scheme ease its usage. Classic knowledge organization schemes used 

cryptic coding to specify categories. Albeit this is no longer strictly necessary given the availa-

bility of computers, such codes can still be used to speed up using systems employing these 

KOS for people that are used to the codes. This understanding is important for modeling the 

artifacts to achieve research goals 2 and 5.  

2.2.2 Ontologies  

As described by Busse et al., the term ontology has multiple meanings in different scientific 

disciplines having 10 different definitions [B15]. Literally translated from Greek, it means “the 

science of being”. Computer science has adopted the term from philosophy to capture semantic 

relationships between different concepts. This is of fundamental importance for natural lan-
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guage processing applications, machine learning, and the capturing of knowledge organization 

schemes within computers. Therefore, Ontologies are important for understanding and modeling 

all research goals.  

One can conceptualize an ontology as a directed graph that includes labels for its vertices and 

edges. This is formally captured by Formula 1:  

Formula 1: � = {�, �, �, �, �}  

C: A set of concepts. If the ontology is used to model a knowledge organization scheme, con-

cepts are identical to categories. 

R: A set of binary relationships between the concepts. These are the edges of the ontology 

graph.  

L: A set of human readable natural language labels for concepts and relationships. The con-

cepts in set C are not directly human readable but abstract vertices in the graph.  

F: A function assigning labels to concepts. There can be multiple labels for the same concept. 

Labels can also be multi lingual. 

G: A function assigning labels to relationships. There can be multiple labels in multiple lan-

guages for the same relationship.  

Ontologies are a type of structured data encoding explicit knowledge. As such, ontologies are 

central for the semantic web because they are machine-readable and capture the meaning of 

terms as defined by the experts having created it. Structurally, one can distinguish between on-

tology schema and facts. The schema defines what types of statements are possible within the 

ontology while the facts capture knowledge. For example, the schema can define the general 

relationship of makes and models for cars, while facts state existing instances. Using both, an 

algorithm can use the facts to generate answers for specific questions.  

The ontology knowledge base is expressed in a formal language. RDF (Resource Description 

Framework) and OWL (Web Ontology Language) are both XML based formal languages defin-

ing ontologies. All before mentioned knowledge organization schemes could be expressed as 

ontologies.  

Ontologies are usually topic specific. The process of ontology alignment is the effort to map 

concepts of different ontologies onto each other creating a larger ontology. It can be summa-

rized as the creation of inter-ontology relationships between individual ontologies. This can be 

performed manually or in a (semi-) automated fashion. Automated ontology alignment is an 

actively researched field. The Ontology Alignment Evaluation Initiative (OAEI) [@OAEI17] 

evaluates the large amount of existing automated ontology alignment methods using bench-

marks in different workshops.  

There are many ways in which ontologies can aid in achieving the laid out research goals. The 

most prominent are as formal encoding of KOS and as additional resource to be used in a classi-
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fier. Given the graph nature of an ontology, one can compute semantic distances between terms 

by determining the shortest paths between concepts. The fundamental shortcoming of ontolo-

gies with regard to the research goals of this thesis is that they require manual effort in their 

creation. Emerging knowledge is usually first described in a natural language and not in a ma-

chine-readable fashion as we have shown in our peer reviewed paper [NEEH18]. 

2.2.3 Taxonomies1 

The term taxonomy also comes from the Greek language and can be loosely translated as “sci-

ence of ordering”. In computer science, taxonomies are ontologies (subsection 2.2.2) that en-

code hierarchical knowledge organization schemes (subsection 2.2.1).  

According to the U.S. National Information Standards Organization (NISO), there are two 

fundamental strategies when developing taxonomies [NISO05]: Firstly the top down approach. 

Here, a committee of experts selects the broadest terms of a field and connects more detailed 

terms until a desired level of specificity is reached. Secondly the bottom up approach in which 

the expert committee aggregates narrow terms together into more general terms.  

Within their definition, the NISO has manual taxonomy creation in mind, but the broad princi-

ples of either working bottom up or top down can also be applied to automated taxonomy gen-

eration. There is a range of techniques to automatically generate taxonomies when given suita-

ble texts to generate the taxonomies from. Camiña provides a good overview of these [C10]. 

The described algorithms extract representative terms from documents and create a graph by 

generating term similarity matrices creating edges between the terms having the highest similar-

ities. This similarity graph then serves as ontology of topics. Subsequently a tree structure can 

be created. Kashyap et al. created the TaxaMiner experimentation framework for automated 

taxonomy bootstrapping [KRTS05]. For their work, they defined broader terms closer to the 

root of the taxonomy tree as terms that if queried return a superset of the documents returned by 

a query of one of their descendants. Using this definition, TaxaMiner uses Singular Value De-

composition (SVD, see subsection 2.3.7) to create document representations and cluster them 

using a variation of the k-means algorithm (see subsection 2.4.3). This creates a tree of docu-

ment clusters in such a way that every cluster can be split into sub-clusters. Extracting a subset 

of nodes from the cluster tree and labeling it with terms most representatives for the cluster then 

creates the taxonomy. Gollub et al. propose a dynamic taxonomy generation algorithm that is 

using search terms entered into the system while querying to generate the taxonomy [GVHS14].  

Technically, taxonomies are often stored using the Simple Knowledge Organization System 

(SKOS), which is the W3C recommendation for taxonomies. SKOS is based on RDF and pri-

 

1 I have published parts of this sub chapter along with a taxonomy combination algorithm in [SHDT16] 
following the diffusion strategy of the used research approach. 
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marily utilizes the semantic relationships for broader and narrower to connect individual con-

cepts [@W3C04]. 

The methods proposed by Camiña and Kashyap et al. aim at generating new taxonomies from 

scratch. Research goal 5 aims to extend existing knowledge organization system to accommo-

date emerging knowledge and semantic shift. Nonetheless, the proposed methods provide a 

good inspiration for this task.  

2.2.4 Metadata 

The Meriam-Webster dictionary defines metadata as “data that provides information about 

other data” [@W17]. As such it plays a fundamental role in managing digital document collec-

tions. Automated TC can be regarded as automated metadata generation. Metadata plays an 

important role in organizing and managing data. As manually created machine-learning re-

sources are structured data, metadata about these are important for research goal 1 and 2.  

According to the NISO [NISO01], there are three fundamental types of metadata. Firstly there 

is descriptive metadata. It describes the content of the data including a title, abstract, author and 

keywords. By definition, descriptive metadata includes the assignment of categories as provided 

by TC. Secondly there is structural metadata, which indicates how compound objects are put 

together. Lastly, administrative metadata contains technical information like file type, creation 

date and other technical information.  

Besides the actual metadata regarding individual documents, there are metadata schemes that 

organize the structure of the metadata records. Knowledge organization schemes are instances 

of metadata schemes.  

Central locations to store and control metadata are referred to as metadata registries (MDR). 

They are responsible to define the metadata schema which in itself is an ontology (subsection 

2.2.2). The International Standards Organization (ISO) has published multiple standards for 

metadata registries. Prominent among these is [ISO11179] which defines an ontology of con-

cepts that can have multiple representations. As with SKOS, there are most importantly wider / 

narrower relationships between concepts. To the best of my knowledge, there is no existing 

metadata framework to manage data used in machine learning. Having a method for it seems 

advantageous when performing TC. Therefore its creation is an objective for implementing 

artifact 1.  

2.2.5 Knowledge Organization Summary 

In summary, sections 2.1 and 2.2 do not fulfill any research objectives by themselves. They 

however provide important definitions used throughout the remainder of this thesis. These in-

clude, that data is made up of symbols and only external to persons. Data can encode infor-

mation, which provides specific answers to w-questions. Data can be distinguished into struc-
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tured, unstructured, and semi-structured data. Additionally there is the concept of metadata, 

which is data about data. Besides providing information, data can also encode explicit 

knowledge. This means, that a person’s internal tacit knowledge was externalized into this data. 

Tacit knowledge can be organized using a variety of knowledge organization schemes. These 

essentially provide relationships between different topics of knowledge. From a computer sci-

ence point of view, ontologies are graphs that model knowledge by putting concepts into rela-

tionships with each other. These relationship graphs can be used to model knowledge organiza-

tion systems besides a huge collection of different other knowledge. Taxonomies are hierar-

chical ontologies, meaning that their graph is circuit free.  

Manually provided resources for text categorization are therefore always a form of explicit 

knowledge that is encoded as structured data. Knowledge organization systems like ontologies 

or taxonomies can also be seen as explicit knowledge. The next section introduces the underly-

ing theory of text categorization using these definitions.  

2.3 Text Categorization Theory 

The overreaching topic of this dissertation is text categorization. This section serves to provide 

the necessary theoretical foundation to be used in all research goals. As such it is more detailed 

than sections 2.1 and 2.2. TC is a thoroughly researched field. Portraying the field in its entirety 

would go well beyond the scope defined by research goals 1, 2, 3, and 4. Therefore, this section 

focuses on works that can be used to better understand the process and model or find a solution 

for the created problems. 

As explained in chapter 1, the manual assignment of texts or documents to certain classes or 

categories is a time consuming and knowledge intensive endeavor. There is a knowledge acqui-

sition bottleneck, which Sebastiani defined as lack of available domain expert time to assign 

categories to documents [S02]. This section is based on Sebastiani’s work if not stated other-

wise. In text categorization, electronic documents are normally viewed as plain text. Infor-

mation that is stored in the formatting of, or pictures within the documents is normally disre-

garded. Techniques, such as speech recognition, can be used to extract the plain text from audio 

or video files.  

When domain experts assign categories to existing documents, the target function is generat-

ed:  

Formula 2: Φ’: D × C  {T,F}  

It is a binary indication of whether a document � ∈ � belongs to a specific category � ∈ �. 

The initial corpus Ω is the available combination of D, C and Φ’. Every aspect of Ω is essential-

ly explicit knowledge according to the SECI model (section 2.1). The aim of text categorization 

is the construction of classifiers: 
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Formula 3: Φ: D × C  {T,F}  

Classifiers are constructed in a way that Φ and Φ’ coincide as much as possible. In order to as-

sess the usefulness of constructed classifiers, different effectiveness measures that assess their 

similarity are used (see subsection 2.4.2).  

As previously mentioned, there are two fundamental approaches. In the construction of rule-

based classifiers, disjunctive normal form (DNF) formulae are constructed to check on the oc-

currence of given terms within the text. In text categorization, a term can be a simple word or a 

more complex grammatical rule able of describing entire sentences. Regular expressions are a 

possible implementation of such more complex terms. Ontologies (see subsection 2.2.2) are 

another approach capable of capturing the relationships between terms for these rules. Domain 

experts in collaboration with information modelers have to construct rule-based classifiers and 

their utilized resources such as term lists or ontologies manually, which is a form of knowledge 

externalization according to the SECI model. Therefore, such a classifier in itself is explicit 

knowledge, captured in executable and structured data.  

Alternatively machine learning (section 2.4) can be used to construct classifiers by automati-

cally analyzing Ω. Both approaches require different manually generated resources. Rule-based 

classifiers require the knowledge of domain experts and knowledge engineers in order to be 

built. They however do not require pre-categorized sample documents. Without a representative 

Ω to learn from, machine learning based classifiers have no basis for function. Therefore, they 

require adequate documents/texts, categories, and pre-existing manual categorizations.  

 

Figure 5: Neural Symbolic Integration 

Hybrid approaches are also possible. One class of methods is referred to as neural symbolic 

integration [BH05]. Figure 5 showcases this approach in which a connectionist system, which is 

another term for a neural network (see subsection 2.4.3) cooperates with a symbolic system, 

which is another term for an ontology-based system (see subsection 2.2.2). This overall ap-

proach is not limited to neural network based machine learning systems, as it could freely be 

combined with any machine learning based system if it uses a common API. This overall ap-

proach serves as inspiration for research goal 1. A symbolic system could always benefit from a 
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machine learning based system. The same is even true vice versa, as the common API does not 

dictate how the functionality is implemented. To improve the understanding of different TC 

scenarios, the next subsection describes the different types of text categorization. 

2.3.1 Types of Text Categorization 

An important distinction in text categorization is how many categories a document can be as-

signed to. In single-label TC, which is also known as the non-overlapping categories case, a 

document � ∈ � can only belong to exactly one category � ∈ �. A special case of this is binary 

TC. In this case there is only one category to which a document can either belong or not essen-

tially fixing |�| = 1. Spam filtering is an example for binary TC.  

 In multi-label TC, a document can belong to any of the |�| categories. Usually the associa-

tions of documents to categories are deemed to be stochastically independent between the cate-

gories. This means that the belonging of one document to a given category does not indicate the 

belonging to any other category. In case of hierarchical category systems like taxonomies (sub-

section 2.2.3), this is not the case because a document belonging to a sub-category indicates, 

that it also belongs to the super category. Theoretically, multi-label TC can be achieved by gen-

erating binary classifiers for every category.  

Another important type difference is that of hard categorization vs. ranking categorization 

(also known as hard labeling vs. soft labeling). In hard categorization, exact true or false deci-

sions are generated. A document either belongs to a category or does not. In ranking categoriza-

tion, ranks of appropriateness are generated. For a given document, a ranking of categories is 

generated that ranks the categories on their appropriateness for the document.  

Hard categorizations are prevalent in completely automated TC scenarios. Ranking categoriza-

tions are useful for semi-automated TC scenarios. The usage scenarios of completely automated 

vs. semi-automated TC obviously are another important distinction in TC. Additionally one can 

distinct between classifiers for hierarchical or flat category systems. When C is organized as 

taxonomy, the hierarchical nature of the taxonomy can be utilized in the construction of the 

classifier.  

Besides these differences in classifier types, there are combined classifier construction meth-

ods. Firstly, classifier committees combine the results of multiple classifiers using a combina-

tion function. Boosting is a staged approach to classifier committees where subsequent classifi-

ers train to get the examples right, that the previous classifiers got wrong. Many different classi-

fier algorithms can be combined using these approaches.  

Having these properties to distinguish classifier types can greatly help in the modeling of 

metadata for classifiers themselves. This is important for artifact 1 as it needs to manage classi-

fiers forming committees.  
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2.3.2 Phases of Machine Learning based Text Categorization 

Based on Sebastiani’s work and already published in the diffusion metaphase, machine learn-

ing based TC can be broken down into the following phases [S02] [SKH16]. In some cases, 

multiple steps are executed at once using the same technique. 

 Phase 0: Text extraction. The extraction of plain text from different electronic docu-

ments. Techniques such as optical character recognition (OCR), speech recognition or 

automated analysis of document formats such as the extensible markup language 

(XML) are used in this phase. 

 Phase 1: Feature extraction. As stated in subsection 2.4.2, most machine learning 

techniques work on binary or real-value feature vectors. Therefore, the available texts 

have to be transformed into such vectors what happens in this phase. This phase is al-

so being referred to as indexing. This is essentially the process of recognizing which 

term occurs in which document. 

 Phase 2: Feature selection. As stated in subsection 2.4.4, high dimensionality feature 

vectors negatively impact machine learning. Therefore feature selection techniques are 

used to limit the feature vectors to those features that provide the most information to 

discern texts from each other. 

 Phase 3: The actual machine learning based text categorization. A learner (section 2.4) 

is trained and evaluated with the available feature vectors. It is then used as classifier 

The following subsections provide a theoretical overview for phases 1 to 3. Contemporary 

phase 3 implementations are introduced in section 2.6. Having this phase model aids with 

providing a theoretical foundation for all research goals.  

2.3.3 Phase 1: Text Preprocessing, Stop Word Removal and Stem-
ming 

Before any additional techniques are performed on the text, preprocessing is necessary. De-

pending on the different implementations of the later phases, these techniques may or may not 

be used to benefit the classifier’s effectiveness. 

Tokenization is the process of finding terms within the text. Individual terms can be separated 

by different characters, such as tabs, blanks or punctuation. Additionally, a term can consist out 

of multiple independent or hyphenated compound words. On the other hand, a word might have 

been hyphenated at the end of a line in the original text. Special characters, capitalized and low-

ercase letters further increase the difficulty of this task. To further process the text, it is neces-

sary to extract a sequence of terms out of the given sequence of characters.  

In stop word removal, highly common words that essentially are a part of grammar and do not 

provide any real meaning by themselves (like and, or, a, the, …) are removed from the text be-

fore further processing takes place. Stop word lists identify these words.  
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Stemming is the process of reducing different words to a common word root. For example, 

stemming, stemmer and stems are all based on the word root stem. There is a variety of stem-

ming algorithms. The simplest one utilizes a lookup table in which lists of different words for a 

common root are listed.  

Many phase 1 techniques require explicit knowledge captured in structured data, such as rules 

for tokenization, stop word lists, and stem lookup-tables. In order to fulfill research goal 2, 

phase 1 techniques that do not require such resources are necessary.  

2.3.4 Term Frequency, Bag of Words and Term Space 

Also within the first phase of TC, the following techniques are performed yielding the follow-

ing concepts. Without these methods and theoretical foundation, the fulfillment of research 

goals 1 to 5 is difficult bordering impossible. 

In TC a term can either be a single word or a more complex grammatical expression represent-

ing entire sentences. The set of used terms � for a classifier is an important resource. It can be 

manually specified or automatically extracted from documents. A manually or automatically 

generated list of terms appropriate for a certain problem domain is referred to as controlled vo-

cabulary. 

Term Frequency Inverse Document Frequency was proposed by Salton and McGill [SM83]. It 

is a measure used to determine how much a given term represents a specific text.  

Formula 4:   ��������, ��� = #(��, ��) ∗ ���
|��|

#��(��)
 

As mentioned, ��������, ��� indicates how representative term �� is for document ��. To 

compute it, #(��, ��), the term frequency, which is the absolute number of how often term �� 

occurs in document ��, is necessary. Simple counting during the indexing of documents can 

generate #(��, ��). |��| is the size of the training set used (see subsection 2.4.2), while 

#��(��), the document frequency, is the amount of documents in TS that term �� occurs in. 

This also needs to be counted during indexing.  

The TFIDF measure is popular due its modeling of two intuitions. Firstly, #(��, ��) models 

that the more �� occurs in ��, the more it is representing ��. Secondly, ���
|��|

#��(��)
  (the inverse 

document frequency) models that the more documents are containing ��, the less discriminating 

it is for actually classifying documents. Terms occurring in most of the documents automatical-

ly have low TFIDF values. Terms occurring in all documents have a TFIDF value of 0, because 

log (1) = 0. The TFIDF measure can be used to create feature vectors for each document. 

These are vectors representing texts that can be used by machine learning implementations. To 

do so, the system can loop through all terms of a given document to derive the TFIDF value for 
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this term and document. In the resulting vector, each dimension represents one term while each 

vector represents one document. To use generated vectors in machine learning scenarios, the 

individual values are usually normalized. One method of normalization is in using cosine nor-

malization: 

Formula 5:  ���������, ��� =
��������,���

�∑ (�����(��,��))�|�|
���

 

Formula 5 normalizes across the terms. This means the sum of all TFIDF values for a given 

term is always equal to one. It also means that the vectors representing individual documents 

have different lengths, which can be disadvantageous for document comparison algorithms. 

Obviously, different normalization methods can be used. Softmax normalization (see Formula 

32) is often used in machine learning (section 2.4), as it sets each vector’s length to exactly one. 

Applying it results in:  

Formula 6:  ���������, ��� =
�

��������,���

∑ �
�����(��,��)|�|

���

 

In the Bag of Words (BOW) or Set of Words technique, simple words are used as terms. Fea-

ture vectors of documents are generated using one term as one dimension in every vector. One 

method to generate them is simply counting, which results in the usage of #(��, ��) for every 

dimension �. Alternatively ��������, ���, �������t�, d��, �������t�, d�� or any other normali-

zation can be used for each dimension. After performing this feature extraction, every document 

is represented as a point in |�|-dimensional term space. These points are equivalent to the pre-

viously mentioned feature vectors. 

Advantages of the bag of words approach are its simple implementation and quick execution. 

Because of the limited set of terms, feature selection (phase 2), and stop word removal are an 

intrinsic part of BOW. Disadvantages are the loss of the ordering and context of the occurrence 

of the individual words within the document. Using simple words as terms instead of a more 

sophisticated representation also allows for homonyms wrongly influencing the vector represen-

tation of the document.  

Updating TFIDF / NTFIDF / STFIDF values takes �(|�| ∗ |�|) steps. Having a controlled vo-

cabulary fixes |�| to a constant value. These techniques provide an important pallet to design 

any of the three artifacts. Especially for pursuing research goal 2 as TFIDF values are generated 

from available texts and do not require additional explicit knowledge.  
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2.3.5 Named Entity Recognition 

A more advanced method of feature extraction is Named Entity Recognition (NER) [JM09]. It 

is the process of finding tokens within the text that can be identified as named representations or 

labels of certain concepts. Typical concepts are location, person, and organization. For example 

Hagen and Vienna are tokens that are named representations of the concept location.  

NER implementations typically rely on taxonomies and ontologies (see subsection 2.2.2). The 

generation of such knowledge organization schemes and other parameters in the NER imple-

mentation is necessary explicit knowledge when trying to implement it.  

The concepts that were found within the texts can then be used as terms when generating fea-

ture vectors for subsequent machine learning based classifiers. The TFIDF, NTFIDF, and 

STFIDF measures can be applied in the same way as outlined in subsection 2.3.4.  

A related work to this dissertation is Christian Nawroth’s PhD thesis (see section 2.9), in 

which the recognition of emerging named entities within large text corpora is researched. De-

pending on the viewpoint, the conceptual class of a named entity is a candidate for a category 

within a KOS. Therefore, these results are useful in implementing artifacts for research goal 5. 

Performing feature extraction using NER can also benefit classifier implementations, based on 

the quality of the resulting feature vectors.  

2.3.6 Phase 2: Feature Selection 

From the viewpoint of TC, feature selection is the endeavor to remove terms from term space 

that provide little information about the documents in question. High dimensional data points 

are challenging in machine learning (see subsection 2.4.4). Therefore, feature selection is a 

method to reduce these challenges. BOW and NER implementations already include a form of 

feature selection as only words that are in the set of terms or NER taxonomies and ontologies 

are used in the vector representations. 

Central to feature selection is the notion, that certain terms can be either redundant or irrele-

vant [GE03]. Redundant terms carry the same information from a categorization point of view. 

Therefore, they could be grouped together and represented in a single, abstract term. Irrelevant 

terms have no influence on the classification. Redundant as well as irrelevant terms are partly 

addressed by the stemming and stop word removal techniques discussed in subsection 2.3.3. 

Both techniques require explicit knowledge captured in structured data to function. These re-

sources might not be available in the context of emerging knowledge. The inverse document 

frequency (subsection 2.3.4) is a useful measure to assess how well documents can be distin-

guished by available terms. Thresholds like, e.g., the removal of words that appear in more than 

10% of the documents or appear in less than 20 documents can greatly reduce the dimensionali-

ty of the feature vectors. [@K15] 
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It is possible to automatically compute term lists for BOW implementations by extracting eve-

ry word of every document within the initial corpus Ω and then apply said thresholds on the 

inverse document frequency. This technique is useful when working with emerging knowledge, 

because no additional manually created resources are needed.  

Feature vectors in term space are usually sparse. This means, that if certain relevant words do 

not occur in documents, their corresponding position in the vector is zero. The feature vectors of 

an entire document set form a feature matrix, which can be transposed to get vectors represent-

ing individual terms. Word embeddings are methods to map sparse term-vectors to lower di-

mensional dense vectors with little to no information loss. This results in dense vectors for indi-

vidual terms [MCCD13]. The latest developments in this field yielded algorithms that capture 

the semantic relationships between the words and their location in the vector space (see subsec-

tion 2.3.8). 

Feature selection is oftentimes important to make the processing of large amounts of docu-

ments feasible at all. As an important part of TC, it is crucial for the fulfillment of research 

goals 1, 2, and 4. Statistical techniques for spotting redundant or irrelevant terms require a tar-

get function in order to determine if terms influence the categorization, while stop word removal 

and stemming require manually compiled term lists. This fact makes these techniques of limited 

use when bootstrapping TC in the context of emergent knowledge, when these resources might 

not be available.  

Word embeddings are a form of dimensionality reduction and therefore feature extraction. 

They work on single terms, not entire documents, and automatically assign a form of semantic 

meaning to the terms. Before contemporary word embedding techniques, other methods to au-

tomatically create meaning for words have been proposed. To aid TC, especially when there is 

no available target function, having a computable meaning for terms is advantageous. The bene-

fit of automatically computing this representation of meaning over ontologies is, that they do 

not need to be manually defined. 

2.3.7 Automatically Computing Meaning for Terms using ESI, LSA, 
SVD and LDA 

Ontologies provide a convenient method to assign machine-readable semantic meaning to 

terms beyond simple statistic measures like TFIDF. The major drawbacks of ontologies are, that 

they need to be manually compiled by domain experts. There are a number of approaches to 

discern semantic meaning without the use of ontologies. If one aims to bootstrap the TC process 

and tries to create a classifier that uses as little manually created resources as possible, these 

methods are an important basis for all research goals, especially research goal 3. This subsection 

discusses Explicit Semantic Indexing (ESI), Latent Semantic Analysis (LSA), Singular Value 

Decomposition (SVD), and Latent Dirichlet Allocation (LDA). Word embeddings are a whole 

extra class of techniques to be used to this end. They will be discussed in subsection 2.3.8.  
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Explicit Semantic Analysis (ESA) works in multiple steps [EMG11]. In the first step, the 

TFIDF values for every term across all Wikipedia articles of one language are computed. The 

Wikipedia articles serve as a set of documents. The set of terms is extracted from these docu-

ments. The resulting vectors are combined as matrix that is transposed in the next step. In the 

resulting matrix, every term is represented by a vector in which each dimension contains the 

TFIDF value for one Wikipedia article. The resulting vectors can then be used in any NLP ap-

plication. Given the topic-specific nature of Wikipedia articles, these vectors are sparse and of 

high dimensionality. For instance, the English Wikipedia has more than 5,500,000 articles, con-

taining a vocabulary of over 281,317 terms in 2018 [@W18a][EKH18]. The resulting matrix 

will have over 1.54 ∗ 10�� entries. Storing each value in a 64 bit variable results in 9,902 ∗

10�� bit which equals 90.06 TB of necessary memory to store this much data. Of course, shorter 

variables for these floating-point values can be used. However, this omits the necessity to count 

the occurrence of every term in every document in order to compute the vectors. Too short vari-

ables could make the process impossible. This memory footprint is likely to grow as Wikipedia 

is constantly extended and new knowledge emerges. The beauty in automatically using Wikipe-

dia as knowledge source lies in the fact that it is constantly updated and captures much publicly 

available knowledge without the need for extra information modeling. The sheer size makes it 

necessary to reduce ESA vectors in dimensionality. This can be done by only using the highest 

TFIDF articles or removing too short ones. Other dimensionality reduction techniques can also 

be applied. Even after dimension reduction, ESA vectors stay comparably large making their 

usage mostly useful in environments where much computing resources are available (see sub-

section 2.7.1). 

Latent Semantic Analysis (LSA) follows the assumption, that words of similar meaning occur 

in similar texts [D05]. This notion is also referred to as locality. In the first step of the LSA pro-

cess, a word occurrence matrix for each term as row and each document as column is generated. 

Arbitrary document collections can be used for this purpose. The quality of the results is of 

course influenced by the quality of the document collection. After the word occurrence matrix is 

generated, a TFIDF matrix is computed from it. Up to this point, this equals ESA with the ex-

ception, that instead of Wikipedia, any collection of documents can be used. As soon as the 

TFIDF matrix is available, its dimensionality is subsequently lowered using Singular Value 

Decomposition (SVD) [GR70]. That means, that the rows are reduced while preserving the 

similarity structure between columns. As columns represent documents, terms are actually re-

moved and document representations are generated.  

The utilized Singular Value Decomposition (SVD) has some properties that make it a useful 

analytical method on its own [GR70]. The basis of SVD is the fact, that every matrix A can be 

represented as product of three matrices: 

Formula 7:   �[�×�] = �[�×�]�[�×�](�[�×�])
⊺ 
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Here, r is relatively small while U and V are column orthonormal (the sum of the squares of 

each value in one column equal 1) while Σ is diagonal with positive entries that are positive and 

ordered in decreasing order (�� ≥  �� ≥  … ≥  0). The three matrices model r latent concepts 

within matrix A. Concepts are hidden structures within matrix A, which can be used to express 

elements of U as well as elements of V. For example, A is a matrix of TFIDF values with docu-

ments as columns and terms as rows. Then U can be interpreted as term-to-concept matrix, V as 

document-to-concept matrix and Σ as concept strength matrix.  

SVD is generated by computing V first. To do so, A is used to create a |D| dimensional data 

point for each term. The columns of V are then computed as |D|-1 dimensional hyperplanes with 

a minimum sum of squares projection error between data points and these hyperplanes (similar 

to SVMs discussed in subsection 2.4.3) using linear optimization. Essentially a system of linear 

equations adhering to the before mentioned conditions is solved using standard libraries. At this 

point nothing is gained but another representation of A in three matrices. Now, the rank can be 

lowered. This means, that the lowest value entries of Σ are set to zero, usually so many that be-

tween 80% and 90% of ∑ ��
� remain. By setting these values to zero, the associated columns of 

U and V no longer need to be stored. This creates compression loss, but can achieve a high de-

gree of compression by removing many concepts from the equation.  

SVD is also called spectral decomposition as it has many similarities to Fourier analysis. An-

other interpretation of A is as follows:  

Formula 8:   �[�×�] = ������
⊺ + ������

⊺ + ⋯ + ������
⊺ 

As the values of �� decrease, the impact on A by removing the last terms of the sum is negligi-

ble. A however remains of the same dimensionality. Against this new version of V, terms can be 

queried by multiplying a row of A with matrix V to obtain the concept representation of this 

term. This maps the term vector from A onto a concept vector. This way, relationships between 

terms can be found. The terms do not have to appear in the same documents to still have similar 

concept vectors; this way measuring their cosine similarity can identify similar terms (see sub-

section 2.4.2). This can be used directly to assign meaning encoding vectors to terms. It can also 

be used to group similar terms together and remove their corresponding rows in A which is how 

LSA works, essentially compressing feature vectors for documents.2 

Latent Semantic Indexing (LSI) is an IR technique based on LSA that has been patented in 

1988 by Bell Communications Research [@USPTO88]. The patent is already expired.  

The Latent Dirichlet Allocation (LDA) is based on BOW (see subsection 2.3.4) and was de-

veloped by Blei et al. [BNJ03]. LDA is also a statistical method to determine hidden structures 

within the TFIDF matrix. In the case of LDA, these hidden structures are referred to as topics 

 

2 For the interested reader: There is a thorough explaination of SVD provided in form of video lectures by 
Stanford University available [@S16] 
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instead of concepts as with SVD. The required inputs are a set of terms T and a TFIDF matrix 

mapping the terms TFIDF values to their respective documents (subsection 2.3.4). The model 

only accesses the terms within the documents. Characteristics like the category of the document 

are hidden or latent to the LDA model.  

The center concept of LDA is the topic, not to be confused with the notion of category used 

throughout this thesis. Each topic is regarded as list of terms (which Blei et al. called words in 

their original work) with probabilities for the individual terms to belong to this topic. In turn, 

every document is then regarded as a mixture of topics. Topics essentially create a statistically 

created layer between terms and documents. This is very similar to the concepts of SVD.  

To generate this, the LDA model constructs topics based on the available documents given the 

hyper parameters α, β and the amount of topics to generate. α controls the per-document topic 

distribution. A high α value means, that a document is likely to be represented by most of the 

topics while a low α value means that the documents is likely to only be represented by a few 

topics. β controls the per-topic term distribution. This means that a high β value leads to a topic 

being likely to contain most of the terms while a low β value means that a topic is likely to con-

tain only a few terms. Incidentally a high α makes documents appear to be more similar to each 

other as different documents contain overlapping topics while high β will make topics appear 

more similar to each other. After computation, the LDA model generates a matrix mapping top-

ic to the terms with the probabilities of how likely a term belongs to a topic. When applied to a 

new document, the model generates a topic distribution for the document showing the most 

likely mix of topics to get the set of terms constituting the document. This topic distribution is a 

point in |topic|-dimensional space that can be used in subsequent machine learning based text 

categorization. As it is a probability distribution, all values sum up to one having already nor-

malized vectors for the later processes to work on. This also means that every feature vector is 

inside a simplex between the extreme points of every topic. If a document is solely represented 

by one topic, all other topics indicating values in the feature vector have to be zero.  

Providing T, α, β and |topic| is an act of knowledge externalization according to the SECI 

model (see section 2.1). 

 

 

Figure 6: Illustration of the LDA model from [BNJ03] 
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Formula 9:   �(�, �, �|�, �) = �(�|�) ∏ �(��|�)�(��|��, �)�
���  

Formula 9 summarizes the total probability for the LDA model. In this formula, θ is the topic 

mixture representing a document, z is a set of N topics with w being a set of N terms. The pa-

rameter α is a vector weighting topics for document with β being a matrix parametrizing word 

to document probabilities.  

Ramage et al. created labeled LDA [RHNM09]. In this approach, the topics are limited to the 

set Categories. The mapping of documents to topics was simply imported from the target func-

tion Φ’. The likelihood of specific terms to belong to these topics were used to create a com-

plete multi label classifier. The work of Miller et al. is another example of a classifier based on 

LDA which is using Wikipedia as freely available data source, similar to ESA [MDS16]. Miller 

et al. constructed a medical classifier by retrieving the Wikipedia article closest in meaning to 

each label. These category-representing Wikipedia articles as well as the documents themselves 

were used as input for LDA. The topic distribution of the category-representing Wikipedia arti-

cles was then used as comparison for similarity measures in order to create a classifier.  

Similar to SVD, LDA yields descriptive vectors for terms as well as descriptive vectors for 

documents with a correlation between them. Different from SVD, LDA is more flexible because 

the distribution of terms to topics and documents to topics can be controlled. In SVD, only the 

amount of concepts is controllable. This flexibility is also a double-edged sword as the right 

hyper parameters are necessary and can require much experimentation, which can in turn lead to 

overfitting (see subsection 2.4.4).  

All methods introduced in this subsection are useful to automatically compute meaning for 

terms extracted from collections of documents. Therefore, they are potential parts for the arti-

facts solving all addressed research goals. This is of especially high importance when trying to 

create a TC system that requires minimal additional explicit knowledge and can suggest catego-

ries. Every method extracts meaningful vectors for terms. SVD and LDA also yield hidden 

structures within the TFIDF matrix, which can be used to identify potential categories. Multiple 

works (ESA or Miller et al.) use Wikipedia as basis to generate their representations. ESA re-

quires massive computational resources. These could be reduced by applying LSA to it. Next, 

an entire new class of methods to automatically compute meaning for terms is discussed. 

2.3.8 Contemporary Word Embedding Techniques 

Word embeddings are a class of algorithms that can assign meaning to individual terms by an-

alyzing large sets of documents. Other than the previously mentioned techniques, word embed-

dings primarily aim not to omit word ordering in their low dimensional representations. As such 

they are an important technique to create TC implementations requiring little manually provided 

MLRs and to compute new categories for existing knowledge organization systems.  
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In the regular BOW model, every term is represented by a dimension of the feature vector. 

These dimensions are independent of each other. The indices do not encode similarities within 

the vocabulary. Such feature vectors are also high dimensional. In order to circumvent the 

common machine learning challenges of high dimensional data (subsection 2.4.4), word em-

beddings seek to map the semantic meaning of millions of words into tens or hundreds of di-

mensions.  

In their first work on word embeddings, Mikolov et al. initially aimed to capture syntactic re-

lationships like the singular/plural relationships between terms [MYZ13]. 

“Somewhat surprisingly, it was found that similarity of word representations goes beyond 

simple syntactic regularities. Using a word offset technique where simple algebraic operations 

are performed on the word vectors, it was shown for example that vector(King) – vector(Man) 

+ vector(Woman) results in a vector that is closest to the vector representation of the word 

Queen” – Mikolov et al. [MCCD13] 

The possibility to perform algebraic operations on such semantic term vectors has not been 

demonstrated in the methods previously discussed in subsection 2.3.7. The fundamental differ-

ence between the previous methods and word embeddings are, that locality is not modeled in 

the sense of word ordering but in two words appearing in the same (potentially very large) doc-

ument.  

These word embeddings results in semantic spaces in which the relationships between terms 

are encoded by similar offsets between the vectors representing the terms. Figure 7 illustrates 

this in the two dimensional case showing offset vectors for gender and age.  

 

Figure 7: 2-d example of a semantic space 
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Given a large text (or the concatenation of many smaller texts) as input, Mikolov’s Word2Vec 

algorithm first transforms the text into input-output pairs for the algorithm to learn from. To do 

so, a context window of 2 ∗ � words is defined. Following the same assumption underlying 

LSA (see subsection 2.3.7), that terms that are similar to each other usually occur in the context 

of the same surrounding words, two methods were proposed. The notion of context is however 

different as for Word2Vec context is defined as the m words before and after word / token n in 

the word sequence.   

����, ���(���), … , ����, ��, ����, … , ���(���), ���� 

There are two distinct implementations of Word2Vec: The Continuous Bag Of Words 

(CBOW) and Skip-Gram.  CBOW takes m words before and after word n as input and the word 

n itself as expected output. Every occurrence of word n yields an expected output with different 

inputs. This is repeated for every word in the document collection resulting as many training 

samples as there are words. Skip-gram inverses this process using word n as input and the 2 ∗ � 

surrounding words as expected outputs. Implementations for both algorithms were made availa-

ble in the word2vec library (section 2.5).  

After these word/context pairs have been computed, an optimization algorithm is executed. It 

optimizes the term representing vectors in such a way that words that frequently appear in the 

same context are as similar as possible (CBOW) or that context words that appear frequently 

around the same central words are as similar as possible (skip-gram). For example the terms buy 

and purchase. It is likely that both frequently occur in the context of the same surrounding 

words. Therefore, their word vectors are similar.  

The documented math in Mikolov et al.’s papers is quite cryptic. Therefore, Goldberg and 

Levy published an easier to follow explanation [GL14]. The following explanation is based on 

the skip-gram algorithm. For CBOW the conditional probabilities can simply be reversed. As 

mentioned, Mikolov et al. regard both algorithms as optimization problems. In skip-gram there 

is a set of context windows ��(�) for every term � ∈ �. Additionally there is a set of parame-

ters �. For every context window �� ∈ ��(�), the conditional probability �(��|�) denotes the 

probability for context window cw to occur given term t. The following table illustrates this 

using the first six appearances of the term classifiers as it appeared in the plain text, lower case 

tokenized version of this thesis with � = 2.  

Table 2: Context window examples 

 ���� ���� �� ���� ���� 

��� class exists classifiers have difficulties 

��� existing unsupervised classifiers have to 

��� existing supervised classifiers because much 
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��� exiting unsupervised classifiers as well 

��� construction of classifiers classifiers are 

��� of classifiers classifiers are constructed 

 

As one can see from Table 2, certain words repeatedly appear in the context of others. The un-

derlying assumption is that similar words like classifier or classification will have similar ac-

companying words in their context windows. This similarity is then encoded in the cosine simi-

larity (subsection 2.4.2) between the term vectors. The optimization problem can be noted as 

follows:  

Formula 10:   ��� ���� ∏ �∏ �(��|�; �)��∈��(�) ��∈�  

To ease reading, TCW is the set of all term and context pairs that were extracted from the text. 

Formula 11: arg max
�

∏ �(��|�; �)(�,��)∈���  

The conditional probability �(��|�; �) is normalized using soft-max (Formula 32). This re-

sults in Formula 12.  

Formula 12: �(��|�; �) =
����⋅��

∑ �����⋅�����∈��
 

The parameters to be optimized in � are ����
 and ���

 which are the vectors representing the 

context window and the actual term. Depending on the dimensionality of vectors |�|, a total of 

|��| ∗ |�| ∗ |�| parameters are optimized. After performing this operation, the vectors ���
 for 

all terms � ∈ � are available. The performance is obviously strongly influenced by the size of 

the context window and the dimensionality of the resulting vectors. The optimization of formula 

12 uses Mikolov’s negative sampling technique as alternative to soft-max and hierarchical soft-

max (subsection 2.4.3) [GL14]. 

Pennington et al. developed an alternative method named GloVe (Global Vectors) [PSM14]. 

They also utilized on the concept of context windows basing their algorithm on co-occurrence 

matrix �� in which ��� indicates how often term �� occurs in any context window cw ∈ CW�t�� 

of term ��. �� denotes how many distinct terms occur in the context window of term ��. Finally, 

the conditional probability �(�|�) =
���

��
 encodes the probability that term � appears in the con-

text windows of word �.  

Using Table 2 as example, pretending it to capture the entire text for the sake of the example, 

we define ��=classifiers. In this example, �� = 16. Taking �� =unsupervised, we obtain 

�(2|1) =
�

��
. Obviously real text corpora contain many more words resulting in conditional 

probabilities orders of magnitude smaller than those of this example. 
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In the next step GloVe combines these for all terms having ���� =
�(�|�)

�(�|�)
. ���� > 1 indicates 

that �� correlates with ��. ���� < 1 indicates that �� correlates with ��. If ���� ≈ 1, �� correlates 

with both. This method is intended to model that general terms, co-occurring with almost all 

terms of the document, do not strongly correlate with individual terms.  

Pennington et al. also regarded this as an optimization problem of word vectors. Function F 

should combine the vectors in a fashion, that it produces ���� values. Finding the vectors is the 

optimization Problem. In the inception of F, v�� denotes the context window vectors, while ���
 

and ���
 denote the word vectors of terms �� and ��. 

Formula 13:   � ����
, ���

, ���� =
�(�|�)

�(�|�)
 

As all parameters encode vectors while the right hand side is a scalar, the function was trans-

formed so that � takes the dot product of the arguments.  

Formula 14:   � �(���
− ���

)����� =
�(�|�)

�(�|�)
 

The function should also capture the interchangeability of word and context word. To do so, 

Pennington et al. transformed Formula 14 using a recursion as follows: 

Formula 15:   � �(���
− ���

)����� =
�(���

� ���)

�(���
� ���)

 

Using Formula 14, this can be resolved to F�v��

�v��� =  �(�|�) =
���

��
. Considering F to be the 

exp function, this results in:  

Formula 16:  ���

� ��� = ����(�|�)� = ��(���) − ��(��) 

Because ��(��) is independent from ��, it can be absorbed into a bias �� for v��
. Additionally 

bias b�
� for v�� was added resulting in: 

Formula 17:  ���

� ��� + �� + ��
� = ��(���) 

As ln (0) is not defined, Pennington et al. proposed an additive shift of 1 in the parameter 

ln (��� + 1). This was then put into a new weighted least squares regression model using 

weighting function �(�) = {(�
���� � )� if � < ����

1 otherwise
. 
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Formula 18:  � = ∑ ������
|�|
�,��� (���

� ��� + �� +  ��
� − ��(���)) 

Fixing ���� = 100 using � =
�

�
, GloVe outperformed CBOW and skip-gram in multiple but 

not all performed benchmarks [PSM14]. 

Both algorithms use a long token sequence obtained from an entire text corpus as input. Their 

outputs are ≪ |�| dimensional vectors for every term that capture syntactic and semantic rela-

tionships between the terms. The resulting vectors not only depend on the hyper parameters but 

also on the documents used to generate them. Learning from the provided text, these algorithms 

can also capture relationships that were not thought of before. For instance a CBOW model 

trained on Google news articles showed that vector(human) – vector(animal) ≈ vector(ethics) 

implying that the difference between human beings and animals is ethics. Another example 

vector(monkey)-vector(human) +vector(dinosaur) ≈ vector(fossil) implies that monkeys be-

came humans in the same way that dinosaurs became fossils [D17]. 

When working with pre-computed word embeddings and previously unseen text, one can run 

into the problem of having no vectors for certain terms. As this can in the worst case cause 

runtime exceptions crashing the entire system and in the best case hinders the ability to work 

with text efficiently, Waldis et al. suggested Word2Vec-plus as method of ad-hoc vector com-

putation of previously unseen words [WMK18]. It works by continuously averaging the vectors 

of the four words surrounding the individual occurrences of the previously unseen word, there-

by extending the word embedding space. Formula 19 depicts this with �� being the vector for 

the previously unknown term �� when it is first observed by the application. 

Formula 19:  �� = ���(∑ ��
�
����
���

){�� = ���
�� �� �� � ����� ����

�� =0�⃑ ����
 

The new vector ���
for term �� is from then on averaged with each occurrence using Formula 

20, where ���� is the previous ���
, and ���� the amount of previous occurrences. 

Formula 20:  ���
=  

����∗�������

������
 

An alternative for word embeddings are pretrained neural networks representing the natural 

language they have been trained on. Word2vec’s first implementation used neural networks to 

create word embeddings (see subsections 2.3.8 and 2.4.3). Recently unsupervised learning (see 

subsection 2.4.1) schemes for training such networks have been proposed. The advantage is, 

that one can simply add an additional layer of neurons to the pretrained model and then com-

plete training to whatever task is envisioned. The drawback is, that this forces a classification 

algorithm to use a neural network based deep learning approach. Bidirectional Encoder Repre-

sentations from Transformers (BERT) is one such pre-trained neural network method proposed 
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and used by Google [DCLT19]. BERT training has much in common with word2vec. Besides 

actually uses word embeddings to represent individual words, BERT models are trained to pre-

dict left-out words. To do so, 15% of the available words are masked. Unmasked words are used 

as input with the masked word as output for a supervised-learning scheme that is generated only 

using unlabeled sample text of a certain language. In this way BERT takes context directly into 

account. For instance the term bank is represented differently when it is preceded by sat on a, or 

river. BERT was inspired by similar approaches ELMo and ULMfit [MNIGCLZ18][HR18]. 

The key difference is, that BERT takes words before and behind the masked (left-out) word into 

account. This way, the term bank is represented differently in the sentences I made a bank and I 

made a bank deposit. Other than in word embeddings, geometrical properties in word represen-

tations (like the common offset between types of words) have not been observed in the output of 

such pretrained neural networks.  

Information about practical implementations of the algorithms mentioned here can be found in 

subsection 2.5.1. Word embeddings have a number of advantages for bootstrapping of TC in 

emerging knowledge domains. Firstly, they can be produced from nothing but available texts. If 

even these texts are not available, one can always download Wikipedia and train the models on 

it. Additionally, pre-trained word vectors are published online by multiple authors [@NLPL18]. 

Secondly, the provided semantic model can serve as a foundation of solutions for research goals 

3 and 5. If a computer system has a semantic understanding of text, it could perform TC without 

target function. It could additionally use this understanding to propose new categories for the 

KOS.  

All this information could also be modeled in ontologies and then be machine interpreted. This 

has the fundamental drawback that these ontologies have to be manually created and main-

tained. When aiming to minimize manual effort, word embedding based techniques are superior 

to ontologies.  

2.3.9 From Term Vectors to Document Vectors 

The before mentioned techniques yield vectors for individual words. Other than ESI, LSA, 

SVD or LDA (see subsection 2.3.7) the methods do not automatically provide representations 

for documents themselves. Such representations are required for MLTC. To circumvent this 

problem a number of techniques have been proposed.  

This problem in itself is referred to as Compositional Distributional Semantics (CDS). A CDS 

model is a function that combines the vectors of a sequence of words into a single vector of the 

same dimensionality representing the entire word sequence. These models are usually commuta-

tive so that the operations when only defined for two word vectors can easily be extended to 

represent entire documents [ZKFM10]. The basic models for CDS are the Basic Additive Model 

(BAM) and the Basic Multiplicative Model (BMM). 
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Formula 21:  ��� ����
, ���

� = ����
+ ����

 

For the BAM, α and β are simple scalars weighting the individual terms. For BMM, k indi-

cates the k-th dimension of the individual vectors.  

Formula 22:  ��� �����, ����� = �������� 

Kubek et al. proposed to find a centroid term most representative of a document that does not 

necessarily have to be in the document [KU16]. This is analogous to the center of mass of a 

toroid object, which also is outside of the body itself. Requiring a measure of distance between 

terms, Kubek et al. utilized a co-occurrence graph �� in which vertices represented terms. The 

vertices representing terms �� and �� have an edge between each other if �� and �� occur in the 

same sentence or are in the context windows of each other. 

 

Figure 8: Physical center of mass model from [KU16] 

The distance �����, ��� between two documents is the shortest path between �� and �� in ��. 

In the proposed algorithm, the edges have no associated weights, making every distance a natu-

ral number or infinity (encoded as 0) if there is no path between two terms. If stop words (sub-

section 2.3.3) are not removed before processing, it is highly unlikely that there are no paths 

between terms because it is in the nature of stop words to occur in the context windows of al-

most all other terms. This results in the distance between two terms usually being a maximum of 

2 as they are always interconnected via the stop word vertices. Removing stop words not only 

speeds up this method but also removes this error source. By extension, the distance of a given 

term to an entire document containing N words (multiple words w can be the same term) was 

defined as: 
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Formula 23:  �����, ��� =
∑ ��(��,��

�
��� )

�
 

The centroid term of the document is arg min� ��(d�, ��). There are two ways to combine this 

with word embeddings. Firstly, one can simply take the word vector of the centroid as vector 

representation of the document. Secondly, one can use it to weight the edges between �� and �� 

in �� with the cosine distance (subsection 2.4.2) between both terms. This can change the cen-

troid term potentially providing a new word vector as document vector.  

Mikolov et al. proposed the paragraph2vec method building on their CBOW and skip-gram 

algorithms (subsection 2.3.8) [ML14]. This was done by extending the context windows ��(�) 

with an additional ID for the document the term occurred in. This results in every document to 

have an additional vector embedded in the same space as the resulting words.  

Kusner et al. proposed the word mover’s distance (WMD) as the minimum cumulative dis-

tance of words between two documents [KSKW15]. Terms occurring in both documents have a 

distance of zero while only the terms not occurring in both documents can add to the count. As 

with Kubek’s approach, words can count to this measure multiple times. This way words only 

occurring in one of two documents strongly contribute to the document distance between these 

documents if they occur often. WMD does not yield vectors representing documents but dis-

tance measures between documents, which can also contribute to browsing by utilizing them to 

generate suggestions for similar documents.  

From the discussed methods, the BAM or BMM CDS models, the centroid term model as well 

as the WMD can work with preprocessed word vectors. Albeit paragraph2vec makes use of the 

word order properties that enable word embeddings, it has a major drawback that it can only be 

processed for all documents at once. One cannot simply add a document to those computed 

using paragraph2vec and get a document vector in return without changing all existing docu-

ment vectors and completely re-computing the entire model. The discussed methods are the 

basis for combining word embedding based term representations to document representations 

facilitating the implementation of artifacts achieving research goals 3 and 5.  

2.3.10 Phase 3: Classification Techniques 

When all other phases have been performed, any supervised classification algorithm (subsec-

tion 2.4.3) is suitable to construct a classifier. All previous phases strongly influence the per-

formance of the final classifier. Reasons to adopt different algorithms can either be their effec-

tiveness (subsection 2.4.5) or computational efficiency. An important consideration for the latter 

is if the algorithm can be executed in a distributed fashion to allow for scale out (section 2.7).  

 Support Vector Machines (SVMs) are popular because they are computationally lightweight 

enabling quick document classification. In a set of benchmarks, they produced better effective-

ness results than probabilistic k-NN and neural network classifiers [S02]. Krause implemented a 
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deep learning convolutional network classifier and was able to outperform classic SVMs by a 

15% improvement in F1 score (subsection 2.4.5). This came with a high increase in computa-

tional requirements [K16].  

According to a study performed by Fernández-Delgado et al., there are currently over 179 ma-

chine-learning based classifiers [FCB14]. As their number is likely to increase in the future, a 

generic model and API for these techniques have to be created to address research goal 1. Also, 

at least one supervised classification algorithm is required to be implemented for research goal 

1. It is noteworthy, that the methods evaluated by Fernández-Delgado et al. have not focused on 

explainability. Of course, every supervised learning algorithm can be explained with the notion 

that the algorithm was used on a specific set of documents, therefore generating specific results. 

This however is only easily comprehensible for people involved in machine learning. An inter-

esting novel approach in the field of explainable TC was proposed by Clos et al. [CWM17]. 

Their work is in lexicon-based classification. Here, terms are associated with documents so that 

every term has value, which identifies how much it is related to a given category. Additionally, 

there are modifier values, which are intensifiers, diminishers or negators. If they occur in the 

context window of a category-associated term, the value for this term is intensified, diminished 

or negated. The overall association value of a document to the category decides which category 

it should be assigned to. This lexicon-based classification is reasonably explainable, because the 

lexicon terms can be listed as reasons why the document was assigned to the category. There are 

three methods to create such lexicons: They can be handcrafted, based on ontologies or based on 

corpus statistics. Even though the last does not require manually provided resources, a list of 

modifiers have to always be manually provided. Therefore, this method is explainable and inter-

esting for research goal 4, but not perfect for artifact 1, because this contradicts research goal 2 

by requiring these resources.  

2.3.11 Unsupervised Text Categorization 

As further explained in subsection 2.4.1, text categorization usually follows the supervised 

learning pattern. This means that there are example categorizations. Research goal 3 aims ex-

plicitly at circumnavigating this necessity. Even if the topic is not intensively researched, there 

are some studies in unsupervised text categorization. Therefore, these methods are candidate 

components for artifact 2 solving research goal 3.   

Slonim et al. use an information bottleneck based clustering approach for unsupervised docu-

ment classification [ST00][SFT02]. The title and claim to achieve better precision and recall 

than a supervised Naïve Bayes implementation is a little misleading. In a first step, they clus-

tered the documents so that every document belongs to exactly one cluster. Then, the predomi-

nant category of the documents in this cluster was used as categorization decision and subse-

quent measurement. That means, they knew the correct category per document all along and 

used this as a benchmark for their clustering algorithm. Albeit being a good clustering algo-
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rithm, Slonim et al.’s approach cannot work without actually having predefined categories for 

every document. 

Chen et al. proposed an interesting approach based on the WordNet ontology and fuzzy asso-

ciation rule mining for multi-label document clustering. Their method can cluster documents in 

an unsupervised fashion and subsequently produce keywords describing these clusters. Albeit 

not being capable to assign documents to predefined categories, this method clusters documents 

and generates keywords for the clusters [CTL10]. If new knowledge emerges, the underlying 

ontology needs to be updated so that the system can remain usable.  

In the context of bootstrapping TC, McCallum and Nigam created a Naïve Bayes classifier 

that was trained by providing a set of key words for each category [MN99]. They achieved up to 

66% accuracy in a 70-leaf taxonomy, that organized 70 categories in a hierarchy. This approach 

required manually created key words for each category. Even though this takes vastly less time 

than manually assigning categories to all documents, this is additional knowledge that might not 

be available in a bootstrapping scenario. Also, 66% accuracy in a 70-leaf taxonomy is no over-

whelmingly effective result because accuracy increases with every true negative. Every per-

formed categorization yields 69 true negatives and potentially one true positive when working 

with 70 categories (see subsection 2.4.5). 

Ko and Seo extended McCallum and Nigam’s results to create a semi-supervised classifier 

[KS09]. In a first step, the text was stripped of stop words and subsequently reduced to nouns 

and verbs. In the next step, artificial key words were generated by analyzing all texts for words 

that oftentimes occur close to the words making up the labels. The key words for each category 

were then used to train a naïve Bayes classifier in a way that the occurrence of these key words 

indicate a category. The results of the naïve Bayes classifier were then used to train an actual 

supervised classifier. Ko and Seo’s method achieved good efficiency in standard benchmarks. It 

is however noteworthy that Ko and Seo method requires manually provided resources, such as 

stop word lists and ontologies defining nouns and verbs. This disqualifies it from a bootstrap-

ping scenario. 

Dai et al. use word embeddings to classify Twitter tweets to look for diseases in certain areas. 

To do so, every tweet is broken up into a random amount of clusters [DBM17]. For every word 

there is a 
�

(��|��������|)
 chance to create a new cluster. Clusters are represented by an aggrega-

tion, which is the average of all word vectors currently in the cluster. This is essentially the 

BAM CDS model (see subsection 2.3.9). Words are then added to the cluster to which aggrega-

tion it has the highest cosine similarity. After this process every tweet is represented by a set of 

clusters, each represented by an aggregation vector. This is very similar to SVD and LDA in the 

way that there are intermediate objects between documents and categories. For Dai et al. these 

are clusters, for SVD concepts and for LDA topics.  

In the next step, word vectors for individual topic words, like flu, are compared to the clusters. 

If the cosine similarity between a topic word and a cluster from a document is over a predefined 

threshold, the entire document is added to that category. This creates a multi label classifier (see 
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subsection 2.3.1). Working with tweets, this approach has only been used in very short texts. It 

is also not completely repeatable due to the random nature of cluster creation. Other than that, 

Dai et al.’s method seems like a solid starting point for an unsupervised classifier that does not 

require any manually created resources, except for word embeddings, which are easily creata-

ble. If it is actually suitable for reaching research goal 3 depends on its performance texts larger 

than twitter tweets.  

2.3.12 Text Categorization Summary 

In summary, text categorization is the act of creating a classifier that approximates the target 

function. These can either be rule-based or employ machine learning techniques. Hybrid ap-

proaches are of course also possible. There can be multiple types of text categorization. In sin-

gle-label TC, only one category is assigned to a document. In multi-label TC, multiple catego-

ries are assigned to a document. Another distinction is hard categorization vs. ranking categori-

zation which means, that there are either hard results or ranked lists of probable results. The 

process can also be completely automated or semi-automated. Combining multiple classifiers to 

form an overall classifier is referred to as classifier-committee.  

The described process takes place in phases. Firstly, the text needs to be extracted from docu-

ments. Secondly, features from the text have to be extracted and subsequently selected for rele-

vance. Based on these relevant features, algorithms can perform the actual classification. A 

common method to express a text as features is to use a bag of words model, in which it is ex-

pressed as feature vector of how often which word occurs in which document. Information re-

trieval techniques, like TFIDF can be used in these tables. Named Entity Recognition can be 

seen as special form of feature extraction that uses ontologies to group different concepts into 

classes. When considering cases with a lack of explicitly usable knowledge, different methods 

to assign semantic meaning to terms have been proposed. These are not necessarily TC systems, 

but provide methods to express the meaning of documents and terms in different ways. Explicit 

Semantic Indexing (ESI), Latent Semantic Analysis (LSA), Singular Value Decomposition 

(SVD), and Latent Dirichlet Allocation (LDA) are such methods. These approaches rely on a 

bag of word model using TFIDF- or word-to-document occurrence matrices. They model locali-

ty and similarity of terms by co-occurring in the same document. Based on the size of docu-

ments this can be very coarse. A different class of techniques to assign semantic meaning to 

terms are word embeddings which also rely on co-occurrence of terms but model them by oc-

curring in a few surrounding words instead of occurring in the same document. Different tech-

niques of representing documents using word embeddings have been proposed. The advantage 

of word embeddings are, that they can express meaning similar to ontologies but have been 

entirely machine learned from large sample texts without requiring any manual efforts. Using 

the SECI model, word embeddings can be seen as explicit knowledge that was entirely generat-

ed from explicit knowledge in a combination process (see section 2.1).  
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Multiple unsupervised TC approaches that potentially fulfill research goal 3 have been pro-

posed. Many of these have the drawback, that they require collections of explicit knowledge to 

function. These might not be available in a bootstrapping scenario. That means, that these ap-

proaches contradict research goal 2 and cannot directly be applied in implementing any artifact. 

Dai et al.’s algorithm is an exception that has only been tested on very short texts. There is no 

available implementation for it. It is a candidate for fulfilling research objective 3.4.  

Most described TC methods do not yield explanations why something was categorized in a 

certain way. A notable exception to this are lexicon-based TC systems. They however require 

lexicons, which have to be provided beforehand contradicting research goal 2. This means, that 

none of the examined existing approaches fulfills research goal 4 in unison with research goal 2. 

All other described approaches are potential components for the model and design work in re-

search objectives 1.3, 1.4, 2.3, 2.4, 3.3, 3.4, 4.3, 4.4, 5.3, and 5.4. As mentioned, a fundamental 

approach to implement TC is using machine learning. Section 2.4 provides an overview about 

machine learning techniques relevant for implementing TC.  

2.4 Machine Learning Theory 

Trying to create a machine learning based system for any task is aided by a solid understand-

ing of the underlying theory. This section intends to provide this understanding and thus serves 

as basis for achieving all research goals. Obviously, the field of machine learning is vast. There-

fore, this section does not cover its entirety but provides a theoretical foundation as well as ex-

planations of approaches that have successfully been used for TC.  

Based on Mohri et al., machine learning can be summarized as computational methods that 

use past experience to make accurate predictions [MRT12]. There are different basic classes of 

machine learning approaches. In literature, these learning algorithms are usually referred to as 

learners. Learners operate in phases. A training phase in which the learner actually learns its 

task and a production phase in which it makes the predictions. This production phase is also 

referred to as inference. One motivation for machine learning is that no explicit algorithm for 

specific problems needs to be defined but that it is automatically generated from examples. An-

other is the generalizability, meaning that learners are intended and able to work on previously 

unseen data.  

Different learners can be used in the individual TC phases (see subsection 2.3.2). Depending 

on the learner’s task, the initial corpus Ω is split into a training set (TS) and an evaluation set 

(ES).  

Subsection 2.4.1 introduces different learning scenarios. Most machine learning algorithms 

require numeric vectors to represent inputs and outputs. Therefore, subsection 2.4.2 introduces 

common formats and distance measures. Subsection 2.4.3 introduces machine learning tech-

niques important for the scope of this thesis while subsection 2.4.4 introduces common chal-

lenges to machine learning. Subsection 2.4.5 finishes the state of the art in machine learning 
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theory by introducing effectiveness measures relevant for machine learning based text categori-

zation and introducing a self-optimizing learning method.  

2.4.1 Machine Learning Scenarios 

There are different scenarios in which machine learning can be applied. These mainly differ in 

how the learner can be used in its training- and production phase. Different learners use differ-

ent learning scenarios. These distinctions are important, because they aid in creating a metadata 

model for machine learning based TC implementations and the data to learn from. Research 

goals 1 and 2 can benefit from such a metadata model. Additionally, these distinctions are im-

portant to understand the theory between the differences of these research goals.  

In supervised learning, the learner receives a set of input-output pairs. These provide the 

learner with examples which input will lead to which output. It is important to note, that the set 

of possible outputs is limited by the provided possible output examples. These input-output 

pairs are instances of explicit knowledge encoded as structured data that need to be provided for 

the learner. 

There are two special cases for supervised learning. In regression learning, the output data 

type is a vector of real or binary values. In classification, the output data type is predefined 

class. Naturally supervised learning classification is the predominant scenario in TC.  

In unsupervised learning, the learner receives unlabeled training data and then automatically 

generates output data based on the examples. A common use of unsupervised learning is cluster-

ing, a task in which examples are grouped by similarity.  

In semi-supervised learning, the learner is trained with a mix of labeled and unlabeled data. 

From the provided examples, new possible outputs can be generated or the set of known train-

ing outputs can be used. Possible usage scenarios for semi-supervised learning include regres-

sion, classification, and clustering.  

On-line learning is a special form of supervised learning. The learning process is divided into 

rounds. In every round, the learner receives an unlabeled input value and computes an output. 

The learner then receives the true expected outcome and a loss is computed. This loss is a meas-

ure of how “wrong” it was. The learner than adjusts itself in order to minimize the cumulative 

loss over the performed training rounds.  

Reinforcement learning is another machine learning scenario. In this scenario, the learner in-

teracts with a simulated environment. For every output that is computed for an input value, the 

environment computes a reward. The learner then attempts to maximize its rewards over the 

course of learning. It can thus be seen as a reverse form of on-line learning and therefore super-

vised learning because the parameters of the environment need to be provided in advance.  

In active learning, the learner collects expected outputs by presenting an oracle with a previ-

ously provided input sample and querying the oracle about the expected outcome. In this way, 
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the learner can query the expected input values that would most benefit it in updating its internal 

model. The used oracle can be an information system or a human expert. Therefore, active 

learning can also be regarded as a special form of supervised learning.  

2.4.2 Vector Representations and Distance Measures 

Most of the discussed classification techniques cannot function without the ability to compute 

distances between terms, documents, and categories. As previously mentioned, machine learn-

ing algorithms usually require vectors representing their inputs and outputs. The vectors are 

usually binary, �� ∈ {0,1}� or real valued �� ∈ {� ∈ ℝ|0 ≤ � ≤ 1}�. Integers and real values > 

1 are not common as the vectors usually model relationships with each other. Subsections 2.3.4 

to 2.3.9 explain how such vectors can be obtained for text categorization and natural language 

processing in general. The generation of binary vectors is straight forward by simply denoting 

the occurrence of a given term with a 1 in the document vector. 

Important for computation and to actually utilize the results are distance and similarity 

measures between the individual vectors. Deza et al. published the Encyclopedia of Distances in 

2009. The following distance measures, many more and their relationships with each other can 

be found in their work [DD09]. If not stated otherwise, �, � ∈ {� ∈ ℝ|0 ≤ � ≤ 1}� for the re-

mainder of this subsection.  

Firstly, the Euclidean distance is the “as the crow flies” direct distance between two points in 

space. It treats vectors as points in space and is easily scaled to higher dimensions than n=3 

using Formula 24. Depending on the dimension, results are in the interval of [0, √�] 

Formula 24:  �����(�, �) = �∑ (�� − ��)��
���  

The Manhattan distance counts the absolute differences in each dimension. As such the results 

have an interval of [0,n]: 

Formula 25:  �����(�, �) = ∑ |�� − ��|
�
���  

Cosine similarity treats vectors as directional vectors in space. The similarity is the cosine be-

tween these vectors. Therefore, identical vectors have a cosine similarity of 1 while completely 

inversed vectors have a cosine similarity of -1. Other than the Euclidean or Manhattan distance, 

cosine similarity values are not always positive but always remain in a dimension independent 

interval [-1,1]:  

Formula 26:  ����(�, �) =
∑ ����

�
���

�∑ ��
��

��� �∑ ��
��

���
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The cosine distance is defined using the cosine similarity. As such it is in the interval [0,2]: 

Formula 27:  �����(�, �) = 1 − ����(�, �) 

The shown similarity values have results in different intervals. If required this can easily be 

normalized, given their interval is known. 

2.4.3 Important Machine Learning Techniques 

The following techniques are the most prominent ones in machine learning. Their understand-

ing is necessary to implement and compare algorithms used for all research goals.  

A straight forward method to create a supervised classification algorithm suited for TC is the 

application of Bayes’ theorem (Formula 28)[S02]. This probabilistic classifier is suited to create 

ranking categorizations in a multi-label TC scenario (subsection 2.3.1). In this case, �(��|��) is 

the probability for category �� ∈ � to be the correct category of document �� ∈ �. �(��) is the 

probability that a randomly picked document is in fact ��. This means, ����� =
�

|�|
. �(��) is the 

probability that a randomly picked document does in fact belong to ��. Assuming that docu-

ments are equally distributed among categories, ����� =
�

|�|
. This value can be updated for indi-

vidual categories based on how many documents are actually allocated to them.  

Formula 28:  �������� =
�(��)�(��|��)

�(��)
 

TC is applied on large document corpora. Therefore, the assumption that the individual docu-

ments are statistically independent is made. In order to compute �(��|��), previously generated 

#(��, ��) vectors ���� for each document are used in Formula 29. ���� denotes the absolute 

number of how often term �� occurs in document ��.  

Formula 29:  �������� = ∏ �(����|��)
|�|
���  

P(v���, |c�) is the probability that term ��of vector ���
 occurs in category ��. The application 

of this method yields a probability for every category allowing ranking classification. 

Another common classification algorithm is the decision tree classifier [S02]. It works on bi-

nary feature vectors ���� in which the occurrence of term �� in document �� is encoded. As the 

name suggests, a logical binary tree is constructed. Each vertex represents the occurrence of a 

given term in the document. The classification algorithm follows the branches from the root 

until a leaf, representing a category, is reached. There are different methods to implement a 
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learner constructing this tree. The usual approach is divide and conquer based searching for the 

most decisive term. The term discriminating between the most documents is being placed as the 

root of the tree or subsequent sub-trees. This is intended to increase efficiency. 

Closely related to decision tree classifiers are decision rule classifiers [S02]. They also work 

on binary feature vectors ���� creating disjunctive normal form rules where the literals denote 

the presence or absence of terms using inductive rule training. It bottom-up creates rules to as-

sign every document to its correct category. It then merges and prunes the created rules to coun-

ter overfitting (subsection 2.4.4), which this method is very prone for.  

A different approach to construct classification and regression learners is the application of ar-

tificial neural networks (NN) [HS11]. Regarded as the first work in this field, McCulloch and 

Pitts showed that these structures can process any given logical or arithmetic function in 1943 

[MP43]. As the name suggests, a neural network consists out of neurons that form the vertices 

of a directed graph �� = {�, ��}. The edges between the neurons are weighted resulting in 

the |�|� matrix �� in which ���� represents the weight of the edge from neuron � to neuron �.  

Neural networks are usually arranged in layers. Input neurons receive input data while output 

neurons provide the output. Oftentimes there are � ∈ ℕ intermediate layers of neurons. There 

are different topologies typically used. In feed forward networks, the edges between neurons 

only lead from the input neurons in the direction of the output network. One can distinct be-

tween feed forward networks of different orders. In a first order feed forward network, which is 

very commonly used, edges only connect neurons between two layers. In a second order feed 

forward network, edges can also skip a layer and directly connect to subsequent neurons. This is 

extendable to any order smaller than �. For the common first order feed forward network, �� 

can be split into multiple matrices representing the weights between the individual layers. 

Another topology is a feedback network. In this case, there are also connections from neurons 

in layers closer to the output neurons to those closer to input neurons. In some network models, 

the neurons can also have edges with themselves. In this way they can take into account their 

own output of the current or previous run of the network.  

Every neuron in a neural network is a computational unit which is comprised out of three 

functions. Firstly, the input function ���� takes the weights of ���� and the output of previous 

layers or the actually input to the entire neural network �� as parameters.  

Formula 30:  ������� = ∑ ���� ∗ �� = ������⃗ �⃗�
���  

Formula 30 describes the sigma unit, which is the most commonly used input function for con-

temporary neural networks [HS11]. Organizing the network in layers, the intermediate computa-

tional results and weights can be regarded as vectors. This is a natural connection to the feature 

extraction techniques described in subsections 2.3.4 to 2.3.9. The values of feature vectors can 

be used as inputs of neural networks. The same is true for the outputs when computing word 

embeddings (subsection 2.3.8). The sigma unit simply computes the weighted sum of previous 
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inputs. As graphical processing units (GPUs) are designed to excel in vector computations, neu-

ral network computations can quickly be handled by GPUs (see subsection 2.7.1). Other, albeit 

far less commonly used input functions include the maximum, minimum or product of the 

weighted inputs.  

Secondly, the activation function ��(����) requires the results of the input function as parame-

ter. It is also possible to use the last result produced by the activation function within the func-

tion itself. This however is not common practice. One of the first activation functions to ever 

have been used was a threshold function the resulted in 1 as soon as ���� reached a specified 

threshold [R62]. This threshold function however has some severe drawbacks. One of these 

drawbacks is that it is impossible to implement an XOR-function having only thresholds 

[MP69]. 

Therefore, another class of activation functions is usually applied. Sigmoid functions are de-

scribed to “graphical representations showing an S shape” [HS11]. Figure 9 illustrates this 

using the logistic function (Formula 31). Sigmoid functions are continuous, differentiable, and 

monotone. Neural networks comprised out of multiple layers of neurons employing sigmoid 

activation functions are Turing complete. 

 

Figure 9: Logistic function, a common sigmoid function 

Formula 31:  �����(����) =
�

��������
 

Thirdly, every neuron has an output function ��(��). Actually using output functions are un-

common except for translating the output into a form usable by the system employing the algo-

rithm. In the case of TC the output function can be used to translate the output into a suitable 

category. One such output function commonly used for supervised learning classification is the 

softmax function. It can use any k-dimensional vector of arbitrary input values as input, return-

ing a k-dimensional vector of real values in the interval of (0,1) adding up to 1.  

Formula 32:  ��������(��) =
���

∑ ����
���
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In the sense of classification in neural networks, the softmax function takes into account the 

activation of the entire output layer. Its result is a |�|-dimensional vector having probabilities 

for an input belonging to a given category building a ranking classifier.  

The previous description explained how a neural network calculates output vectors given spe-

cific input vectors. In order to actually be of use as learner, the neural network needs to be 

trained using input and output samples. There are multiple strategies to train neural networks: 

Edges between neurons can be deleted or added. Neurons can be deleted or added. The parame-

ters governing the input- activation and output function of neurons can be modified. Most com-

monly, the weights of the individual edges are modified. In this sense, the memory and rules the 

neural network creates during learning is stored in the weight matrices between the neurons. 

There are many approaches to train a neural network by updating its weights.  

One basic method is based on Hebb’s rule [H49]. It states that if there are two active neurons 

and there is a connection between both, this connection should be strengthened.  

Formula 33:  ∆���� = ����� 

Hebb’s rule (Formula 33) states, that the weight of the edge going from neuron � to neuron � 

should be strengthened by the product of the activation of neuron �, the output of neuron � and a 

predefined learning rate η. As previously stated, the activation of a neuron is usually identical to 

its output except for the output layer. 

Another important approach is back propagation. It is designed for first order feed forward 

networks and utilizes an error derivative. Formula 34 describes the error for the output layer. 

Here o��  is the expected output for output neuron � while o� is the actual output of this neuron. 

The necessary change in the previous weights can be computed using the derivative of the out-

put neuron’s activation function given its input.  

Formula 34:  �� = ��(����) ∗ (��� − ��) 

If an actual output function is used, the output is ��(��(����)). Using the chain rule, resulting 

in ��
����(����)� ∗ ��

�(����). The logistic function is oftentimes used as activation function be-

cause of it’s simple to compute derivative:  

alog�(net�) =
1

1 + e�����
=

�����

1 + �����
 

alog′�(net�) =
����� ∗ (1 + �����) − ����� ∗ �����

(1 + �����)2
 

alog�
�
(net�) =

�����

(1 + �����)2
= �����

(����) ∗ (1 − �����
(����)) 
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The simple to compute and to use derivative also makes the softmax function popular. Be-

cause the softmax function takes the entire output layer into account, the partial derivative also 

has to do so using the quotient rule for derivatives:  

��������(��) =
���

∑ ����
���

 

���������

���
=

�ai ∗ ∑ ����
�=1 − ������

(∑ ����
�=1 )2

 

This is possible for 
���������

���
 if � = � because then all other elements of the in sum in the de-

nominator are treated as constants which derivative is zero.  

���������

���
=

�ai

∑ ����
�=1

∗
∑ ����

�=1 − ���

∑ ����
�=1

 

���������

���
=

�ai

∑ ����
�=1

∗ (1 −
���

∑ ����
�=1

) 

The quotients in this equation are the actual ��������(��) functions. Therefore, for � = �: 

Formula 35:   
���������

���
= ��������(��)(1 − ��������(��)) 

For � ≠ �:    
���������

���
=

������
��

�∑ ����
��� �

� 

If � ≠ �, ��� is treated as constant. Therefore, the first product in the numerator equals zero. 

This can then be interpreted as follows again having the actual equations of the softmax formula 

in their own terms:  

���������

���
= −

���

∑ ����
���

∗
���

∑ ����
���

 

Formula 36:  
���������

���
= −�������(��) ∗ �������(��) 

Computing error derivatives for neurons that employ the logistic- and softmax functions as ac-

tivation and output functions is easily achieved.  

As all neurons utilize activation functions, the derivative of this activation function provides 

the gradient of the function. This gradient can then be used to update the previous weights min-

imizing the resulting error. The method is called backpropagation as it starts with the output 

layer, updating the weights leading into the output layer. It then continues updating the weights 

towards the input layer. The backpropagation algorithm can be described using the pseudocode 

described in Pseudocode 1.  

BACKPROPAGATION 

INPUT: Learning rate � > 0 

INPUT: Sufficiently small error sum ������ > 0 
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INPUT: Maximum computation time ���� 

01: Randomly initialize all weights −0.1 < ���� < 0.1 

02: Initialize error sum ��� = ∞ 

03: Initialize time � = 0 

04: WHILE (� < ���� AND ��� > ������) 

05:  �: = � + 1 

06:  Apply input �⃗ to network 

07:  Compute error derivatives δ� for every output neuron using 

Formula 34 

08:  Recursively compute error derivatives for previous neurons 

09:  Update error sum ��� =
�

�
∑ (��� − ��)

��
���  

10: Update all weights ���� ≔ ���� + �δ��� 

Pseudocode 1: Backpropagation 

Note that this basic algorithm only uses one input vector �⃗ and one expected output vector for 

this sample. Obviously many training samples need to be accommodated. There are multiple 

approaches to accommodate this. The first is called online backpropagation. In this case, there 

is an outer loop encapsulating lines 2 to 10. It loops through every training sample, optimizing 

the weights individually without randomly initializing them again. One might consider running 

this multiple times because after finishing the last training sample, the network may be no long-

er able to function on the first samples as the weights have shifted too much.  

Another approach is full batch back propagation. Here, an inner loop encapsulating lines 6 to 

8 goes through all the training cases summing up the individual error derivatives for each 

weight. Afterwards all weights get adapted to accommodate every training sample in the weight 

update. A special variant of this approach is mini batch back propagation in which a randomly 

selected sample of input-output pairs is used. The basic backpropagation algorithm and neural 

networks in general suffer from a variety of issues outlined in subsection 2.4.4. 

Support Vector Machines (SVMs) are another highly popular classifier. SVMs split a |�| di-

mensional hyperspace in two subspaces by applying |�| − 1 dimensional hyperplanes to this 

space. Every hyperplane provides a single-label hard categorization classifier by deciding 

whether a given vector belongs to a given category or not using Formula 37. Here, the signum 

function ���: � → {−1,1} indicates if � is positive or negative. A positive value indicates the 

classification to category � while a negative value indicates that the vector is not classified as 

belonging to category �. In this formula, ℎ��  is a vector representing the hyperplane for catego-

ry c where �� is the required bias.  

Formula 37:  �� ����� = ���(ℎ�� ⋅ ��� + ��) 
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The hyperplane bisecting the high dimensional space is however |�| − 1 dimensional. SVMs 

are popular due to their high speed of computation when classifying vectors. The decision for 

every category only requires �(|�|) time. Multi label classifier can easily be built by applying 

this computation to every available category resulting in �(|�| ∗ |�|) time.  

Simple SVMs suffer from linear separability (subsection 2.4.4) as well as other common ma-

chine learning challenges. There are multiple proposed ways to circumnavigate the linear sepa-

rability issue. A simple approach is to allow for slack around the given hyperplane so that vec-

tors can be on both sides of the hyperplane within a given boundary. A common method for this 

issue is the so called kernel trick. It is used to project the actual vectors into higher dimensional 

space so that a hyperplane bisecting the sample vectors into belonging and not belonging to a 

given category can be found. Such a kernel switches the definition of the dot product for that of 

the specified function. A kernel is a function �(�, ��) → � with vectors �, �’ ∈ ℝ� and � ∈ ℝ.  

Formula 38:  �(�, ��) = �(�) ⋅ �(��) = ∑ �(��) ⋅ �(��
�)|�(�)|

���  

�(�) is a non-linear transformation function so that |�(�)| > |�|. SVMs can simply substitute 

the inner product calculations performed for every vector with the kernel and otherwise operate 

normally. There are many well established kernel functions to choose from. Any function ful-

filling Mercer’s criteria can be used as a valid kernel. 

Mercer’s criteria: �(�, ��) is a valid kernel if and only if: 

1. �(�, ��) is symmetrical: �(�, ��) = �(��, �) 

2. The matrix � = �
�(��, ��) ⋯ �(��, ��)

⋮ ⋱ ⋮
�(��, ��) ⋯ �(��, ��)

� is positive, semi-definitive. This 

means that for every non-zero vector � ∈ ℝ�: ���� ≥ 0. 

In order to train SVMs, the margin is used as a concept. Here, the margin is the Euclidean dis-

tance (Formula 24). It is normalized using the norm between the hyperplane and its closest vec-

tor. Training is then seen as optimization problem to find the hyperplane with the biggest mar-

gin to all vectors. In this case only the closest vectors to this hyperplane has to be assessed and 

even stored by the system. These closest vectors are also referred to as support vectors. Hence 

the name support vector machine.  

Another important machine learning method is the k-nearest neighbors algorithm (k-NN). 

This supervised learning method is working on vectors and requires the meta parameter �. 

There are two basic types of k-NN: K-NN classification and k-NN regression. With k-NN clas-

sification a vectors class is that of the majority of its k nearest neighbors. With k-NN regression, 

the associated output for a vector input is the average of its k nearest vectors’ output. Both ver-

sions require a distance measure (subsection 2.4.2) to work.  

An important basic unsupervised learning algorithm for clustering is the k-means algorithm 

[L82]. Its goal is to split a set of data points into � partitions so that the squared sum of devia-

tion between cluster members and the cluster mean is minimal. That in itself is a NP hard prob-

lem. Therefore, multiple heuristics have been proposed. The k-means algorithm can be used to 
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cluster documents based on the similarity of their feature vectors.  Most commonly used is the 

Lloyd algorithm [L82]:  

Lloyd algorithm 

INPUT: � 

INPUT: Object vectors ��  

01: Randomly initialize k means ��
(�)

, … , ��
(�)
 

02: Assign every vector to the cluster in which the overall var-

iance is increased the least: 

��
(�)

= {��: ���� − ��
(�)

��
�

≤  ���� − ��∗
(�)

��
�

∀�∗ = 1, … , �} 

03: Update cluster means:  

��
(���)

=
1

|��
(�)

|
� ��

��∈��
(�)

 

04: Repeat steps 2-3 until the cluster assignments no longer up-

date 

Pseudocode 2: Lloyd algorithm 

A comparably new approach in machine learning is deep learning [ART10]. This approach is 

inspired by the processes within the mammalian neocortex. For deep learning, machine learning 

techniques (oftentimes but not necessarily always neural networks) are layered in a complex 

hierarchy. Besides their actual input, the individual layers incorporate the state learners in the 

same or higher hierarchical layers. The learner’s own state at a given time can also be incorpo-

rated in the input function as it is the case with the neurons in the human brain. [HB04]  

Deep learning systems usually incorporate unsupervised learning in low hierarchical levels. 

Depending on whether it is used for classification, regression or clustering, different higher 

level techniques are used. As multiple layers of machine learning are incorporated, the computa-

tional requirements of deep learning are exceedingly high. Especially deep learning neural net-

works suffer from the vanishing gradient problem (see subsection 2.4.4). Using methods to cir-

cumnavigate this problem and using sufficient computational resources, Krause was able to 

outperform support vector machines on the same training set [K16]. Deep learning achieved 

84.2 % F1 score while SVMs only achieved 70.7 % F1 score (see subsection 2.4.5).  

One method to circumvent the vanishing gradient problem is to force the learner to produce 

high level abstract representations of the original input. This can be done in an unsupervised 

fashion to later learn the desired classifications. One family of methods to perform this feat are 

auto encoders.  
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Figure 10: Auto encoder from [K16] 

Auto encoders are multi-layer mirrored networks. This means, that the weights between mir-

roring neurons are identical. The auto encoder is trained to reproduce the same input. The reduc-

tion in neurons towards the middle forces the network to create high level features representa-

tions in these inner layers. Oftentimes noise is added to the input while the network is tasked to 

learn the undistorted output. This further forces the network to learn high level features. 

[EBCMVB10]. After this pre-training, the network can be trained on its actual supervised task. 

This training can also be limited to the half of the network towards the output layer as suffi-

ciently high level representations in the middle layer were produced by auto encoding. 

Other popular methods for deep learning are convolutional neural networks [LB95]. Instead of 

using the entire input vectors, these utilize sliding windows across the input to limit overfitting. 

For text, windows of character strings or words can be used. For images, individual regions of 

the image can be utilized. This allows the network to spot abstract features like word sequences 

or geometrical features in the input data. This can then be incorporated in other deep learning 

architectures.  

Evolutionary algorithms are another important method for machine learning that were also in-

spired by nature. They simulate the survival of the fittest within a population. The population is 

made up of actual programs, for example classifiers, with specific properties or hyper-

parameters. The fitness is of a member of this population is defined by a fitness function. In the 

field of TC, an effectiveness measure (see subsection 2.4.5) such as the F1-score can be used as 

such. In multiple rounds, the fitness of individuals within the population is assessed. Then a 

certain number of individuals are deleted where fitter individuals are less likely to be eliminat-

ed. The remaining individuals are then permitted to reproduce using one or both of the follow-

ing genetic operations.  

With crossover, a child program is created by randomly combining parts from two selected 

programs. With mutation a child program is created by randomly altering randomly chosen 

parts of the selected program. This global learning process is repeated until a sufficiently effec-

tive solution is found or some other stopping condition is met. [PLM08] 
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When using evolutionary algorithms certain aspects need to be taken into account. Firstly, one 

needs to find a method to model a learner in a way that permits genetic operations. Secondly, 

one has to define the utilized distributions and thresholds for the random events during evolu-

tion. Additionally, the fitness function has to be chosen. Evolutionary algorithms can skip local 

optima in performance due to the randomness used in producing the next generation of pro-

grams. However, it can be challenging to actually model programs in a way permitting genetic 

operations. Additionally, the training time required to derive a working system can be high as 

many iterations can be required.  

Many of the afore mentioned approaches can be directly combined for any application. For 

example, an evolutionary algorithm can be used to train a neural network, which in turn pro-

vides pre-processing for an SVM in a deep learning fashion. Each of these combinable methods 

has its own set of parameters which directly influence the overall performance as well as the 

available sample data used to train the system. Having this understanding of machine learning, 

appropriate methods for all research goals can be selected. 

2.4.4 Common Machine Learning Challenges 

This subsection summarizes some common challenges with machine learning. Some of these 

issues effect all of the before mentioned methods while others are more specific to certain 

groups of algorithms. One common issue is overfitting. This occurs if a learner performs well on 

a given training set but loses its ability to generalize and perform well on other datasets. This 

can easily occur with all machine learning methods and is strongly related to the available sam-

ple data. If, for example, a sample dataset mostly contains examples for one specific case and 

only very little other examples, a classifier can easily become a trivial accepter / trivial rejecter 

[S02]. That is the term for a binary classifier that either accepts all input vectors into one catego-

ry or rejects all. This issue is strongly related to unbalanced datasets. Here only little positive 

samples are available in between a huge amount of negative samples. Special strategies like 

reusing the few positive samples multiple times or removing many negative samples are re-

quired to remediate this issue. The Synthetic Minority Over-Sampling Technique (SMOTE) is 

one example for such a remediation strategy [CBHK02]. Such techniques cannot solve every 

issue with unbalanced datasets for supervised learning. If there are too little examples for one 

category, the learner cannot learn it. Here, the results of an unsupervised classifier can be useful 

to be taken into account in a deep learning or classifier committee way.  

Bellman defined the curse of dimensionality in 1961 [B61]. There is a set of problems occur-

ring with high-dimensional classification. Firstly, visualization of results and datasets becomes 

challenging when running out of dimensions to plot the data. Secondly, depending on the dis-

tance function, proximity and distance have less impact when using higher dimensions. The 

cosine similarity (formula 26) is less affected by this as it interprets distance as the angle be-

tween vectors. Thirdly, Bell stated the features relevant for one category can be irrelevant for 

other categories essentially forming extra bulk to store and compute. Fourthly, features can be 
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highly redundant because certain features strongly imply other features. Lastly, the sheer 

memory and computational complexity to perform all computations in high dimensional space 

can become an issue. The entire feature selection phase of TC (subsection 2.3.6) along with 

word embedding techniques (subsection 2.3.8) were motivated to reduce the impact of this is-

sue.  

Another important problem is linear separability. This indicates if a classification category can 

be formed by bisecting the high dimensional feature space using a hyperplane as SVMs do it. 

There are two cases for this: Firstly, there are slightly not linearly separable datasets. Here, the 

unfitting vectors are very close to the hyperplane. Seriously not linearly separable datasets have 

vectors of one category surrounded by vectors of another category. Multiple remediation tech-

niques have been proposed for SVMs. The entire kernel trick (subsection 2.4.3) is motivated to 

solve this issue. Word embedding techniques aim to reduce the dimensionality of feature vec-

tors to lessen the curse of dimensionality. However, they tend to create seriously not linearly 

separable feature spaces.  

Many generated models are highly complex. This results in the issue, that it is near impossible 

for human beings to interpret why exactly a model performed a certain decision such as per-

forming MLTC. It is difficult for human beings to imagine high dimensional hyperspaces or to 

take the state and weight of every neuron of a complex neural network into account. Therefore, 

many machine learning models are considered to be black boxes which can be unsuitable if they 

are used for high-stakes decision making such as healthcare or criminal justice [SHJSL20]. This 

common problem is highly related to problem field 3. Besides research into the creation of post 

hoc explanation methods for machine learning, additional research in adversarial attacks on 

such methods has happened in recent years. Works in this area known to me are summarized in 

subsection 2.4.6. 

Lastly, obtaining relevant training and evaluation sets for machine learning purposes is always 

a challenge. The sample data needs to be general enough to avoid overfitting and relevant for 

the problem domain. The UCI Machine Learning Repository is a collection of heterogeneous 

datasets for multiple ML applications that were collected since 1987 [@L13]. As of June 2017, 

it contained 373 data sets, 272 of which were intended for classification tasks, 69 for regression 

tasks, and 58 for clustering tasks. Among these, there were 24 TC corpora. Regarding their top-

ic, the UCI Machine Learning Repository uses the following 7 areas: Life Sciences, Physical 

Sciences, Computer Science / Engineering, Social Sciences, Business, Game and Other. These 

datasets can be used as standardized benchmarks for evaluating new algorithms. Collecting the 

necessary data for the actual application remains a challenge. All these issues have to be taken 

into account when trying to create the envisioned artifacts.  

2.4.5 Effectiveness and N-Fold Cross-Validation 

When trying to assess the effectiveness of a learner, one requires effectiveness measures. 

These are important in order to evaluate the performance of all classifiers. Effectiveness is not 
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to be confused with efficiency, which denotes how quickly an algorithm performs a classifica-

tion.  

In order to assess a learner’s effectiveness during supervised learning, the available training 

samples are divided in training- (TS) and evaluation sets (ES). In a first step, the learner is 

trained with the training set. Secondly, the learner is tasked to generate output values for the 

input values of the evaluation set. These output values are then compared with the expected 

outputs in order to compute effectiveness values.  

Especially in the use case of machine learning based text categorization (see subsection 2.3), 

confusion matrices are generated during performance evaluation. In this case, the category is 

analogous for the expected outcome of the learner or the class of the classifier. To derive the 

confusion matrix, samples of the evaluation set are given to the machine-learning-based classi-

fier and their results are then identified to be one of the subsequent types. The distinctions are 

made on a local base per category. This means, that e.g. the same document categorization can 

be a false negative for one category while being a false positive for another. Local for one cate-

gory � ∈ �, an evaluation sample can be: 

True positive (TP): A document is in the set of true positives ��(�) if both, the classifier and 

the target function assign the document to category c.  

Formula 39:   ��(�) = {� ∈ ��|�(�, �) = � ∧ �’(�, �) = �} 

False negative (FN): A document is in the set of false negatives if the classifier did not assign 

the training sample to category c but the target function assigned it there. 

Formula 40:   ��(�) = {� ∈ ��|�(�, �) = � ∧ �’(�, �) = �} 

False positive (FP): A document is in the set of false positives if the classifier assigned the 

training sample to c even though the target function did not.  

Formula 41:  ��(�) = {� ∈ ��|�(�, �) = � ∧ �’(�, �) = �} 

True negative (TN): A document is in the set of true negatives if both, the classifier and the 

target function did not assign the document to category c.  

Formula 42:   ��(�) = {� ∈ ��|�(�, �) = � ∧ �’(�, �) = �}. 

Table 3 provides an overview of these categories and was derived from Sebastiani’s work and 

has already been published following the hybrid research approach [S02] [SKH16]. Based on 

these values common information retrieval effectiveness measures can be calculated. These 
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values are again local for a given category. Common measures are precision, π, recall, ρ, and 

accuracy, Â.  

Precision:  

Formula 43:   �(�) =
��(�)

��(�)���(�)
 

Recall: 

Formula 44:   �(�) =
��(�)

��(�)���(�)
 

Accuracy: 

Formula 45:   Â(�) =
��(�)���(�)

��(�)���(�)���(�)���(�)
 

Table 3: Confusion matrix per category 

 Output Φ 

in c  not in c 

Defini-

tion Φ’ 

in c TP (True 

positive) 

FN (False 

negative) 

not 

in c 

FP (False 

positive) 

TN (True 

negative) 

 

 “Neither precision nor recall make sense in isolation of each other. In fact the classifier Φ 

such that Φ���, ��� = � for all �� and �� (the trivial acceptor) has ρ = 1” (F. Sebastiani, [S02] 

p.40) 

Therefore, there are additional measures that are based on π, and ρ. A commonly used combi-

nation of both is the ��function. β is a coefficient that is used to control the relative importance 

of precision and recall. With � = 0, �� = �. With � = +∞, �� = �. Usually � = 1 is chosen to 

assign equal importance to both measures. In the � = 1 case it is also referred to as F1 score.  

The formula is: 

Formula 46:  ��(�) =
(����)�(�)�(�)

���(�)��(�)
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As the presented values are local to individual categories, different averaging techniques are 

used to derive the overall effectiveness of classifiers. These are namely micro- and macroaver-

aging. To perform microaveraging, individual classifier decisions of the evaluation set are 

summed up and utilized in global precision and recall formulae: 

Microaveraged precision:  

Formula 47:  �� =
∑ |��(��)

|�|
��� |

∑ (|��(��)
|�|
���

|�|��(��)|)
 

Microaveraged recall: 

Formula 48:  �� =
∑ |��(��)

|�|
��� |

∑ (|��(��)
|�|
���

|�|��(��)|)
 

Microaveraged accuracy:  

Formula 49:  Â� =
∑ (|��(��)|

|�|
��� �|��(��)|)

∑ (|��(��)|
|�|
���

�|��(��)|�|��(��)|�|��(��)|)
 

On the other hand, macroaveraging is performed by calculating the arithmetic mean of local 

precision and recall values.  

Macroaveraged precision:  

Formula 50:  �� =
∑ �(��)

|�|
���

|�|
 

Macroaveraged recall: 

Formula 51:  �� =
∑ �(��)

|�|
���

|�|
 

Macroaveraged accuracy:  

Formula 52:  Â� =
∑ Â(��)

|�|
���

|�|
 

Both methods generate different results for the same performance. Macroaveraging emphasiz-

es the ability to work effectively on categories with only few training samples. The ��function 

can be generated using either micro- or macroaveraged precision and recall values. 
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It is noteworthy, that the overall amount of true negatives grows with the amount of categories 

|�| and performed categorizations. Every true positive is also a true negative in every category 

the document was correctly not assigned to. The same is to true for false negatives and false 

positives. As previously mentioned, the same categorization can be a false negative for one cat-

egory and a false positive for another. It is also a true negative for all other categories the target 

function did not assign the document to. This leads to rapid growths of true negatives in envi-

ronments with many categories and categorizations regardless of the actual performance of the 

system. In an environment with only one category, for example oil spill detection in images, 

true negatives can contribute to measure the systems effectiveness. In environments with many 

categories true negatives are essentially noise rendering any effectiveness measures based on 

true negatives of little use.  

In order to prevent overfitting (subsection 2.4.4), n-fold cross-validation can be used. In n-fold 

cross-validation, the initial corpus Ω is split into � ∈ ℕ subsets of about equal size. Then n 

training- and evaluation cycles are started. In every cycle, the learner is trained with � − 1 of 

the subsets and subsequently evaluated with the remaining one. The subset reserved for evalua-

tion obviously is a different one with every cycle. The effectiveness values of every cycle are 

stored. The training set that yielded the best results is subsequently used to the train the classifi-

er for production. Obviously one has to select, which effectiveness values are to be used.  

2.4.6 Explaining Machine Learning Results 

As stated in subsection 2.4.4, most machine learning models are highly complex. Reasons why 

a certain model performed a certain decision are difficult to name. This problem is compounded 

by the heterogenous nature of machine learning techniques as described in subsection 2.4.3. To 

address this issue, research into explaining machine learning results has started to happen in 

recent years [RSG16][LL17]. This research aims to explain any machine learning based classi-

fication model independent of the modality of the objects that are classified. As such, it address-

es machine learning models after feature extraction and detection (see subsection 2.3.2).  

Ribeiro et al. propose the Local Interpretable Model-agnostic Explanations (LIME) algorithm 

[RSG16]. LIME’s goal is to identify an interpretable model that is locally faithful to the classi-

fier. This essentially means that LIME aims to determine which features within a feature vector 

contributed to a certain categorization. LIME performs this determination by randomly making 

slight changes to individual values in feature vectors and measuring if the classifier returns the 

same categorization result. This way LIME aims to approximate a local decision boundary for 

the classifier. For texts, LIME then bases a bag of words like explanation listing the features 
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most strongly related to the categorization result. For instance the terms god, mean, and Koresh3 

as indicators, that a given text belongs to the Atheism category [RSG16].  

Ribeiro et al. acknowledge that complex feature extraction techniques such as word embed-

dings exist and that datasets are oftentimes not linearly separable (see subsection 2.4.4). Accord-

ing to its inventors, LIME explanations are locally faithful, meaning that a linear hyperplane 

bisecting feature space is a close enough approximation if the individual dimensions of the fea-

ture vector do not change drastically, no matter how complex the explained machine learning 

model is. If complex context-dependent language models such as BERT (see subsection 2.3.8) 

which have no simple feature vectors for each document, are used, one can still use the LIME 

algorithm by randomly modifying the source document instead of the feature vector to deter-

mine which part of the document has the strongest impact on the categorization result. 

Figure 11 illustrates LIME’s local approximation in a two dimensional toy example: The ma-

chine learning model’s complex decision function is represented by the blue/pink background. 

The bold red cross is the instance being explained while the other crosses and circles are the 

randomly generated modified feature vectors. The dotted line is LIME’s learned local approxi-

mation of the classifier that the generated explanations are based on.  

 

Figure 11: Toy example to present the intuition for LIME from [RSG16] 

LIME generates a list of features influencing the classifier’s decision but does not list how 

strong the influence of a specific feature on the classifier’s result is. Therefore, Lundberg and 

Lee propose the SHapley Additive exPlanations (SHAP) algorithm which is generating Shapley 

values for each feature [LL17]. Shapley values are a concept from cooperative game theory that 

model how much individual players contribute to an overall cooperation of players and what 

payoff these players can reasonably expect. Applied to feature vectors, Shapley value based 

explanations show how much individual features contribute to the classifier’s results..  
 

3 David Koresh was an U.S. American cult leader accused of child abuse and statutory rape who played a 
central role in the Waco Siege of 1993 [@W20] 
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SHAP computes explanations using the following process [@R19][LL17]: Let � be the set of 

all features, for example terms in a bag of words model. A classifier Φ� uses all features of �. 

The contribution of feature � to the categorization of document � Φ�(�) is computed by first 

generating all possible feature subsets without feature � : � ⊆ � ∕ {�}. For each of these subsets 

Φ�(�) is compared with Φ�(�). If the results of both differ, there is an error value � = 1. If 

both are identical, there is an error value � = 0. One could express this as Φ�(�) − Φ�(�) if 

the categories are expressed as 0 or 1. The SHAP value of feature � for the categorization of 

document � is the average of all error values for each feature sub-vector � ⊆ � ∕ {�}. For exam-

ple: If Φ�(�) and Φ�(�) are equal for every �, the average error value is 0 indicating, that fea-

ture � does not at all contribute to the classifiers result. If it is 1 for every feature subset, feature i 

is of the greatest importance as it can reverse the classifier’s categorization no matter which 

other feature vectors are provided to the classifier.  

In comparison to LIME, SHAP also provides relevance information about which feature most 

strongly affected the classifier. Obtaining this information is however very computational ex-

pensive as every set with � elements has 2� subsets. That means that in order to generate the 

explanation for one categorization of a document with n features, 2��� categorizations need to 

be performed. Depending on the computational complexity of the categorization this results in 

minimum computational requirements of �(2�) for every explained categorization. If complex 

feature extraction schemes based on word embeddings or language models such as BERT are 

used, text is not directly transformed into a bag of words feature vector. This brings the added 

complexity of modifying the source texts to essentially all possible subsets of the text to remove 

certain terms at specific places from it. Albeit not having as extreme computational require-

ments as SHAP, LIME still calls the classifier multiple times with modified feature vectors. 

Besides the massive cost in computation, recent research provided other criticism toward the 

LIME and SHAP algorithms for explaining machine learning black boxes [LB19][SHJSL20]. In 

their work titled “How do I fool you?”, Lakkaraju and Bastani have shown, that SHAP and 

LIME based explanations may not accurately reflect the biases within the black box in a sys-

tematic study [LB19]. They have also shown, that features can be highly correlated meaning 

that explanations might consider certain features as irrelevant while, by correlation, they are 

highly impactful on the classifier’s results. Another result of Lakkaraju and Bastani is, that there 

could be multiple high-fidelity explanations for the same classifier making the decision to trust 

one explanation over the other difficult. Therefore, generated explanations potentially mislead 

human users into trusting a problematic machine learning model. 

Slack et al. have shown that a classifier can be built to fool LIME or SHAP [SHJSL20]. They 

constructed an adversarial scenario in which a classifier actually wants to create a false explana-

tion for using a problematic, for instance racist, model. This is achieved by a so called scaffold-

ing technique in which an entity (a machine learning model like a neural network) is trained to 

craft desirable explanations based on the feature vector and the actual classifier’s result.  

In summary, the post hoc explanation of black box machine learning based classifiers is possi-

ble by modifying their feature vectors and systematically inspecting the classifiers results for 
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these modified feature vectors. While the LIME technique only lists relevant features, the SHAP 

technique also provides relevance values for individual features. Both techniques are based on a 

bag of words feature extraction scheme and require additional work if more complex feature 

extraction schemes are used. SHAP requires large amounts of computational resources as it has 

exponential complexity. LIME also requires many categorizations to compute one explanations 

for a classifier. Besides these resource requirements Lakkaraju and Bastani have shown that 

their results can be misleading. Slack et al. have even proposed a technique to intentionally fool 

these algorithms by generating desirable explanations for problematic models.  

2.4.7 Machine Learning Summary 

In summary, machine learning consists of computational methods that use past experience to 

make accurate predictions. An algorithm that implements this is oftentimes referred to as learn-

er. There are different scenarios for machine learning. In supervised learning, the learner is 

trained on a training set of examples and subsequently evaluated with an evaluation set of the 

same type of examples. For instance document-to-category assignments. In unsupervised learn-

ing, the learner receives a collection of unlabeled data and automatically generates an output 

without having had output examples to learn from. For instance, most TC algorithms are super-

vised learning algorithms with a few exceptions listed in subsection 2.3.11. Word embeddings 

on the other hand are generated by unsupervised learning algorithms. Semi-supervised learning 

is a combination of supervised and unsupervised learning. On-line learning, reinforcement 

learning and active learning are special instances of the supervised or unsupervised learning 

scenarios. Machine learning techniques usually work on numeral vectors representing objects. 

Multiple distance measures that can be used to compare these vectors are described in subsec-

tion 2.4.2. Subsection 2.4.3 introduces a number of machine learning methods that have suc-

cessfully been used in TC and related tasks. These include the probabilistic classifier, decision 

tree classifier, decision rule classifier, neural networks, support vector machines, k-nearest 

neighbors, k-means, deep learning, and evolutionary algorithms. There are many more machine 

learning algorithms. Subsection 2.4.3 described this specific selection of machine learning algo-

rithms, because the explained algorithms are referred to in section 2.3 or are candidate algo-

rithms to design artifacts 1, 2, and 3. None of these algorithms provide explanations for its re-

sults. To address this shortcoming, subsection 2.4.6 introduced the LIME and SHAP algorithms 

that generate lists of features most influential to a classifier’s result. Subsection 2.4.6 also de-

scribes research into the shortcomings of these algorithms. Namely their high computational 

requirements, ability to generate misleading explanations, and straight up approaches to fool the 

explanation algorithm with a desirable explanation albeit a problematic machine learning model 

is used by the classifier.   

Understanding machine learning algorithms as well as machine learning explanation algo-

rithms including their shortcomings are relevant findings for research objective 4.2 and 4.3. 

None of the explained algorithms fulfills a research goal itself. As subsection 2.4.6 points out, 

post hoc explanation of black box machine learning models can be fooled. Therefore, explaina-
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bility has to be an intrinsic property of any implemented MLTC artifact. Subsection 2.4.4 intro-

duced common challenges with machine learning. These reflect problem field 2 as they often-

times stem from a lack of appropriate resources in the form of explicit knowledge to correctly 

train a system. Subsection 2.4.5 introduced effectiveness measures used to evaluate how well 

machine learning systems and in turn machine learning based TC systems work.  

This concludes the sections assessing the state of the art in relevant fields of science. With the 

exception of Dai’s algorithm (see subsection 2.3.11), none of the existing theoretical approaches 

fulfill a research objective without contradicting another. For example, lexicon based classifica-

tion is explainable fulfilling research goal 4. However, it requires explicit knowledge resources 

to function, thereby contradicting research goal 2. Albeit not contradicting any research goals, 

Dai’s algorithm does not provide explainability. LIME and SHAP are not regarded as complete 

solutions for research goal 4 due to their issue described in subsection 2.4.6 as well as the fact 

that they are very resource intensive contradicting the overall bootstrapping of MLTC goal of 

this thesis. The following subsections discuss technologies based on these theories. After all 

these fields have been analyzed, the remaining challenge is assessed.  

2.5 Text Categorization Implementations 

This section provides an overview on contemporary MLTC and NLP implementations. These 

can potentially be used as components for the envisioned artifacts or provide guidelines in ar-

chitecting them. As such, no finished single purpose classifiers have been investigated. Instead 

libraries and frameworks that provide flexible TC capability have been assessed. Instead of cov-

ering all these systems in-depth, this section intends to provide an overview about options for 

implementing research objectives 1.5, 2.5, 3.5, 4.5 and 5.5. It is of cause possible, that more 

implementations exist. However, these were the most mentioned in the available literature and 

most discussed on conferences I attended for the diffusion meta phase. This includes available 

implementations of word embedding, feature extraction, and feature selection systems. Machine 

learning implementations are not discussed here but in section 2.6. As explained before, any 

supervised learning algorithm can be used for TC after feature extraction provided the necessary 

document vectors.  

2.5.1 Word Embedding Implementations 

For the described word embedding algorithms (see subsection 2.3.8), multiple implementa-

tions are available. Open source C implementations of the CBOW and skip-gram algorithms are 

available on https://code.google.com/archive/p/word2vec/source/default/source (accessed De-

cember 5th, 2014). An open source C implementation of GloVe is available on 

https://nlp.stanford.edu/projects/glove/ (accessed December 5th, 2014). The original authors of 

these respective algorithms published these implementations.  
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In experiments on a 2.3 GHz i7 with 16 GB RAM and an integrated SSD, CBOW, skip-gram 

and GloVe required between 30 (CBOW) and 240 (skip-gram) minutes to compute 200 dimen-

sional vectors from the first billion characters of Wikipedia.  

There are multiple other implementations for these word embedding techniques. The Deep 

Learning for Java (DL4J) library contains Java implementations of CBOW, skip-gram and 

GloVe [@DL4J18]. This way, word embeddings can be computed in Java, if the rest of the ap-

plication is also written in Java. As Java requires the JVM as intermediate layer between system 

and code, the performance is slower than that of the C implementations. As the name suggests, 

DL4J is primarily aimed at enabling deep learning implementations in Java. It mainly aims at 

implementing many layered neural networks. 

Gensim is a popular python library aimed at providing topic models [@G18]. Besides imple-

mentations for word2vec algorithms Gensim contains utilities for document management, LDA, 

LSI and TFIDF. Facebook published fastText, which is a C++ implementation of CBOW and 

skip-gram in 2016 [@F16][@F16]. It can be invoked via a modern Linux or Mac OS CLI. Fa-

cebook also published word embeddings modeling 157 languages [GBGJM18]. Similar to 

DL4J, fastText comes with in integrated logistic regression and SVM classifier (see subsection 

2.4.3) [JGBM16]. It is noteworthy, that the fastText classifier is intended to classify sentences 

into a large set of categories. It is not designed for larger documents.  

My primary interest for word embeddings is in the pursuit of research goal 3, as unsupervised 

classification is greatly eased when one can assign meaning to terms. This can also be used for 

research goal 5 as the captured meaning is helpful to extend knowledge organization systems as 

necessary. To make use of word embeddings, either one of these implementations can be chosen 

to compute the word embeddings. Alternatively, ready-to-use word embeddings can be down-

loaded. One can also download pre-trained language-representing neural networks as introduced 

in subsection 2.5.1 and subsequently base a custom neural network on it.  

2.5.2 Researcher Workbenches MALLET, WEKA and Text Garden 

In the area of TC implementations, there are some frequently used researcher workbenches. 

As the name suggests, these systems serve as work environments for NLP researchers. They are 

not intended to be used in any real application. Assessing them can however provide insights 

into the design of classifiers.  

The MAchine Learning for LanguagE Toolkit (MALLET) has been developed at the Universi-

ty of Massachusetts Amherst. It is Java based command line utility that contains functionalities 

for text categorization, other machine learning implementations and statistical natural language 

processing. The code is available on http://mallet.cs.umass.edu/download.php (accessed April 

9th, 2017). As it is a command line tool, MALLET infers the target function by reading a pro-

vided directory “…/��/�� “. Here, the path implies that document �� belongs to category ��. This 
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limits the application to single label categorization. One could however create copies of docu-

ments in multiple directories thus extending it to multi label classification. 

MALLET implements feature extraction algorithms, a Naïve Bayes classifier, a decision tree 

classifier and a statistical maximum entropy classifier. It also comes with routines to evaluate 

classifier performance.  

The Waikato Environment for Knowledge Analysis (WEKA) is an NLP researcher workbench 

implemented in Java [FHW16]. It provides researchers with a GUI filled with multiple machine 

learning algorithms and data preprocessing tools. The communication with WEKA is imple-

mented using XML files. It is freely available on 

http://www.cs.waikato.ac.nz/ml/weka/index.html (accessed April 9th, 2017) using the GPL. As 

researcher workbench WEKA is not intended to be an automated part in any productive TC 

environments. Parts of WEKA have been used in different projects, among them GATE (see 

subsection 2.5.3). 

Text Garden is a collection of software tools for text mining that was created by Grobelnik et 

al. [@GM18]. They are compiled as Windows command line executables that communicate 

with intermediate files. Besides preprocessing and other tools there are implementations for k-

means clustering, SVMs and neural network classifier (subsection 2.4.3).  Grobelnik et al. de-

fined their own file formats for these tools. Firstly, the Compact Documents Format stores mul-

tiple texts along with their metadata in a single file. The Text Base Format stores multiple texts 

in a single file. The BOW Format stores the BOW representations of multiple texts in a single 

file.  

None of these works directly aid in achieving a research goal. The utilized file formats for 

these implementations can potentially be reused what would provide interoperability with them. 

As mentioned in the beginning of the subsection, the primary goal of these tools is TC research, 

not the providing of TC functionality for arbitrary applications.  

2.5.3 NLP Frameworks GATE, UIMA, OpenNLP, and Stanford 
CoreNLP 

As explained in problem field 1 of technical integration effort, there are plenty Natural Lan-

guage Processing frameworks that one could base applications on. This however dictates, that 

the aim of the application is NLP and that the application is built around this framework. Simply 

adding TC functionality to an existing application is not the central aspect of these frameworks. 

This subsection summarizes those most frequently mentioned libraries in NLP literature. Name-

ly the General Architecture for Text Engineering (GATE), the Apache Unstructured Infor-

mation Management Architecture (UIMA), OpenNLP, and Stanford CoreNLP. According to the 

assessed NLP literature, there is no clear de facto standard among these frameworks.  

Open Hub is one method to gauge how actively developed and therefore suitably usable an 

open source project is [@OH18]. At the time of writing this thesis, there were no entries for 



84 State of the Art in Science and Technology 

GATE. Directly comparing UIMA with OpenNLP, UIMA has about twice as much code with a 

first publication in 2007. Stanford CoreNLP has the most code with again twice as many lines 

as UIMA. Albeit only having half as much code, OpenNLP was created more recently with a 

first publication in 2011. Stanford CoreNLP’s initial commit was again two years later than 

OpenNLP’s. OpenNLP is currently more actively developed with 19 developers working on it 

in the last 12 months. For Apache UIMA it’s only 9 developers. The most developed is Stanford 

CoreNLP with 21 developers in the past 12 months. From the four systems, GATE is clearly the 

oldest with its project start in 1995. More important than these development statistics is the 

functionality provided by these frameworks.  

The intent of the General Architecture for Text Engineering (GATE) project, started at the 

University of Sheffield in 1995, was to minimize time and effort in text engineering by widely 

reusing available components. Therefore, it comes with a variety of open source tools that are 

all arranged in a general architecture, which it defines [C14]. The most up to date information 

about the project, as well as documentation and the software itself can be found on 

https://gate.ac.uk/ (accessed April 9th, 2017).  

Technically, GATE follows the CREOLE paradigm. The acronym stands for Collection of 

REusable Objects for Language Engineering and means that the entire GATE system consists 

out of Java classes for different components adopting the Java Beans component framework. 

GATE differentiates into three standard types of components: 

1. Language resources. These are lexicons, corpora or ontologies.  

2. Processing resources. These are tools like parsers, tokenizers, gazetteers (named entity 

spotters) or other. 

3. Visual resources. These are GUIs to access the tools. 

Gate Resources can be stored anywhere identifiable via an URL. The local file system can also 

be addressed using a file:/… URL. This URL locates a directory containing a cre-

ole.xml configuration file and a JAR file. GATE in itself is implemented as JAVA applica-

tion. The necessary configuration data is read from the configuration file and the JAR file is 

subsequently loaded to be executed by the local JVM. This makes GATE highly suitable to 

construct pipelines of different algorithms in Natural Language Processing.  

It is however limited to a single computer as everything will be executed in one local JVM. 

The resources are only loaded from the location specified via its URL. A GATE JAR in itself 

can also be a wrapper for another service that does not necessarily have to be implemented in 

Java.  

As it has been continuously developed for over twenty years, GATE is many things: GATE 

developer is an IDE containing text extraction tools for phase 0 TC tasks. GATE cloud is a SaaS 

system providing NLP services. GATE teamware is a collaborative annotation environment. 

GATE mimir is a multi-paradigm search repository. It indexes and searches over text, annota-

tions and ontologies. GATE embedded is an object library implementing different NLP algo-

rithms. This library can then be used in any software project.  
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Besides its high-level architecture, GATE comes with a predefined creation process. An in-

formation extraction system is part of GATE developer and GATE embedded. It provides NER 

along with other preprocessing services such as a tokenizer.  

 

 

Figure 12: Overview of GATE APIs from [@G17] 

In itself, GATE does not include any machine learning or text categorization components. 

There is however a plugin providing most MALLET classification algorithms, LibSVM, WE-

KA, SciKit-Learn, and Keras (see section 2.6).  

Other than GATE, UIMA has been designed with distributed computation in mind [FLVN08]. 

Therefore, it allows scale out of any NLP application by distributing the load across multiple 

servers (see subsection 2.7.1). Also different from GATE which brings its own UI, UIMA in-

cludes a set of Eclipse plugins. As the majority of UIMA is written in Java and Eclipse is a 

common IDE for Java developers, this fits quite naturally. The created components of UIMA 

include self-contained metadata in the form of XML. This means that every UIMA component 

always comes with its documentation. UIMA follows the idea to decompose NLP applications 

in pipelines of individual subcomponents.  

Where GATE and UIMA define high level architectures for NLP tasks, OpenNLP is a toolkit 

for machine learning and natural language processing [@A17]. This Java library contains sys-

tems for common phase 0 tasks such as tokenization and sentence detection. Besides these func-
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tions, OpenNLP also contains some machine learning implementations, such as neural network 

and Naïve Bayes implementation. OpenNLP includes a classifier implementing Maximum En-

tropy, Naïve Bayes. OpenNLP also includes a CLI wrapper. It allows accessing all API func-

tionality from the CLI and constructing pipelines using Unix Pipe Operators.  

The overall design philosophy for Stanford CoreNLP is simplicity and approachability. It is 

based on Java and provides implementations for most common NLP tasks such as tokenization 

or sentences splitting [MSBFBM14]. Central to Stanford CoreNLP are Annotation objects. Af-

ter inputting raw texts, the Annotation objects return the texts containing all created annotations 

in either plain text or XML forms. Annotator objects that take the Annotation objects and add 

additional information to the objects perform this operation. As the overall idea is to keep it 

simple, Stanford CoreNLP does not provide multiple machine scale-out. Neither includes it 

many implementations outside TC phases 1 and 2 (see subsection 2.3.2).  

“[…] the primary advantages of Stanford CoreNLP over larger frameworks like UIMA […] 

or GATE […] is that users do not have to learn UIMA or GATE before they can get started; 

they only need to know a little Java.” – Manning et al. [MSBFBM14] 

This makes Stanford CoreNLP usable if different scale-out and Big Data processing environ-

ments (see subsection 2.7.1) are used, as it does not implement the scale-out in itself.  

All discussed frameworks are primarily implemented in Java. Where GATE and UIMA are 

complete frameworks, OpenNLP is a library to be used in any Java application. Stanford 

CoreNLP tries to be as simple in usage as possible thus allowing an easier integration into other 

existing frameworks. Alternatively OpenNLP and Stanford CoreNLP can be accessed by any 

other application running on the same host by using the CLI interface. The defined Architec-

tures of GATE and UIMA can help in creating the necessary models for research goals 1 to 3. 

UIMA PEs run as network resources implement the external interface for research goal 1. It 

however requires a specific SOAP binding on the client side which needs additional implemen-

tation. A good candidate component for an easy to use, network addressable implementation is 

Stanford CoreNLP ore OpenNLP as they do not dictate how the communication should take 

place.  

2.5.4 Search Engines: Apache Lucene, Solr and Elastic Search 

Searching text for keywords essentially implements the querying IR approach. Certain steps in 

the querying process can also be useful for TC. The ability to search documents or even catego-

rization results for keywords can be useful in any application. One can simply create a decision 

tree classifier by assessing the query results for certain key words.  

Apache Lucene is a Java library implementing high-speed search by creating an index of 

which term occurs in which document [@A18]. By querying the term index instead of the actual 

documents, this process is highly sped up, especially when the index can be kept in memory. 

The Lucene library also includes a classification method for documents implementing k-NN and 
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Naïve Bayes (see subsection 2.4.3). For querying documents, Lucene uses a TFIDF (see subsec-

tion 2.3.4) based technique.  

Apache Lucene provides many features for any implementation written in Java. If an applica-

tion is not Java based, there are two important projects that allow using this de facto standard 

for searching documents: Apache Solr and ElasticSearch. Apache Solr is the official server pro-

ject for Lucene [@A18a]. It essentially provides a network accessible REST API (see subsec-

tion 2.8.2) and communicates its results via XML, CSV and JSON. ElasticSearch is a separate 

project primarily aimed at ease of use [@E18]. Natively it only provides a REST API and JSON 

output. Where Solr utilizes a Master-slave replication between multiple nodes, ElasticSearch 

replicates shards of the stored data automatically across all nodes. Solr requires an Apache 

Zookeeper service to function (see subsection 2.7.1). 

As mentioned, all systems work with indices. And index is similar to a database in a database 

management system. Documents can then be added to this index. For Lucene, a document is a 

Java class. Properties of this document classes can be defined as searchable. The class definition 

of these documents therefore is similar to a table definition in a classic database. As the name 

says, the index stores which term occurs in which document facilitating fast search across doc-

uments. Solr and ElasticSearch wrap this functionality as a web service. 

There is an up to date online comparison between Solr and ElasticSearch [@SVE18]. Elas-

ticSearch aims to bootstrap the addition of search capability for applications. To do so, it aims at 

being usable right “out of the box” without much configuration and customization. Some design 

lessons from this can be utilized for implementing research goal 1 because the overall goal is to 

bootstrap the adoption of TC for arbitrary applications.  

2.5.5 Text Categorization Implementations Summary 

In summary, MLTC is mainly provided as functionality in researcher workbenches such as 

MALLET, WEKA and Text Garden. These use their individual formats highlighting problem 

field 1. They also provide no methods to implement large, scalable applications as they are de-

signed to facilitate research prototypes. MLTC can also be used as part of larger natural lan-

guage processing frameworks such as GATE, UIMA, OpenNLP, and Stanford CoreNLP. Some 

of these frameworks are massive, requiring a large amount of time to familiarize a developer 

with it. They are also not always compatible with existing application environments. Compared 

with GATE and UIMA, OpenNLP, and Stanford CoreNLP are much smaller and therefore 

much more flexible. None of these frameworks or research workbenches directly fulfills any 

research goal. Large frameworks contradict research goal 1 as they are not rapidly deployable or 

provide MLTC through an external interface. Additionally, many of these frameworks contain 

lexica and ontologies that are used by them. These resources are not appropriate for emerging 

knowledge, therefore contradicting research goal 2.  
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2.6 Machine Learning Implementations 

In order to implement any machine learning based TC functionality, tools and libraries that 

provide machine-learning capability greatly speed up the process of implementing such a func-

tionality. Those tools and libraries potentially relevant for implementing the envisioned artifacts 

are discussed in this section. As stated in problem field 1, there are many libraries and imple-

mentations to choose from. As a listing of all available implementations would go well beyond 

the scope of this thesis, this section is relatively short and only provides a short overview com-

monly mentioned libraries one can use to implement a learner for TC.  

2.6.1 Toolkits and Libraries supporting Machine Learning 

Many of the before mentioned TC and NLP tools already include implementations for ma-

chine-learning. Besides creating word embeddings (subsection 2.5.1), the Deep Learning for 

Java library includes multiple Java classes to implement deep neural networks [@DL4J18]. As 

does fastText [@F16]. Gensim includes python utilities to implement LDA, LSI and TFIDF 

[@G18]. MALLET includes Naïve Bayes, decision tree and statistical maximum entropy classi-

fiers. Text Garden includes k-means clustering, SVMs and neural network classifiers 

[@GM18]. OpenNLP includes a Naïve Bayes implementation as well as a maximum entropy 

classifier [@A17]. Stanford CoreNLP includes a pre-trained sentiment analysis component for 

the English language that is using a deep learning algorithm [MSBFBM14].  

Keras is a Python library providing neural network functionality that can be computed on 

CPUs and GPUs [@K18]. Keras in itself is an easy to use API that wraps the actually used py-

thon libraries TensorFlow, CNTK or Theano [@G18a][@G18b][@G18c].  

Related to the WEKA project (see subsection 2.5.2), Massive On-line Analysis (MOA) im-

plements multiple machine learning algorithms in Java. It is primarily aimed at analyzing 

streams of data [@M18]. Similar to WEKA, MOA includes a GUI and an evaluation component 

for the run algorithm. LIBSVM implements SVMs in many programming languages [CL11]. It 

can implement a multitude of different kernels and can be weighed for multi-class classification.  

The Semantic Measures Library (SML) is an open source Java library for computing semantic 

similarity, relatedness or distance [HRJM14]. It contains a toolkit that wraps the libraries func-

tionality for non-Java programmers and is primarily based on measuring distances between 

terms in predefined ontologies.  

Most machine learning algorithms require vector- or matrix multiplications and are oftentimes 

well parallelizable. For instance the distance computation of one point to many others in the k-

NN algorithm or the recomputation of neural network weights using the backpropagation algo-

rithm (see subsection 2.4.3) can easily be spread across multiple processing units to speed up 

the overall progress. As explained in subsection 2.7.1, graphics cards containing graphical pro-

cessing units (GPUs) can greatly accelerate the computation and application of machine learn-
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ing models. Therefore, many of the afore mentioned libraries and tool kits either require GPUs 

or offer GPU support when computing their models.  

Besides these commonly used libraries in the context of TC, there are many publicly available 

implementations for the different learners introduced in subsection 2.4.3.  

2.6.2 Machine Learning Implementations Summary 

These libraries can be used to implement supervised classifiers as well as to perform cluster-

ing. Therefore, they potentially aid in the implantation of artifacts 1 and 3. Which one is used 

depends on the technology the artifact will be based on. Using wrapping techniques, multiple 

libraries could be combined. The ability to work on GPUs is no relevant criteria when boot-

strapping MLTC, because having special hardware requirements directly add to the problem 

field 1 of technical integration effort. 

This concludes the subsections about available libraries and implementations for text categori-

zation and machine learning. They all provide potential components for implementing artifacts 

1, 2 and 3. As stated in the very beginning of this thesis, the sheer amount of existing documents 

motivates TC and TC based techniques such as argument mining (AM). Section 2.7 introduces 

the concept of Big Data as potential strategy to address processing the deluge of available doc-

uments for benefit. This is followed up by section 2.8, which introduces Cloud Computing 

which is seen as highly flexible approach to quickly adopt techniques for large data quantities.  

2.7 Big Data 

As defined in section 2.1, data is the structured encoding of information or knowledge. Big 

Data is the approach of generating value from huge amounts of available data. TC can play an 

important part for that, for instance when performing argument mining in large document col-

lections. Vice versa, Big Data techniques can be relevant when attempting to perform TC for 

large document collections. Therefore this section outlines recent developments in the field of 

Big Data. A large body of research has already been generated to address Big Data and its as-

pects. This section does not intend to cover all of this but is limited to fundamental definitions, 

technologies and strategies. These can then be used for artifact design and problem definition in 

research objectives 1.3, 1.4, 2.3, 2.4, 3.3, 3.4, 4.3, 4,4, 5,3, and 5.4.  

In what seems like a refinement process, Gartner created a first definition of Big Data attrib-

uting to it three criteria summarized as “the three V’s” [@G11]. The volume of data in scope is 

immense. The velocity of the data is high meaning that this data is constantly generated and 

updated e.g. by sensors in vehicles or at a stock exchange. There is much variety in the data. 

That means, that the data sources are heterogeneous and differently structured if they are struc-

tured at all.  
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One year later Schroeck et al. built on Gartner’s definition to create IBM’s definition of Big 

Data introducing a fourth V [SSSRT12]: IBM’s “four V’s of Big Data” include all of Gartner’s 

criteria and adds veracity in the data [@IBM15]. Another year later, Demchenko et al. added 

value as fifth V into the “five V’s of Big Data” model [DGLM13]. Doing so, they addressed the 

fact that besides the pure need to store this data for certain applications, Big Data contains the 

opportunity to generate new insights from this data. This process is referred to as analytics and 

can be viewed as a combination process in the SECI model (section 2.1). These insights can 

then be used as an advantage in decision making and actually generating new data based arti-

facts beneficial for society.  

In 2015, the National Institute for Standards and Technology (NIST) summarized the defini-

tion of Big Data as follows:  

“Big Data consists of extensive datasets primarily in the characteristics of volume, variety, 

velocity, and/or variability that require a scalable architecture for efficient storage, manipula-

tion, and analysis” – NIST [NIST15a] 

Working with Big Data requires solutions for all these aspects. These are introduced in the fol-

lowing subsections.  

2.7.1 Platforms for Big Data Analytics 

Singh and Reddy assessed the state of the art in Big Data analytics [SR14]. In their assess-

ment, they used various metrics such as scalability, data I/O rate, fault tolerance, real-time pro-

cessing, data size supported and iterative task support.  

Scaling can be achieved in two different ways: Horizontal (scale out) and vertically (scale up). 

In horizontal scaling, the workload gets distributed across many different servers that may be 

cheap commodity machines. Vertical scaling is achieved by installing more processors, memory 

or general faster hardware in a single server. Both approaches have their individual advantages 

and drawbacks. Horizontal scaling is likely to require a smaller investment in hardware. How-

ever, one does need to design the software and algorithms in a way that can take advantage of 

the distributed nature of horizontal architectures. Vertically scaled hardware allows unmodified 

software to benefit from more resources and minimizes the manual effort of managing and in-

stalling machines. The financial investment is much higher in this approach. Therefore, the 

available platforms were divided into horizontally and vertically scaling. 

Peer-to-Peer networks are the oldest horizontally scaling architectures. They can connect up to 

millions of machines in a network to distribute the workload. The Typically used communica-

tion scheme is the Message Passing Interface (MPI). Even though the broadcasting of tasks 

through the network can be performed relatively quick, the later aggregation of results is much 

more time consuming. MPI has no mechanism to provide fault tolerance. In a big network of 

commodity hardware, a single error can cause the whole system to shut down. Network latency 
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is another issue with this approach. MPI has been in use for several years and is thoroughly 

debugged. 

Apache Hadoop is an open source framework that has been developed to process large data 

sets using clusters of commodity hardware. It can scale to thousands of nodes and is fault toler-

ant. A fundamental component of Hadoop is the Hadoop distributed file system (HDFS) that 

stores the information across the cluster. Another important component is Hadoop YARN (yet 

another resource negotiator), a resource management layer that schedules jobs across the cluster. 

At the center of Hadoop is the MapReduce programming model [DG08]. In MapReduce, the 

task is broken into two parts: Mappers and reducers. Mappers read the data from HDFS, process 

it and calculate intermediate results. Reducers process the intermediate results and write it back 

to HDFS. This provides a high degree of locality. Mappers are usually executed on the same 

nodes on which the data is actually stored. Given the data is distributed evenly across the nodes; 

this provides a high degree of parallelism with minimal communication between the nodes. 

Practically, the data remains on the systems where it is already stored and only the analytical 

code, in form of the mapper, is copied to this server. This generates the high scalability. The 

same mappers are executed on the same data multiple times on different nodes providing fault 

tolerance. A major limitation is, that iterative algorithms do not benefit from MapReduce.  

Spark is an in-memory framework for Java, Scala and Python workloads. Given the fact, that 

the data is cached in memory, iterative computations are greatly accelerated by Spark. Spark is 

compatible with Hadoop. This means, workloads in Spark can be managed with Yarn and the 

data can be read from HDFS. This essentially means, that spark provides a mean to further ac-

celerate Hadoop’s processing capabilities by providing in-memory computing support. Another 

proposal of the Spark developers is an entire data processing stack called the Berkeley Data 

Analytics Stack (BDAS). The lowest level of BDAS is Tachyon, which essentially is a modified 

HDFS that achieves better throughput by aggressively using memory for caching. One could 

argue, that Spark as well as Tachyon represent some vertical scaling in an horizontal scaling 

architecture by essentially using memory to cut down on I/O latency and thus increasing pro-

cessing performance. 

This Hadoop ecosystem is bundled in distributions, similar to the Linux operating system. Dis-

tributors curate and test different of these open source projects. Cloudera 

(http://www.cloudera.com/) is one of these distributions.  

There are different approaches to vertical scaling as well. High Performance Computing 

(HPC) clusters or supercomputers can have thousands of cores and a wide variety of disk organ-

ization, cache and communication schemes. They are optimized for speed and throughput. They 

usually consist out of high-end hardware employing MPI as communication scheme. The lack 

of MPI’s fault tolerance is mitigated by the usage of highly reliable hardware. 

Another approach to utilize parallelism in single machines is the employment of multicore 

processors and graphical processing units (GPUs). They usually consist out of a number of mul-

tiprocessors consisting out of multiple streaming blocks. Modern GPUs have more than 2.500 

cores that can be employed in a parallel fashion. These GPU cores have been developed for 
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computer graphics applications. In 3d scenes, these involve many parallel vector and matrix 

operations. As many machine-learning applications involve vector representations of the dataset 

(subsection 2.4.2), GPUs are a very suitable match for these as well. Compute Unified Device 

Architecture (CUDA) is a framework published by NVidia. It allows programmers to utilize 

GPUs without knowing too much about the underlying hardware. GPUs typically involve their 

own graphic memory. Albeit this is faster than the regular memory, its size is the primary limi-

tation of GPU based processing. 

Another vertical scaling approach are Field Programmable Gate Arrays (FPGAs) or Applica-

tion Specific Integrated Circuits (ASICs). These are custom built microchips, which implement 

certain algorithms in hardware. This makes them orders of magnitude more efficient than the 

other approaches described so far. This can be seen as online processing of data possessing vol-

ume, variety and veracity.  

 

Figure 13: Comparison of Big Data platforms of [SR14] 

Singh and Reddy used a five star rating system for these platforms in the different dimensions. 

More stars mean being better in this area.  

The discussed technologies are helpful when attempting to scale a TC solution to process large 

amounts of texts. Especially the discussion of scaling strategies is interesting. Even though the 

bootstrapping of TC might imply that there is not yet much data to process, it would be disad-

vantageous if one would prevent scaling possibilities. It is noteworthy though that albeit already 

very common, it is no little task to setup a Hadoop environment to process large amounts of 

data. This makes such an environment not ideal for bootstrapping scenarios as much knowledge 

for the appropriate integration is required.  
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2.7.2 The Big Data Management Meta Model (BDMcube) 

In recent years multiple reference models for Big Data haven been brought forth. The before 

mentioned Hadoop ecosystem is a primarily technological approach on storing and processing 

large amounts of data that fulfill the first three Vs of Demchenko’s 5 V model: Volume, veloci-

ty and variety.  

The NIST argued, that value is created by actions of data consumers who access knowledge 

captured in visualizations based on data [NIST15b]. The NIST also defined an information val-

ue chain, going from data provider through the Big Data application provider to the data con-

sumers. Additionally an IT value chain linking a Big Data framework provider to the Big Data 

application provider has been defined. The exact way of how this value is created by the data 

consumers remains unclear.  

The OECD defined a data value cycle [OECD15]. It starts with datafication and data collec-

tion leading to Big Data. When Big Data is collected, the next step is to apply data analytics in 

the form of software and skills to create a knowledge base. This knowledge base is thus used for 

decision-making, which leads to growth and well-being. Davenport underlines this with his 

statement, that data analysis used to add the most value by enabling managers to make better 

decisions [D13]. In another work, Davenport and Dyché point out; that this is somewhat outdat-

ed and that the primary value of Big Data comes from the insights, products and services that 

emerge from analysis [DD13]. 

Kaufmann built on this insight when he defined the Big Data Management Meta Model 

(BDMcube) [K16a]. It focuses on value creation and is deeply rooted in epistemological theory.  

 

Figure 14: Operational theory of emergent knowledge from[K16a] 

Kaufmann’s theory takes the perspective of a business, which in a strict sense is not only a fi-

nancial gain oriented company but any organization aiming to create value. This business is part 
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of an overall environment that is also made up from its customers, competitors, and overall po-

litical conditions. Using Data Integration, available data about this environment is used for data 

analytics and data interaction. Thus, emergent knowledge is created and used to provide data 

based services, products, and services. These act on the environment as the business is part of its 

environments in a process called data effectuation. This productive usage of the Big Data is at 

the center of the BDMcube. This is actually very similar to the combination process of the SECI 

model (section 2.1) 

As shown in Figure 15, the BDMcube defines six fields of action: Datafication is the field of 

capturing real life measurements and transforming it into data. Integration is the field of collect-

ing already available and freshly collected data into a central usable data collection. Analytics is 

the field of gaining information from the large amount of data that has been integrated. Interac-

tion is the area in which human beings interact with the analytics part of the process. There is an 

internal closed loop between interaction and analytics as human beings using the bid data appli-

cation create real insight. Effectuation is the actual application of the gained insight to perform 

informed decisions and create data based products and/or services. Lastly, data intelligence is 

the field of managing and engineering the combination of all previously mentioned fields.  

 

Figure 15: BDMcube model from[KENBBH17] 

Kaufmann pointed out, that each of these fields has a business and an IT aspect. One can only 

manage Big Data in a meaningful way if one focuses on the interaction of all these fields instead 

of individual aspects. As aid in planning and managing Big Data endeavors, the Big Data man-

agement canvas (BDMC) has been proposed. The BDMcube is a state of the art method for 

modeling a solution for all research goals.  
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2.7.3 The Big Data Management Canvas (BDMC) 

Kaufmann et al. proposed the Big Data management canvas method (BDMC) [KENBBH17]. 

It has been practically applied in multiple case studies and provides a method to structure and 

manage Big Data endeavors.  

 

Figure 16: The Big Data Management Canvas from [KENBBH17] 

The BDMC maps the business and IT aspects of every field onto each other providing 12 

fields of action: 

In the Datafication field, real world signals are captured by the usage of sensors and input de-

vices. In an applicatory sense, this is fed forward into the integration field. Here, heterogeneous 

source data is collected into an integrated database with consistent access. This is then used to 

perform data science using analytic software. In the interaction field, processes are applied us-

ing users and machine interfaces to facilitate value creation in the effectuation field. This is aid-

ed by the engineering feed forward control to enable data based products. Lastly, the intelli-

gence field contains the necessary management and engineering.  

As the implementation arrow in Figure 16 suggests, the implementation begins with the engi-

neering of the actually intended effectuation requirements. From there, the necessary processes, 

user groups and machine interfaces are identified. This allows for the selection of appropriate 

data science methods and analytic software. This in turn provides information about the re-

quired source data and technology for the integrated database. Lastly, one can select the appro-

priate real word signals and input devices. This way, the intended effectuation is always the root 

of all activities ensuring that only little effort is wasted. The method of segmenting challenging 
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Big Data undertakings in easier manageable fields aids in the planning and controlling of Big 

Data.  

In our work, I have combined and experimentally evaluated the combination of the BDMC 

with the project management method Scrum and the business model canvas method to practical-

ly ensure a focus on effectuation [KENBBH17] [S04] [OP10].  

This combined approach can be used for planning and managing Big Data projects. This 

means any project that aims to create value by analyzing large amounts of data, such as the en-

visioned artifacts of the utilized hybrid research methodology, can be managed using the 

BDMC based planning method.  

2.7.4 Big Data Summary 

Big Data can best be summarized as strategies and technologies to benefit from available large 

quantities of data. The two fundamental strategies to cope with high quantities are scale-out, 

which is the distribution of the problem across multiple machines, and scale-up which is simply 

using larger and faster machines. The Big Data Management Meta Model and Big Data Man-

agement Canvas are methods to model and design Big Data applications. As such, they can be 

used as design methods for research goals 1.3, 1.4, 5.3, and 5.4. They are not suitable for re-

search goals 2, 3, and 4. Using as little data as possible to perform TC (research goal 2) can 

hardly be described as Big Data. Not having a target function is similar (research goal 3), while 

providing explanations for generated machine learning results does not need a special modeling 

technique. Despite being interesting approaches in themselves, the technologies introduced in 

subsection 2.7.1 require upfront investment in knowledge and setup to quickly use for any ap-

plication. Therefore, they are not directly suitable for implementing any artifact but can still 

serve as inspiration for their design. Cloud Computing on the other hand is considered to pro-

vide a high degree of flexibility as section 2.8 will show.  

2.8 Cloud Computing 

Cloud Computing is another trend in information technology. In essence, it is the approach of 

renting resources and functionality online so that it can be used from anywhere, for any applica-

tion. This simple approach seems suitable for any bootstrapping scenario. A functionality can 

just be used without waiting for delivery, setup or implementation. As with Big Data, Cloud 

Computing is a trending, highly researched field. Therefore, this section aims to define the ba-

sics and portrait methods and technology identified as most appropriate for the implementation 

or research objectives 1.5, 2.5, 3.5, 4.5, and 5.5. In Cloud Computing, resources and functionali-

ty are by definition rapidly provided through an external interface. Therefore, Cloud Computing 

approaches are important desk research objectives for research objective 1.2.  
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There are multiple properties that define the term Cloud Computing. Mell and Grance summa-

rized these properties [MG11]. According to Weinhard et al., who compared Cloud Computing 

to the longer established grid computing approach, the primary difference between the two is, 

that Cloud Computing is systematically coupled with a business model in which a Cloud Ser-

vice Provider (CSP) provides a set of services to customers [WABS09]. The CSP can be an 

external entity or internal department of a larger organization. The defining properties of a 

Cloud Computing service are [MG11]: 

On-demand self-service: No human interaction of the customer with an employee of the CSP 

is required to provide the cloud service. Therefore, the service deployment needs to be automat-

ed. 

Broad network access: The service is accessed via a network using standard mechanisms. 

According to Creeger, these standard methods are primarily HTTP or HTTPS [C09]. A client 

component is not part of the actual cloud service.  

Resource pooling: The CSP has a pool of resources that are provisioned and deprovisioned 

matching the customers demand. The customers are oblivious to the exact location and configu-

ration of the resource. Customers can usually select regions like continents, countries, states or 

datacenters at which their resources are allocated. 

Rapid elasticity: Using a large resource pool, customer environments can grow and shrink 

seemingly indefinitely at any time. It's the responsibility of the CSP to provide the necessary 

capacity management. 

Measured service: The resource consumption is monitored, controlled and reported. This fa-

cilitates usage based business models between the CSP and the customer. 

There are different deployment models for Cloud Computing. These are primarily based on 

the underlying business model and the actual ownership of the cloud components.  

Private cloud: The environment providing the cloud service is exclusively used by a single 

organization servicing multiple users. It may or may not be implemented on the premises of this 

organization. Ownership, management and operation can be performed by the organization, a 

third party or a combination of both.  

Community cloud: Instead of one organization a group of organizations uses the resources 

provided by the community cloud. One or multiple of the using organizations can perform colo-

cation, ownership, management and operation. Alternatively a third party can perform these 

tasks. 

Public cloud: The CSP owns, collocates, manages and operates the cloud system and provides 

it for usage to the general public. Pay-per-use business models are common for public clouds. 

Hybrid cloud: Two or more distinct cloud infrastructures (public, private or community) are 

coupled to allow data and applications to move between these cloud infrastructures. Even 

though their workload can be shifted between these cloud environments, the individual clouds 

remain unique entities.  
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There are also different service models for Cloud Computing. The service models differ in 

what they provide to the customer. These service models can be implemented as a stack. This 

means, that higher-level services can be implemented using lower level services.  

Software as a Service (SaaS): An application that is accessible through a thin client interface 

like a web browser or an API. The customer uses the provided service and is not in charge of 

the underlying infrastructure required to provide this service.  

Platform as a Service (PaaS): Platform as a service provides the customer the means to run 

their own applications in cloud environments. Thus they provide a programming language envi-

ronment, libraries, services, and tools to build and execute the customer’s source code. The cus-

tomers remain oblivious to the underlying infrastructure.  

Infrastructure as a Service (IaaS): In the IaaS business model, customers are provided with 

processing, storage, network, and other fundamental computing resources like GPUs. These can 

be used to deploy arbitrary software including operating systems and binary applications built to 

execute on such operating systems. IaaS is based on virtualization (see subsection 2.8.1). The 

customer is in charge of their operating system instances. They are oblivious of the underlying 

virtualization and orchestration infrastructure.  

All service layers of Cloud Computing have the following advantages [WABS09][C09]: 

Cloud Computing services provide flexibility. They can be accessed and utilized when need-

ed. There is no need to deploy them beforehand and size the environments for peak workloads. 

As cloud services can be used as needed and many business models reflect that, they allow a 

shift from capital expenditure (CapEx) to operational expenditure (OpEx). This way, no upfront 

investments are needed as no servers need to be bought and setup in advance. If standard APIs 

are used, it is easy to integrate multiple services using these Internet APIs. Also Service Level 

Agreements (SLAs) are enforceable as contracts between customers and CSPs are made.  

This taxonomy of different cloud types helps in classifying the individual offerings and tech-

nologies for Cloud Computing. Renting the necessary resources is useful for any bootstrapping 

scenario. Therefore, Cloud Computing is a useful ingredient in bootstrapping TC which makes 

it one potential part answer for research question 1 pursuing research goal 1.  

2.8.1 Virtualization and Technologies in Cloud Computing 

One of the core enabling technologies for Cloud Computing is virtualization [L16]. There are 

multiple definitions of virtualization relevant for Cloud Computing. Virtualization is formally 

defined as the construction of an isomorphism V between a guest system and a host: The host 

system and the guest system can be in different states. For every function �(��) of the guest 

system that maps it into a new state, there is a corresponding function �′(��) that maps the un-

derlying host into an equivalent state. This way, the virtual guest system is essentially simulated 

on the underlying system.  
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Figure 17: The isomorphism of virtualization as defined in [SN05] 

In general, one computer system called host, provides functionality to simulate different inter-

faces of a computing system, which other computer systems, called guests, can use. These inter-

faces include the Instruction Set Architecture (ISA), the Application Binary Interface (ABI) and 

Application Programming Interfaces (APIs). Smith and Nair’s book explains aspects of virtual-

ization of these interfaces in detail [SN05]. Cloud Computing heavily relies on virtualization as 

it allows for quickly providing necessary resources on any level. 

Virtual Machines are guests that contain entire computer systems including operating systems, 

libraries and applications. Containers are lightweight virtualization mechanisms, which share a 

single operating system for multiple guests. The applications within each container are inde-

pendent of each other. From the applications point of view, they are in individual computers. 

Containers are smaller to store and make use of thin provisioning. This means, that components 

used in multiple containers only need to be stored once on the host system. This makes contain-

ers highly suited for the micro-service architecture style (subsection 2.8.2). 

 

Figure 18: Comparison of virtual machines and containers [@D16] 
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A commonly used container solution is the LXC implementation of the Linux kernel and the 

Docker container engine [@LXC16][@D16]. Containers are more lightweight in comparison to 

virtual machines. This makes them smaller when they are transferred to other hosts. The fact 

that only one operating system and scheduler runs on a host as well as the fact that native device 

driver implementations can be accessed, make containers more efficient than virtual machines. 

Also, containers only use the memory that is needed to run their processes. VMs on the other 

hand have memory areas explicitly reserved for them. However, containers have a stronger de-

pendence on the underlying operating system. This dependency can be undone by virtualizing 

an entire VM on top of a hypervisor, which in turn serves as operating system for containers. 

This is what happens when one runs Docker on Windows or Mac OS X.  

When working with Docker, as the de facto standard for container virtualization, containers 

can be created in two ways. The first is interactively. One can always start an “empty” container 

that just includes an operating system. This container can then be customized by adding the 

required software and configuration to it. After stopping the container, it can be committed to 

the local system. It becomes an image for other containers to start from. This image can be 

committed to a Docker registry, a central place where container images are stored for multiple 

computers. https://hub.docker.com is the publicly available Docker registry where everybody 

can store Docker images for free. However, they are searchable by everybody. This allows for 

rapid software reuse. Instead of installing and configuring a server component, one can just 

download the Docker image and run it. The running instances of the Docker containers can al-

ways be modified and committed anew. If one wants to keep their containers content private, 

they can use a private Docker registry which is either a piece of software to locally install or a 

SaaS cloud service.  

The second way to create a Docker image is to use a Dockerfile. This file always starts with a 

base container image and then includes modifications done to this image, for example the instal-

lation of software. This allows for more repeatable and programmed container configurations.  

There is usually more than one machine involved in Cloud Computing. The communication 

between these machines commonly uses lightweight HyperText Transfer Protocol (HTTP) 

based mechanisms [C09]. HTTP provides different methods that are used to call a server from a 

client [@RFC7321]. The server answers these requests with responses. Like every protocol, the 

HTTP requests and responses include a head and a body part. Every HTTP request is directed at 

a Uniform Resource Identifier (URI) on the server which itself is identified by an IP address that 

can be resolved from Domain Name System (DNS) name.  

Example: http://dns.name/URI  

In the provided example, the IP address of dns.name is resolved and the HTTP request is sent 

to the addressed machine. On the machine, the URI is accessed using one of the following 

methods with every request: The GET method is used to transfer data from the server to the 

client. It can transfer parameters to the server which, according the Internet Engineering Task-

force (IETF), should only be used to identify the data to be transferred back to the client. How-

ever, there is no way to enforce that the server does not change its internal state after receiving a 
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GET request. The HEAD method requests only the message head of a response to the GET 

request. It is primarily used for retrieving meta-information and debugging. The POST method 

is used to transfer data in different named message fields to the server. Therefore, it is supposed 

to change the state of the server. The PUT method can encapsulate data that is transferred to the 

webserver to be stored at the specified URI. The DELETE method requests the server to delete 

the data of the specified URI. The OPTIONS method can be used to get the supported opera-

tions of a resource.  

In Cloud Computing, these methods are heavily used to implement the Representational State 

Transfer (REST) architecture style [FT00]. REST APIs are accessed via HTTP. Their URIs 

identify different API functions. The HTTP methods are used to create, read, update, or delete 

(CRUD) data at said URI. The server responses are commonly encoded in XML or the JavaS-

cript Object Notation (JSON) [@RFC7159]. This API implementation is easy to follow as hu-

man. Test requests can easily be generated using browser plugins, graphical clients4, or CLI 

commands such as curl5. The responses are human readable. This makes REST implementations 

easy to test and debug. There are some architectural constraints with REST. Obviously it is a 

client-server model in which a client calls a server to receive a result. The called services are 

supposed to be stateless. This means that calling a REST interface should always result in the 

same effect. This makes messages cacheable resulting in not always actually performing the 

action on the underlying server as the results are already cached. Responses section define 

themselves as cacheable or not cacheable to prevent clients from using outdated data. A REST-

based system can also be layered. This means that the client cannot tell if the response is gener-

ated directly by the called service or whether it in turn calls other REST APIs to do so. The lay-

ered approach leads directly to the micro-service paradigm of cloud native applications (see 

subsection 2.8.2).  

Large applications processing big amounts of data need to scale with their demands (see sub-

section 2.7.1). To achieve scaling with REST based services, the systems providing the services 

has to be able to be replicated. Starting new VMs or containers providing such services can 

achieve this. That alone is however not sufficient. Incoming requests have to be load-balanced 

among the available service endpoints. This can be achieved by load-balancers or message 

queuing services that can be rented from CSPs or be self-implemented. Commonly used soft-

ware for this use case is HAProxy which is running in huge web projects like GitHub, Insta-

gram, Reddit, Twitter. and w3.org  [@HAP16].  

The easy human readability opens REST services to potential hacking attacks. A first line of 

defense is to use the transport layer security (TLS) also known as secure socket layer (SSL) 

protected HTTPS (HTTP secure) protocol for communication [@RFC2818].  

 

4 Like Google’s advanced REST client. Available at https://github.com/jarrodek/advanced-rest-client 
(Accessed April 29, 2016) 

5 Available at: https://github.com/curl/curl (Accessed April 29, 2016) or with most Linux distributions 
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This subsection shows some important details when trying to implement a cloud-based appli-

cation. It is useful to have a lightweight mechanism with which the workload can be transferred. 

Docker Containers can greatly help here. It is also important to keep these containers stateless 

and access those using lightweight protocols like REST. Where possible one should try to avoid 

licensed software as given the high mobility of virtualized workloads, the licensing models can 

quickly become very costly. These considerations are important for the implementation of arti-

fact 1. Using a REST based interface on a system packaged in a Docker container are common 

ingredients for the microservice oriented architecture style. 

“In short, the microservice architectural style is an approach to developing a single applica-

tion as a suite of small services, each running in its own process and communicating with light-

weight mechanisms, often an HTTP resource API. These services are built around business 

capabilities and independently deployable by fully automated deployment machinery. There is a 

bare minimum of centralized management of these services, which may be written in different 

programming languages and use different data storage technologies.” – Martin Fowler, 

[@F14] 

Decomposing large applications into microservices provide some intuitive advantages. One 

gets to use the best tool for the job. This means if there is a well performing library or readily 

available implementation written in any programming language, it could be used in the applica-

tion by just calling it as a micro service. This also caters for heterogeneous developer teams. If 

team members are more skilled in specific languages, they can use these skills and implement in 

the language they know best. Also experts for different layers of the application, for example 

the visualization of data or machine learning can focus on the implementation of their service. 

The reusability of the code is increased as they are working instances that can simply be called 

via HTTP or HTTPS. Microservices are commonly used by large web applications such as Ub-

er, Netflix, Amazon, Zalando, or EBay [@M18a]. The ability to quickly change individual parts 

of the application or simply add functionality without needing to redeploy everything gives 

these environments a competitive advantage.  

A rapidly deployable common API for text categorization is easily achievable using the mi-

croservice architecture style. Therefore, research goal 1 is best achieved by employing this ar-

chitecture style as a Docker container providing a classifier can be run anywhere. Composing 

multiple such services can easily create classifier committees. There are certain considerations 

when designing a microservice-oriented system.  

2.8.2 Microservice Design and System Architectures 

When attempting to build a microservice oriented system, certain design considerations need 

to be followed. Wolff’s book is essentially a handbook on creating and using microservices 

[W17a]. Besides architecture patterns, it contains a list of contemporary libraries and compo-

nents in order to build microservices. Microservices have the advantage that they are small and 
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mobile. This means, they can be replicated and used in multiple solutions. Therefore, the micro-

service oriented architecture style for flexible software is suitable for implementing artifact 1.  

In order to design a microservice oriented system, the Domain Driven Design (DDD) method 

is useful [W17a]. According to Eric Evans, the inventor of DDD, this method strives for the 

following main goals in software projects [E04]. Firstly, the project’s focus is on the core do-

main and domain logic. For instance machine learning based text categorization or online sales. 

Secondly, complex software designs are based on a model of the domain. Therefore, software 

intrinsically reflects the domain for which it is developed. Thirdly, DDD aims to initiate a crea-

tive collaboration between technical and domain experts to refine the conceptual model the 

software uses.  

DDD allows the division of a system into business domains. In this way, microservices do not 

define application layers but application capabilities. The first foundation of DDD is the concept 

of an Ubiquitous Language. This means, that the software should use exactly the same terms as 

the domain experts use. Therefore, there is a need for a controlled vocabulary for different enti-

ties and activities to be used within the software.  

DDD understands itself as pattern language. This means, that it is a collection of intercon-

nected design patterns that can be used to define a solution. The use of real-world physical ar-

chitectural design patterns was proposed by Christopher Alexander in 1977 [AIS77]. One bene-

fit of design patterns in software development especially relevant for microservices is that they 

are programming language neutral. Therefore, they can be used for any kind of microservice. 

Another benefit is high flexibility in the application domain so that it can be used for any appli-

cation domain that is addressed by a microservice oriented architecture using the Domain Driv-

en Design process. Evans created an own vocabulary for DDD which is subsequently described 

and provided with examples from the MLTC domain [E04].  

In order to create a domain model, DDD provides the following basic patterns, which are also 

referred to as domain objects: An Entity is an object that has an individual identity. For TC, this 

can for instance be a document that needs to be assigned to a category. A Value Object does not 

have its own identity. This means it makes only sense in the context of one or multiple Entities, 

for example the category assignment to a specific document. Aggregates are composite domain 

objects. For TC, the initial corpus is an aggregate of documents, categories, and document-to-

category assignments.  

Services contain business logic. It models the interplay between entities, value objects and ag-

gregates. For TC, the process of performing TC can be modeled as DDD service. Repositories 

serve to access all entities of one type. Typically a persistence technology like a database serves 

as repository. Factories generate complex domain objects. A classifier can be regarded as facto-

ry generating document-to-category assignments. Within aggregates consistency can be en-

forced. To do so, no parallel changes to domain objects making up the aggregate are allowed.  

The next important concept is that of Bounded Context. This is the understanding, that each 

domain model is only useful within limits for the system. This means that depending on the 
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perspective of the individual microservice, the same aggregate can consist out of different enti-

ties. For instance the system using the classifier’s result does not require word distribution data 

that might be interesting for the KOS extension system. In this way the individual microservices 

can model the circumstances differently which makes them flexible. However, this relies on the 

Ubiquitous Language concept so that the same vocabulary is used across all models. 

Even though individual microservices are supposed to function independently, they are also 

supposed to work together in order to create a complete functioning system. In order to define 

this collaboration, context maps are used. A context map defines which domain model is used 

by which bounded context and which domain model is used as communication protocol be-

tween them. This is an important part of the macro architecture, as it defines the interplay be-

tween individual microservices. This includes the data format and trigger-able methods. One 

pattern is named the Anticorruption Layer. This layer is essentially a wrapper that allows an 

internal domain model to be accessed by a common communication domain model used by 

other bounded contexts.  

The anticorruption layer is similar to the concept called sidecar. Microservices are supposed 

to run independent. They are also supposed to be individual deployment artifacts. As the previ-

ous sections have pointed out, there is a plethora of NLP technologies that a TC application can 

be based on. Implementing all other required functions, like interfaces, monitoring, logging, and 

more with different programming languages and libraries requires to be versed in these technol-

ogies. This could be limited by creating an anticorruption layer for each microservice using the 

same technologies but using it to access different core technologies. Like heterogeneous motor-

cycles pulling identical sidecars.  

Even though microservices are intended to function independently of each other, they can still 

use a common infrastructure like a database as persistence technology or a common monitoring 

and logging solution. The important point is, that the individual microservices remain logically 

separated within these shared infrastructure components. The database schema used by one 

microservice may never be directly accessed by another microservice. This would remove their 

independence. Similar to the sidecar concept, a group of microservices can be designed to func-

tion within the same environment.  



State of the Art in Science and Technology 105 

 

Figure 19: Hexagonal architecture pattern of microservices, reproduced from [W17a] 

Figure 19 depicts the hexagonal architecture pattern of microservices [W17a]. Essentially, the 

inner logic of the microservice is encapsulated by an outer layer of interfaces to facilitate multi-

ple functions. The outer layer could be created by a common sidecar [W17a]. The calls from 

microservices to other system components can oftentimes happen over the network. In order to 

reduce this overhead, the necessary interfaces can implement caches and be run in individual 

threads so that the internal business process is not blocked by waiting for network replies. There 

are some important considerations for the testing of microservices. As they can be interdepend-

ent, stubs that simulate the microservices have to be supplied in order to automate testing. The 

interfaces are specified using contracts that define the domain model implemented by this inter-

face. This specification can then be used to create automated test cases. 

Microservices rely on each other. That means that they need to make sure, that the correct in-

terfaces are available for each other. To address this, Wolff recommends to use semantic ver-

sioning for every API. Therefore, Versions are depicted by three integers in a Ma-

jor.Minor.Patch fashion. The differences between the increments of each version integer are: A 

Major update is performed when the backward compatibility of the API is broken and clients 

have to adjust to the new version. A Minor update offers new features. All calls possible in the 

existing API remain possible. A Patch increase only contains bug fixes or optimizations that do 

not influence the API.  

The Command Query Responsibility Segregation (CQRS) design pattern facilitates individual 

scaling for high service demands but adds complexity and makes two microservices dependent 

for each other. It dictates, that different microservices are responsible for reading specific data 

than for writing, changing or creating it. These tasks are intentionally segregated into different 

microservices because they can have vastly different complexities and time requirements. Que-
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rying datapoints is relatively computationally simple while issuing complex commands can 

require much more time [@Y10][@F11][W17a]. Depending on existing query- and command-

issuing loads, the query-supporting and command-supporting services can be individually 

scaled. This also means, that one service cannot function properly without at least one instance 

of the other microservice. It follows, that the CQRS pattern is only relevant for stateful micro-

services, because if the microservice’s state does not change, it does not require a method to 

manage state updates between instances. Hence scale-out can simply be achieved by replicating 

the service when required.  

 

Figure 20: Illustration of the Command Query Responsibility Segregation (CQRS) pat-

tern reproduced from [@F11] 

There are multiple technology stacks that allow implementing microservices. The very idea is, 

that the services can be technology independent. Therefore, one has every freedom to create the 

internals of the microservice. Having a common set of technologies for the outer hexagons of 

the hexagonal architecture, is a good idea. This way users do not need to directly access the 

individual microservice but one common API that wraps the requests externally and sends them 

to the appropriate microservice. This essentially is an external Router and API gateway that 

forwards requests and can potentially perform load balancing. Multiple technologies such as the 

Apache Web Server, NGINX, or Zuul can be used for this purpose [W17a]. 

A common basis for microservices are Docker containers (see subsection 2.8.1). The reason 

for this is, that the containers can be deployed everywhere. Even on the developer’s laptop. 

They can then be deployed into production without having to worry about new dependencies or 

missing libraries on the system. As also mentioned before, microservices commonly communi-
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cate using REST. Every microservice should have its own GUI for it to function independently. 

This can most easily be implemented using a Web GUI, either based on generated HTML or 

implemented in JavaScript. Dropwizard is a Java framework that is essentially a collection of 

stable and mature libraries in order to generate REST APIs and consume them in other services 

[@D18a]. The core idea of Dropwizard is to create “one fat JAR”. This means that one java 

JAR is generated that when started already contains a webserver and every library needed by the 

application. No application servers or other technologies are needed. As one can always call 

other applications from the Java program by invoking the command line, the Dropwizard envi-

ronment provides a perfect anticorruption layer technology for implementing any sidecar pat-

tern. Combined with Docker, this yields quickly deployable services that can be run on any 

device or cloud that supports the Linux operating system. Using virtualization, one can also run 

Docker containers on a Windows or Mac OS X client.  

Designing individual TC components as microservices and managing them as group is a mod-

ern approach to implement research goal 1. The before mentioned methods can greatly aid in the 

design of such an environment and therefore is an appropriate foundation for artifact 1.  

2.8.3 Container Configuration Management 

Subsection 2.8.1 explained how to create Docker container images that can be deployed any-

where. Still, when being deployed the containers need to be configured and managed. This in-

cludes restarts after failure or automated scaling if many requests need to be processed. This is 

an additional challenge if an application requires multiple microservices that need to work in a 

coordinated fashion. Docker Compose is a tool that allows the coordination of multiple Docker 

containers to run on the same host in order to provide a service [@D20]. To do so, service defi-

nitions are written in Yet another Markup Language (YML) files and interpreted by Docker.  

Especially in large environments, having only one Docker host for an application can be insuf-

ficient. Therefore, Docker comes with management software to create a cluster of multiple serv-

ers that can host Docker containers. This technology is called Docker Swarm [@D20a]. Other 

tools to manage multiple Docker containers creating a service are Kubernetes, which is based on 

Google’s internal container management tool Borg, and Apache DC/OS, which is the basis for 

the Amazon Elastic Container Service [@K20][@D20b][@A20]. Within these management 

tools, containers can be grouped in services. With Kubernetes and Docker Swarm, the definition 

of these services is also stored in YML files. DC/OS employs JSON files (see subsection 2.8.1) 

as service definitions. Whatever the container management technology, all three methods can be 

used to orchestrate large microservice-based architectures in the cloud or on-premise server 

farms. Such on-premise server farms could be regarded as private clouds. This makes them a 

potential basis for fulfilling research goal 1 if the individual components are implemented as 

microservices that run in Docker containers.  
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2.8.4 Cloud Based Classifiers 

There is a number of existing cloud-based classifiers. These potentially implement research 

goal 1. In his master thesis, Müller researched and evaluated nine SaaS/PaaS classifiers [M16].  

Of these nine, only four have freely definable categories. Meaning the other five are only suit-

able for a single classification application not at all accommodating emerging knowledge. These 

four services are the uClassify API, the MeaningCloud Text Categorization API, the Bitext Text 

Categorization API, and the Google Prediction API.  Of these four, only the Google Prediction 

API does not limit the size of each categorizable text.  

Table 4: Comparison of existing cloud based classifiers from [M16] 
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Cloud 

service 

type 

SaaS SaaS SaaS SaaS SaaS SaaS SaaS SaaS PaaS 

Formats XML 

JSON 

RDF 

etc. 

XML 

JSON 

XML 

JSON 

JSON XML 

JSON 

XML 

JSON 

XML 

CSV 

JSON 

XML 

JSON 

CSV 

Catego-

ries 

prede-

fined 

prede-

fined 

freely 

defin-

able 

prede-

fined 

prede-

fined 

freely 

defin-

able 

freely 

defin-

able 

prede-

fined 

freely 

defin-

able 

Text size 

limit 

Yes Yes Yes No No Yes Yes No No 

Access 

limit 

Yes Yes Yes Yes n.d. Yes Yes N.d. No 

Encrypt-

ed com-

munica-

tion 

Yes Yes No Yes Yes Yes Yes No Yes 

Com- Yes No Yes No No No No No Yes 
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pression 

Amount 

of lan-

guages 

8 6 Freely 

defin-

able 

1 1 6+ 8 1 Freely 

defin-

able 

Free 

evalua-

tion 

Yes Yes Yes Yes Yes Yes Yes n.d. Yes 

Freely 

available 

pricing 

infor-

mation 

Yes Yes Yes Yes No Yes Yes No Yes 

ISO Cer-

tifica-

tions 

None None None None None None None None  27001 

27018 

Corpo-

rate 

Head-

quarters 

USA IRL SWE GER USA USA ESP USA USA 

 

The Google Prediction API can only be used from within Google Cloud Platform. However, it 

is easily possible to develop a wrapper application following the anticorruption layer architec-

ture pattern, in order to provide the service or its results to an external interface.  

The uClassify API, the MeaningCloud Text Categorization API, the Bitext Text Categoriza-

tion API and the Google Prediction API are potential implementations of research goal 1. They 

however have their limitations. Except for the Google Prediction API, all are limited to relative-

ly short texts. Without target function, none of these systems work. As the systems are cloud 

based, transferring the necessary data there is more challenging than simply transferring the 

necessary code in the form of a Docker container to the environment where the data resides. 

Additionally, none of these classifiers offer any form of explainability. This makes them poten-

tially unsuitable under the GDPR.  

2.8.5 Cloud Computing Summary 

In summary, Cloud Computing offerings provide flexibility by utilizing virtualization technol-

ogies. This way, resources can be ordered and consumed when needed. Docker containers are a 

relatively new and highly efficient virtualization method that makes software highly mobile 

between clients, servers and clouds. To fully utilize this technology’s flexibility, a microservice 
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oriented architecture style should be adopted. There is already a number of cloud based classifi-

ers that potentially implement research goal 1. However, they do not provide explainability and 

are all limited in certain ways. Therefore, none of them can be seen as final artifact 1. Section 

2.10 summarizes all findings of chapter 2 in relationship with the research goals. This way, a 

remaining challenge for all research goals is formulated.  

2.9 Related Work 

This section describes work related to this thesis. Following the research methodology, the 

goal of the diffusion metaphase is to allow other researchers to benefit from intermediate results 

while simultaneously getting feedback during peer review or at conferences. The acceptance for 

publication alone proves scientific relevance for the described topics.  

The subsections start with a description of related projects at the same university chair. The 

following subsection lists and summarizes the publications I collaborated in over the course of 

this dissertation. This is followed by a description of all master theses I co-supervised. Some of 

their results have been used in this thesis. Finally there is a list of other related work in the con-

text of RecomRatio research project.  

2.9.1 Related Projects at the same University Chair 

A related work to this thesis is Christian Nawroth’s PhD project, which is also supervised at 

the chair of multimedia- and Internet applications of the University of Hagen. It focuses on the 

detection of emerging named entities in text corpora. Emerging named entities potentially are 

emerging categories. The combination of our results can provide synergies in the usage of Big 

Data in large document corpora.   

Marco Xaver Bornschlegl’s PhD project is about the creation of advanced visual interfaces 

supporting distributed cloud-based Big Data analysis. It defines the Information Visualization 

for Big Data (IVIS4BigData) reference model. The aim is to empower end users to gain insights 

from available Big Data collections by visualizing them. Such insights could be generated by 

the text categorization microservices created in my thesis.  

2.9.2 Publications during this Dissertation 

As dictated by the diffusion phase of the adopted research methodology multiple publications 

discussing aspects and intermediate results of this dissertation have been made.  

[SKH16] evaluated existing TC cloud services and contains the first draft of artifact 1.  

[SHDT16] proposed a taxonomy combination technique based on word2vec. It contains re-

search into word embedding based semantic spaces and basic ideas for artifact 3. 
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[SNKH16] contains a proposal for a visualization tool for TC and NER results.  

[KENBBH17] contains our proposal and evaluation for the BDMC. 

[EKH18] describes a word embedding based unsupervised classifier. It captures research into 

creating artifact 2.  

[NEEH18] defines the concept of emerging named entities and proofs that knowledge is first 

captured in natural language by a knowledge domain community before it becomes machine 

readable, e.g. in an ontology.  

[EEH19] describes the application of artifact 1 for explainable argument stance recognition in 

the context of the RecomRatio project. 

[EEKH19] describes the word embedding based extension of proto-taxonomies within artifact 

3.  

[ERH19] is a work I have authored for my employer in which I describe the usage of classifier 

committees to create an innovation readiness assessment system measuring technology- and 

market readiness of innovations based on project documentation. It can be seen as first work 

based on parts of the results of this thesis. 

[ERH19a] is a second work I have authored for my employer in which we combine the BDMC 

with other innovation readiness assessment techniques to create a readiness assessment method 

for machine learning and artificial intelligence based applications.  

[EEH20] is an extended version of [EEH19] describing artifact 1 and its advantages of ex-

plainability and quick transferability to new topics in detail. It contains some design, implemen-

tation and evaluation details described in chapters 3, 4, and 5. 

[ED20] is another work I have authored for my employer in which I describe the usage of dif-

ferent NLP methods to overcome variety issues (see section 2.7) in Log Management and Secu-

rity Information Event Management. One of these methods is the central algorithm of artifact 1. 

It can be seen as second work based on the results of this thesis.  

The diffusion of these intermediate results occurred with publications for the ACM, Springer 

and INSTICC. 

2.9.3 Supervised Master Theses 

During the course of this thesis, multiple master theses were supervised. The work in these 

theses has been directly used in this dissertation. 

Thomas Krause developed a deep learning based classifier and compared it against an SVM 

based classifier [K16]. The system was encapsulated as REST service, making using and calling 

it in a Cloud Computing scenario feasible.  

Wolfgang Müller developed a decision support system for selecting cloud services in the con-

text of TC [M16]. 
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Oleksiy Lebsack adopted the SVM based Typo3 plugin I have originally developed in my own 

master thesis to the latest Typo3 version and integrated a method to call cloud based TC from it 

[L16a]. 

2.9.4 Argument Mining 

Argument mining is one of many applications employing TC. As it is the focus of the Recom-

Ratio project, this sub-section lines out important foundations of AM. Even though it is not 

strictly necessary for any of the research goal, this introduction can be helpful to understand the 

evaluation of the created artifacts.  

Automatically detecting arguments in vast amounts of available texts is one attempt to create 

value from existing data and saving time for users searching for these arguments. AM combines 

a broad set of disciplines like machine learning, natural language processing and computer lin-

guistics. Besides the detection of arguments within texts, detecting the stance (pro or contra) of 

an argument is an additional challenge [LT16]. There are multiple approaches of how to use TC 

for this problem. One method is to split available text into sentences. These sentences are then 

classified into the categories argument and no argument. The arguments themselves can further 

be split into the categories pro and contra. This requires knowing, if the topic of the sentence is 

even the topic the system is searching arguments for or against. Therefore, an additional classi-

fier can be used.  

The prevailing, more finely grained model is that of a discourse structure [HG15]. This struc-

ture splits up arguments in multiple components, such as premises and claims. Identifying these 

components is another problem that is solved by TC in many AM applications 

[MM11][FH11][RWB12][SDSMSTEG18]. Having a common API for TC problems, one can 

easily test many different classifiers and committees. Using microservices to provide this API 

allows easy scale-out in any environment, no matter how sensitive the mined data is. None of 

the existing AM systems have integrated explainability. Adding explainability to the TC com-

ponents can help to make the entire AM process more explainable.  

2.9.5 Summary of related work 

There are multiple contributions of this related work to the research goals of this thesis. The 

related projects at the same university chair all co-contributed to the Big Data Management 

Meta Model (BDMcube) and Big Data Management Canvas (BDMC) (see chapter 2.7.4). These 

projects therefore are interesting alternative applications of these management methods.  

The chosen research method requires a diffusion meta-phase which allowed for peer-feedback 

on intermediate results. Subsection 2.9.2 lists all of my publications that are related to this pro-

ject. Parts of this thesis have already been disseminated in the listed publications. Another rele-



State of the Art in Science and Technology 113 

vant aspect were the master theses that I have co-supervised during the course of this PhD pro-

ject (see subsection 2.9.3). Their results are part of the desk research presented in chapter 2. 

Argument mining is the central subject of the RecomRatio project that strongly motivates this 

thesis. Argument mining can be seen as application of machine learning based text categoriza-

tion. To better understand the overall scope, subsection 2.9.4 provides the reader with basic 

definitions and current results in this field.  

After having described the relevant state of the art in relevant fields of science and technology, 

the following sections analyze these results with regard to the remaining challenge in fulfilling 

the research goals of this thesis.  

2.10 Observation Analysis and Remaining Challenge 

This section summarizes and analyzes the observations made while assessing the state of the 

art in relevant science and technology on a per research goal basis. The literature research ob-

servation objectives for each research goal are found here. This also serves as basis to describe 

the remaining challenge for every research goal.  

Research Goal 1 is to create a rapidly deployable artifact that provides TC for any application 

by providing an external interface.  

Summary of Desk Research: As summarized in subsection 2.5.5, the TC technologies exam-

ined in section 2.5 are either research workbenches or libraries and frameworks to base an ap-

plication on. Most are implemented in Java. A notable exception is UIMA which can be used to 

provide NLP functionality as a network service. The utilized SOAP bindings require applica-

tions to implement an appropriate client. Therefore, these solutions do not fulfill research goal 

1. With the exception of UIMA, none provides external interfaces. UIMA is a heavy weight 

framework that requires a lot of understanding before setup. This directly contradicts the overall 

bootstrapping objective. Overall, research goal 1 is very similar to what Solr and ElasticSearch 

do for Apache Lucene: A sophisticated function is provided through an external interface (see 

subsection 2.5.4). 

From the cloud-based classifiers summarized in subsection 2.8.5, only four can work with in-

dividually created categories. Three are limited in the amount of text they can classify. The re-

maining, unlimited system is Google’s Prediction API. In order to use it, the entire application 

has to be within the Google cloud if no anticorruption layer (see subsection 2.8.2) wrapper is 

implemented. A global drawback for any cloud service is that legal reasons can prevent certain 

data from being processed in the cloud. Albeit these systems provide externally usable interfac-

es for TC, they provide no support for the other research goals. As artifact 1 attempts to wrap 

the functionality of the other artifacts, the existing cloud based classifiers can only be a part of it 

but cannot provide the whole functionality. 

Analysis: The goal of creating an easy to use external interface that provides TC for any ap-

plication is not achieved by these solutions. This has multiple reasons: Applications that are not 
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written in Java cannot simply use a Java NLP library. UIMA network services also need to be 

implemented on two sides: Firstly within the UIMA server and secondly by the client applica-

tion calling it. For legal reasons, some data cannot be computed in a public cloud (see section 

2.8). This means, that none of these solutions are usable for these applications without larger 

engineering efforts.  

Remaining Challenge 1: Therefore, the remaining challenge lies in the creation of a rapidly 

deployable, easy to use artifact providing MLTC through an external API. This API is to be 

implemented by artifact 1, which has to be deployable wherever required. REST is an ideal 

candidate to base the API on. It can be directly used by nothing more than a web browser and 

can also serve self-contained metadata about the system to the caller. One important type of 

metadata is an effectiveness evaluation of the currently used model based on the target function 

it has been trained with.  

Suitable technologies for implementing artifact 1 are the NLP and machine learning libraries 

described in subsections 2.5.3 and 2.6.2. Docker provides a suitable technology basis to easily 

deploy such a system (see subsection 2.8.1). Employing microservice oriented architecture (see 

subsection 2.8.2) makes the resulting artifact highly flexible.  

Artifact 1 can be evaluated in multiple ways. Firstly, the classic effectiveness and efficiency 

values of TC need to be assessed for artifact 1(see subsection 2.4.5). This can be done using 

standard benchmark as well as in the context of argument mining within the RecomRatio pro-

ject. Secondly, one can measure how long it takes to add TC functionality to any application by 

using artifact 1. This can be measured in either necessary lines of code or time needed for a 

developer to add this functionality.  

Research Goal 2 is to create a TC performing artifact that works with as little manually creat-

ed resources as possible.  

Summary of Desk Research: Most state of the art methods rely heavily on manually created 

resources besides the set of documents, categories, and the target function. Even the appropriate 

configuration of the algorithms can be seen as such a resource. Notable exceptions are TFIDF 

based vectors as feature extraction technique because they require nothing but the documents 

(see subsection 2.3.12). If even these documents are sparse, one can employ word embeddings. 

Even though these are additional resources, they can be created from tertiary sources such as 

Wikipedia or simply be downloaded (see subsection 2.3.12 and 2.5.5). 

Analysis: Using as little manually created resources as possible was no goal for the state of 

the art TC research as it focused on high effectiveness and efficiency. Fortunately unsupervised 

learning techniques as well as word embeddings can be used to design a system. 

Remaining Challenge 2: The remaining challenge is to design artifact 1 in such a way that it 

requires little to no additional resources. This means, that it has to have useful default parame-

ters or even automatically adapt them from available information. This can be compared and 

evaluated by counting the required resources during the evaluation of artifact 1 for research goal 

1.  
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Research Goal 3 is to create an artifact that can perform MLTC when there is a predefined set 

of possibly interrelated categories but no example categorizations.  

Summary of Desk Research: Without target function, one requires alternative methods of as-

signing meaning to documents and categories in order to perform some kind of MLTC. One 

exciting new development in this area is that of word embeddings (see 2.3.12). Here, available 

text can be analyzed in order to automatically create semantic understanding of terms. This un-

derstanding of terms can then be used to automatically classify data. This fundamentally differs 

from machine readable knowledge captured in ontologies (see subsection 2.2.5), as they do not 

have to be manually provided.  

There has been some work in the field of unsupervised categorization as summarized in sub-

section 2.3.12. Along with the discussed clustering algorithms Table 5 compares these tech-

niques as well as the data they require in order to be computed. 

Table 5: Comparison of potential unsupervised classification techniques 

Method Can 
assign to 
prede-
fined C 

Can 
assign 
multiple 
catego-
ries 

Required 
resources 
beside C 
and D 

Can 
capture 
hierar-
chies 
and 
nested 
struc-
tures 

Gener-
ates 
key-
words 
or key 
phrases 
for doc-
ument 
groups 

Can 
work 
with 
emerg-
ing vo-
cabulary 
without 
manual 
descrip-
tion 

Can work 
on individ-
ual docu-
ments 
without 
capturing 
the entire 
corpus 

LSA No No None No Yes Yes No 

LDA No No Hyper-
parame-
ters α, β 
and 
|topics| 

No Yes Yes No 

LDA with 
Wikipedia 
Articles as 
Categories 

Yes Yes Wikipe-
dia article 
for each 
category 

No No Yes No 

Labeled 
LDA 

Yes Yes Target 
function 

No No No No 

k-means No No None No No Yes Vectoriza-
tion de-
pendent 

Information 
bottleneck 

No No None No No Yes No 

Word Net 
and fuzzy 
association 

No Yes Manually 
created 
ontology, 

Yes Yes No No 
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rule mining stop word 
lists 

McCallum 
and Nigam 

Yes Yes Manually 
created 
keyword 
per cate-
gory 

Yes No Yes Yes 

Ko and Seo Yes Yes Verb, 
noun, 
adjective 
and stop 
word 
definition 

Yes No No No 

Para-
graph2Vec 

Yes Yes None No Yes Yes No 

Dai et al. Yes No Word 
embed-
dings 

No No Yes Yes 

 

Analysis: Most methods require manually provided tacit knowledge to function, especially 

those systems that actually can perform categorizations to a predefined set of categories. One 

notable exception is Paragraph2Vec. It is not a classifier per se but it embeds document repre-

sentations in the same high-dimensional space that all terms are embedded in. If one models 

category labels as short documents, Paragraph2Vec can also embed them into the same space 

allowing distance comparisons as classification method. A major drawback of Paragraph2Vec 

is, that it can only be used on entire corpora at once. Because it cannot be used to classify indi-

vidual documents, it is of no use as online classification method in arbitrary applications. 

 One word embedding based method (Dai et al.) performed well in finding out if Twitter 

Tweets are flu related or not [DBM17]. This method only required word embeddings as re-

sources to function. It has a random element of assigning additional topics to a document based 

on the documents length. Therefore, longer documents have more topics in Dai et al.’s model. 

As they only performed binary classification on very short documents, their performance for 

longer documents is not known.  

Remaining Challenge 3: In order to create a classifier that does not require a target function 

and only needs little MLRs, a necessary next step in the remaining challenge is to evaluate Dai 

et al.’s model for larger texts and more complicated sets of categories. It would also be benefi-

cial to have a system that produces repeatable results without random elements. Dai et al.’s 

method as well as a potential new method can then be evaluated by using the target function of a 

standard benchmark. As there is no publicly available implementation of Dai et al.’s method, 

both Dai et al.’s and a non-random approach has to be implemented. The resulting implementa-

tion will be artifact 2.  
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Artifact 2 will be implemented as microservice fitting in the overreaching architecture. Given 

the flexibility of this approach, this artifact can be used on its own or in concert with other TC 

components.  

Research Goal 4 is to create explainability for all implemented classifiers.  

Summary: Explainability used to be of little interest for research in MLTC. Of course, under-

standing the utilized algorithm and having all utilized resources can help a researcher in under-

standing why a certain categorization has been performed. However, this is no explainability for 

regular users of applications employing TC. Even though machine learning based classifiers are 

theoretically understandable, their models can be too complex to be easily understood by an 

expert. To address this issue, the post hoc feature based explanation algorithms LIME and 

SHAP have been proposed (see subsection 2.4.6). They can aid in explaining a classifier’s be-

havior at the expense of high computational requirements while still having a set of negative 

issues. For instance, adversarial actors can create classifiers that can fool these external explana-

tion algorithms. To the best of my knowledge, only lexicon- or ontology-based classifiers inher-

ently provide explainability (see subsection 2.3.12).  

Analysis: As mentioned, only lexicon- or ontology-based classifiers provide explainability. 

These require lexicons or ontologies to function directly contradicting research goal 2. There-

fore, these methods cannot be used for the envisioned artifacts. Alternatively one could integrate 

LIME or SHAP as components into the envisioned artifacts as internal explanation generation 

module or create an MLTC algorithm that intrinsically provides explainability. This algorithm 

can build on the LIME or SHAP algorithm. Especially SHAP is highly computational expensive 

which can prohibit the overall bootstrapping of MLTC goal pursued in this thesis. It has also 

been shown, that both algorithms can create misleading explanations. 

Remaining Challenge 4: The remaining challenge is to add explainability to the algorithms 

used for implementing the artifacts 1 and 2. Borrowing from lexicon-based classifier explana-

tion and post hoc machine learning explanation algorithms, this could best be achieved at the 

feature extraction level (see subsection 2.3.12). If certain features of the documents were used 

for their categorization, this could understandably be used in an automatically generated expla-

nation. As the feature extraction algorithm as well as the classification algorithm are co-

engineered in the generation of the envisioned artifacts one does not necessarily extract feature 

relevance from the used machine learning model but could also use insights from the feature 

extraction step. The quality of the generated explanation needs to be subsequently evaluated.  

Research Goal 5 is to create an artifact that can adapt an existing knowledge organization 

system when knowledge emerges by proposing novel categories.  

Summary: To the best of my knowledge, there are no readily available systems that extend 

existing knowledge organization schemes automatically. Even though there are tools that can 

automatically propose knowledge organization systems in the form of taxonomies for existing 

corpora of texts, the task of extending existing knowledge organization systems is different and 

not covered by these approaches.  
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Analysis: If one interprets the knowledge organization system as ontology, ontology align-

ment technologies could be used. However, these require ontologies to align to. Semantic dis-

tances in combination with clustering (see subsection 2.4.6) are potential components for find-

ing documents that could also belong to a new emerging category instead of existing, older cat-

egories. Word embeddings can also be used to add semantic meaning to these by analyzing their 

terms.  

Remaining Challenge 5: The remaining challenge is to create a knowledge organization sys-

tem extension system that requires as little MLRs as possible. This could be evaluated by meas-

uring the proposed KOS extensions with the KOS criteria described in sections 2.2. An alterna-

tive method of measurement is to use an existing KOS and hide certain categories from the al-

gorithm. The algorithm can then propose new categories. This allows the algorithm to suggest 

extension categories that are already real categories but have been hidden from the algorithm. 

Such true suggestions would be very good results as they indicate that the algorithm mirrors the 

work of the actual domain experts that have composed the KOS in the first place. In order to 

maximize utility in the context of the other existing artifacts, the chosen algorithm should then 

be implemented as microservice that can be used to propose additional categories for existing 

KOS by analyzing the available texts. This implementation will be artifact 3. 

After this research goal oriented discussion, the following subsections discuss the envisioned 

artifacts on a per-artifact perspective. As there is a certain overlap between artifacts and re-

search goals, artifact 1 (subsection 2.10.1) addresses the remaining challenge of research goals 

1, 2, and 4. Artifact 2 (subsection 2.10.2) addresses the remaining challenge for research goal 3 

while also taking research goals 2 and 4 into account. Artifact 3 (subsection 2.10.3) addresses 

the remaining challenge for research goal 5.  

2.10.1 Artifact 1 

This artifact is developed to solve the remaining challenges 1 (rapidly deployable artifact 

providing MLTC through an external API), 2 (requiring little to no additional information for 

usage), and 4 (providing explanations for generated TC results) thus fulfilling research goals 1, 

2, and 4. Relevance for research goal 1 comes from the sheer amount of possibilities to build a 

MLTC system (see sections 2.3, 2.4, 2.5, and 2.6). From these many possibilities, many require 

manually provided resources (research goal 2) and do not provide explanations for their results 

(research goal 4).  

In order to address these goals, the desk research for objectives 1.2, 2.2, and 4.2 is carried out 

in unison. A finding of this desk research which is explained in sections 2.7 and 2.8 is that Big 

Data and Cloud Computing are new trends in computer science. While the first aims to use 

available data to benefit organizations or humanity, the second fundamentally is a business 

model in which computing resources, application runtimes or entire applications are provided 

and oftentimes billed on a usage basis. A novel approach to leverage cloud-computing possibili-

ties is microservice-oriented architecture (see subsection 2.8.2). In contrast to legacy applica-
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tions, where one system performs all tasks required from it, a microservice only performs a 

small part of the required tasks and is triggered via a well-defined interface, for example to per-

form MLTC during argument mining. This way, the whole application consists out of a network 

of microservices. As the name suggests, individual microservices are small making them ex-

changeable and combinable in new ways. Microservices are in no way limited to Cloud Compu-

ting but can function in many different environments extending their flexibility. This is an im-

portant requirement when working with sensitive data because a microservice can be brought to 

a secure environment where the data resides. On the other hand, transferring sensitive data to 

potentially unsecure environments is technically as well as legally challenging. Therefore, a 

microservice-oriented architecture using Big Data methods to create benefits is the foundation 

for artifact 1 to address research goal 1. Using Big Data methods ensures that available data is 

used in a productive way for MLTC while the microservice oriented architecture increases the 

flexibility of the resulting artefact.  

Microservices are easier to understand than more complex systems. As laid out in problem 

field 3, explainability is a novel requirement for MLTC. To address research goal 4, the indi-

vidual microservices have to have built in explainability features. Additionally, the micro-

services need to be designed in such a way that they require minimal manually provided re-

sources.  

 Literature suggests, that MLTC works best when combining the results of multiple classifiers in 

a so-called classifier committee. Microservices emphasize flexibility and interchangeability. 

Therefore, the first artifact aims to provide a suite of microservices that can be used to form and 

control a classifier committee. After all, if an arbitrary application can call a MLTC micro-

service, MLTC microservices can simply call each other. 

Artifact 1 has to be able to start and combine MLTC microservices, and also provide them 

with the few required manually created resources to function. Artifact 1 also has to provide 

well-defined, open interfaces so that novel algorithms can make use of the existing services. The 

system has to be able to evaluate the effectiveness of the combined algorithms, so that the over-

all system can be tuned for the required tasks. This means that artifact 1 is both: An overreach-

ing microservice oriented application as well as a minimal suite of microservices necessary to 

address remaining challenges 1, 2 and 4. In order to address research objectives 1.3, 2.3, and 

4.3, the problem model for artifact 1 will be created to cover use cases for research goals 1, 2, 

and 4.  

Artifact 1 will provide an implementation for research goals 1, 2, and 4 while adding to an-

swering research questions 1, 3, and partly 2. Therefore, design and implementation are carried 

out in a congruent fashion (research objectives 1.4, 1.5, 2.4, 2.5, 4.4, and 4.5). The resulting 

artifact is experimented with for research objectives 1.6, 2.6, and 4.6. To do so, the micro-

services are used in argument mining tasks within RecomRatio as well as in standard MLTC 

benchmarks. Using different tasks underlines the flexibility of the artifact to function for arbi-

trary applications. During experimentation, efficiency and effectiveness (see subsection 2.4.5) 

are important but secondary to the speed of deployment (research goal 1), minimum of manual-
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ly provided resources (research goal 2), and provided explanations (research goal 4). The exper-

imental results serve to form the conclusions in research objectives 1.7, 2.7, and 4.7.  

Artifact 1 provides the foundation for the other two artifacts to integrate into. Its relevance has 

been externally proven in the diffusion metaphase as my paper outlining this artifact was ac-

cepted for publication in the proceedings of the 6th International Conference on Cloud Compu-

ting and Services Science (CLOSER 2016) [SKH16]. A second paper showcasing the usage of 

these microservices for explainable argument stance recognition has been published in the pro-

ceedings of the 8th International Conference on Data Science, Technology and Applications 

(DATA 2019) [EEH19]. In combination with the subsequently described artifacts and existing 

state of the art systems, artifact 1 provides a holistic interface for all described research goals. 

2.10.2 Artifact 2 

Similar to artifact 1, artifact 2 addresses three remaining challenges, two of which are overlap-

ping with those for artifact 1. Therefore, artifact 2 also follows the microservice-oriented archi-

tecture envisioned for artifact 1. Within this architecture, artifact 2 provides an algorithm in-

tending to match documents to predefined categories when no target function (see section 2.3) 

for these categories has been defined to address remaining challenge 3. Other than key word 

extraction where the most representing words for documents are searched within a document, 

this is a form of classification where documents are matched to predefined topics. These topics 

do not need to be words that exactly occur within the document. The indicated situation is the 

case when there is a new knowledge organization scheme but no human made examples map-

ping documents to this scheme. A regular classifier would not be able to create any categoriza-

tion under these circumstances (see research objective 3.1). 

To create artifact 2, the desk research lined out in research objective 3.2 is performed in paral-

lel to that for research objectives 1.2, 2.2, and 4.2. The system will be designed and implement-

ed to match artifact 1’s architecture while using as little manually provided resources as possible 

but also providing explanations (research goals 2 and 3).  

The experimentation for research goal 3 will be carried out the same way as for artifact 1: Us-

ing it for AM tasks in RecomRatio and in standard benchmarks while hiding the target function 

from the artifact. As with artifact 1, minimum use of manually provided resources, quick usabil-

ity and provided explanations are of primary interest with effectiveness and efficiency being 

secondary but not irrelevant.  

Quickly generated, explainable, and tangible results significantly better than random allocation 

will proof the usefulness of this artifact. The evaluation results along with the state of the art 

research answers research question 3 in research objective 3.7. The relevance for this artifact 

has been externally proven in the diffusion metaphase with the publication of my paper discuss-

ing this artifact in the peer reviewed proceedings of the 7th International Conference on Data 

Science, Technology and Applications (DATA 2018) [EKH18] . 
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2.10.3 Artifact 3  

As mentioned in research goal 5 and Table 1, artifact 3 generates extension-suggestions for 

existing interrelated category systems in order to better reflect emerging knowledge covered by 

a MLTC providing artifact. Albeit not a MLTC providing artifact itself, artifact 3 will integrate 

with artifact 1 to be compatible with the other artifacts. This way, artifact 3 provides the same 

interfaces for documents, categories, and the target function as artifacts 1 and 2 do. Having the 

same interfaces allows reuse of available objects.  

Different from artifacts 1 and 2, artifact 3 does not pursuit research goals 2 and 4. Even though 

the GDPR requires explainability for automated machine learning systems, artifact 3 is only 

party automated in the sense that it provides suggestions, which a human user can either user or 

not use in an interrelated category system. Having an artifact that requires minimal manually 

provided resources is still beneficial, even though it is no MLTC providing artifact.  

Therefore, the desk research for objective 5.2 differs slightly from the desk research for the 

other objectives. Even so, knowledge obtained in pursuing other research goals can be applied 

to creating artifact 3.   

During experimentation for research objective 5.6, the generated extensions of interrelated 

categories can be evaluated in two ways: Firstly, one can assess the usefulness of the generated 

extensions based on their content. Secondly, one can hide parts of an interrelated category sys-

tem from the artifact and check if the suggested extensions are part of the existing system. If 

this were the case, the system would mirror the behavior of human experts that first provided 

the system. The results of the desk research as well as the obtained experimental results from 

the developed system are used to draw conclusions in research objective 5.7. These are used to 

answer research question 4. 

The need for extending knowledge organization schemes has been externally approved in the 

diffusion metaphase as my reviewed paper [SHDT16] addressing an implementation to combine 

and extend taxonomies has been accepted for publications in the proceedings of the ACM Sym-

posium on Document Engineering 2016. Additionally, I have published a peer reviewed paper 

about extending knowledge organization systems, showcasing the system developed in this the-

sis and further proving the relevance of this problem field [EEKH19]. 
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3 Model 

This chapter models the proposed artifacts on a per research goal basis, by creating a problem 

model and solution design for addressing their respective remaining challenges. Therefore, it 

combines the problem modeling and system design phases and corresponding research objec-

tives of the DISR and RFISR combined research approach (see section 1.3).  

Section 3.1 contains the problem model for remaining challenge 1, addressing research objec-

tive 1.3: Creating a quickly deployable artifact that provides machine learning based text cate-

gorization through an external interface. As starting point of the problem model, it lists all rele-

vant use cases in subsection 3.1.1. As stated in subsection 2.10.1, artifact 1 will address research 

goals 1, 2, and 4. This means, that besides being quickly deployable and providing MLTC 

through an external interface, it has to also require as little manually created resources as possi-

ble while also providing explanations for its results. Subsection 2.10.1 also states, that a micro-

service oriented architecture using Big Data methods are the foundation for artifact 1. These are 

best created by using appropriate state of the art modeling methods. These are specifically the 

Big Data Management Canvas Technique (BDMC, see subsection 2.7.3) and the Domain Driv-

en Design technique for microservice oriented architectures (DDD, see subsection 2.8.2). There-

fore, the problem model’s relevant use cases described in subsection 3.1.1. are further detailed 

by using the BDMC technique in subsection 3.1.2. This way, section 3.1 addresses research 

objective 1.3. The BDMC technique in subsection 3.1.2 is further used to create a microservice 

oriented Domain Driven Design (DDD) in subsections 3.1.3 to 3.1.8. DDD beautifully reflects 

the chosen research methodology. In DDD, software is developed with a focus on a model of a 

problem area. This problem area is specified in the previous chapters and directly informs the 

subsequent design process. Another aspect of the BDMC is to group individual use cases to 

business processes of applications that make use of artifact 1. Subsection 3.1.3 to 3.1.8 make 

use of UML class diagrams and other modeling techniques to specify the information model as 

well as all interfaces that are provided by the relevant microservices. Specifically, subsections 

3.1.3 to 3.1.5 provide the overall microservice oriented architecture of artifact 1 that all other 

artifacts integrate into. This is followed up by two fundamental microservices implementing 

artifact one which are designed in subsections 3.1.6 and 3.1.7. Section 3.1 finishes with the de-

sign of a Communication Library and CLI endpoint to interface with any microservice imple-

menting the overall microservice oriented architecture in subsection 3.1.8. This way, section 3.1 

fulfills research objective 1.4.  

Section 3.2 contains the problem model for remaining challenge 2 in subsection 3.2.1, thus 

fulfilling research objective 2.3. Research goal 2 is to use as little manually created resources as 

possible. Using as little manually created resources as possible does not constitute an individual 

use case. As research goal 2 is also addressed by artifact 1, no additional use cases, BDMC or 

DDD are needed. Instead, subsections 3.2.2 to 3.2.4 describe how as little manually created 

knowledge resources as possible can be used in an MLTC application. Namely by providing a 
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User Interface (UI) that is encapsulated in the microservice and contains all necessary infor-

mation to use it (subsection 3.2.2) as well as providing a metadata model for MLTC micro-

services (subsection 3.2.3) and machine learning resources (subsection 3.2.4). This way section 

3.2 fulfills research objective 3.4. 

Section 3.3 describes the problem model for remaining challenge 3 in subsection 3.3.1. As re-

search goal 3 is to create a classifier that does not require a target function, there are only a few 

additional use cases in subsection 3.3.1 extending those in subsection 3.1.1. An additional 

BDMC to that of subsection 3.1.2 is not required as the requirements are largely identical with 

the only addition, that no target functions are provided. This way, section 3.3 fulfills research 

objective 3.3. As stated in subsection 2.10.2, the remaining challenge is to have an actionable 

implementation of Dai’s algorithm as well as a non-random alternative algorithm. As founda-

tion for both, subsection 3.3.2 provides Dai’s algorithm as complete pseudo code (it is only 

partly provided in Dai et al.’s original work [DBM17]). It also contains my own unsupervised 

text categorization algorithm as pseudo code. As stated in subsection 2.10.1 Artifact 1 defines a 

microservice oriented architecture that can be implemented by many different classifier imple-

mentations to form classifier committees. To neatly integrate into this environment, artifact 2 

which is addressing research goals 3 and 4 also needs to implement a microservice oriented 

architecture. Therefore, subsection 3.1.3 creates a suitable Domain Driven Design for the im-

plementation of this microservice. This way, section  3.3 fulfills research objective 3.4 by creat-

ing a design to address remaining challenge 3. 

Section 3.4 addresses research objective 4.3 and 4.4 by providing a problem model in subsec-

tion 3.4.1. This essentially adds the use case of explaining classification results to the existing 

use cases for artifacts 1 and 2 that have already been described in their appropriate problem 

models. Designs for addressing the remaining challenge of adding explainability to the classifi-

ers implemented in artifacts 1 and 2 are described in subsections 3.4.2 to 3.4.4. The capability to 

explain generated results does however not require an individual BDMC based planning or 

DDD based microservice oriented architecture as these features are added to the existing ser-

vices.  

Section 3.5 addresses research objective 5.3 by creating a problem model for remaining chal-

lenge 5 in subsection 3.5.1. In order to neatly fit into the overall architecture created by artifact 

1, many use cases described in previous sections can be reused and are simply extended with 

those relevant for the extension of knowledge organization systems. This is further detailed by a 

BDMC based planning process in subsection 3.5.2 which also serves as bridge to addressing 

research objective 5.4 in a DDD based microservice oriented architecture described in subsec-

tion 3.5.3. After this architectural definition, two novel algorithms to address remaining chal-

lenge 5 are described in subsection 3.5.4.  

Section 3.6 concludes chapter 3 with summaries of the problem models, and design specifica-

tions for each addressed research objectives. An analysis of the remaining challenge after prob-

lem modeling and design specification is also provided in section 3.6. 
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As already shown in Table 1, artifact 1 provides a common platform for the other artifacts to 

integrate to. In itself artifact one pursuits research goals 1, 2, and 4: 

Research Goal 1: Create a rapidly deployable artifact that provides MLTC for any applica-

tion by providing an external interface. 

Research Goal 2: Create a MLTC providing artifact that works with as little manually creat-

ed resources as possible.  

Research Goal 4: Create explainability for all implemented artifacts performing MLTC. 

Subsection 2.3.1 introduces the concept of the classifier committee as set of classifiers that 

work in concert, while subsection 2.8.1 lined out the benefits of microservice oriented architec-

ture for flexibility, interchangeability and speed. As stated in section 2.10, artifact 1 will contain 

and manage multiple classifiers. It is named Cloud Classifier Committee (C3).  

Artifact 2 strives to fulfill research goals 3 and 4: 

Research Goal 3: Create an artifact that can perform MLTC when there is a predefined set of 

possibly interrelated categories but no example categorizations 

Research Goal 4: Create explainability for all implemented artifacts performing MLTC. 

When bootstrapping TC, it is highly likely, that besides the target function, other manually 

provided resources might also not be available. As they require nothing but texts, word embed-

dings (see subsection 2.3.8) seem like a perfect fit to base this artifact on. Because it is a classi-

fier that requires no target function, it is named No Target Function Classifier (NTFC).  

Artifact 3 aims at fulfilling research goal 5: 

Research Goal 5: Create an artifact that can adapt an existing set of interrelated categories 

when knowledge emerges by proposing novel categories.  

Because many knowledge organization systems are hierarchical taxonomies (see subsection 

2.2.3), artifact 3 is called Taxonomy Extension system for Emerging Knowledge (TEEK). C3 

contains NTFC and TEEK. 
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Figure 21: Visualization of the envisioned artifacts and their addressed research goals 

employing a component based architecture. 

Figure 21 illustrates the envisioned artifacts along with their research goals. Note that C3 (arti-

fact 1) is the overall framework for other components as well as two fundamental components 

providing the core functionality: A machine learning text categorization (MLTC) component 

and a committee component that can combine results from individual MLTC components. To-

gether, they address research goals 1, 2 and 4. NTFC and TEEK are additional sub-components 

that can be used within the overall C3 application. To facilitate interchangeability, all compo-

nents of C3 will utilize a mostly common interface that will only differ between components 

where absolutely necessary.  

As mentioned, this section will continue with a problem model for every research goal. Subse-

quently, state of the art planning and design methods are used to solve the remaining challenge. 

These methods are the Big Data Management Canvas (BDMC, see subsection 2.7.3) and the 

Domain Driven Design method (DDD, see subsection 2.8.2). These methods were selected be-

cause MLTC is addressing variety issues of Big Data applications (see section 2.7) and Domain 

Driven Design is especially useful for technology push oriented development approaches in 

which development focuses on a problem domain which in this case is MLTC. As DDD centers 

on a common problem model, it is perfectly suited for component specification after creating 

the problem model while following the combined DISR/RFISR research methodology. 

BDMC and DDD methods are used where appropriate. When necessary, additional subsec-

tions describe certain aspects of the model in higher detail. Obviously, these research goals in-

fluence each other within their shared artifacts. In order to better compartmentalize, they are 

addressed in individual sections. Summaries of the individual envisioned artifact designs can be 

found in the last sections of this chapter.  
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Utilizing the hexagonal architecture introduced in Figure 19 (see subsection 2.8.2), every 

component consists out of a number of subcomponents. Namely their User API and UI that 

provide access to their internal business logic functions. Their outgoing call interface with 

which they access other components, their persistence components, monitoring component, 

administrative API and UI as well as their test interface. Besides these subcomponents, a com-

ponent to orchestrate the individual components is required. To fulfill this requirement, C3 also 

contains a CLI component that is not further broken down into individual subcomponents. This 

way, the CLI is both: A UI, which a human user can directly interact with, and an API that 

scripts or other programs can use to automate complex tasks involving multiple C3 micro-

services. 

 

Figure 22: Hexagonal architecture subcomponents of C3 components 

Figure 22 illustrates these subcomponents and the CLI as part of C3. Note that all components, 

(MLTC; Committee, NTFC, and TEEK) have their own User API and UI. They however only 

differ where absolutely necessary so that each component mostly provides the common C3 API. 

The CLI provides one method for a human to access this API. Another is by using the UI that is 

part of each component and already addresses the subtle differences between components.  

The developed system aids the RecomRatio project in multiple ways. It is especially useful, 

because it can be employed for new topics of medical literature as quickly as for any other ap-

plication domain. To use TC for argument mining in RecomRatio the following functionality is 

necessary: 

1. Create, Read, Update and Delete (CRUD) the set of documents. These can be entire 

publications if TC is used for selecting appropriate ones or single arguments within 

larger texts. 

2. CRUD the set of categories. These have to mirror the problem for which TC is used. 
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3. CRUD the relationships between categories. For argument mining, the class argument 

can have the two sub-categories pro and contra. Different areas of medicine can have 

different relationships in the sense of equivalency or hyponymy. For example a mela-

noma is a type of cancer. In MeSH, melanoma has three entries depicting the aspects 

of this type of cancer (see subsection 2.2.1). These relationships can imply infor-

mation, which can be used for TC. 

4. CRUD the target function. As mentioned, TC systems learn from example categoriza-

tions. These have to be configurable so that the system can learn. This is not necessary 

for the NTFC artifact. 

5. Create explainable categorizations. The TC system has to be able to categorize previ-

ously unseen texts to the predefined categories therefore actually performing TC. To 

fulfill research goal 4, the system has to provide human readable explanations why the 

TC system decided in a specific fashion. 

6. Create effectiveness evaluations. Even though effectiveness (see subsection 2.4.5) is 

not the central aspect of this thesis, developers of applications using TC need to know 

how well the system performs and therefore how reliable its results are. In order to 

bootstrap the adoption of the system, the developed TC system has to be able to auto-

matically create evaluations of its own effectiveness.  

The following sections provide details about the design for each research goal. As mentioned, 

some artifacts implement multiple research goals at once.  

3.1 Modeling a Rapidly Deployable Artifact Providing TC via an 
External Interface 

The remaining challenge is in the creation of a rapidly deployable, easy to use artifact that 

provides machine learning based text categorization via an external interface. The system has to 

be quickly deployable wherever required. The problem model describes the use cases C3 has to 

fulfill in order to achieve research goal 1 thus providing the foundation for achieving research 

objective 1.3. This is continued with a BDMC based planning in subsection 3.1.2 that provides 

the foundation for creating a Domain Driven Design described in subsections 3.1.3 to 3.1.8.  

3.1.1 Problem Model and Basic Use Case Design for a Rapidly De-
ployable Artifact Providing TC via an External Interface 

In order to configure and use TC for any application, certain use cases have to be implemented 

by the system. This user centric approach for modeling use cases is based on Norman’s & Drap-

ers User Centered System Design (UCSD) [ND86]. This is not meant to substitute but rather to 

augment the chosen Domain Driven Design method by exactly modeling what a user can expect 

from specified artifacts as the simplification of task structures and making visible which actions 

lead to which results are at the core of UCSD and in no way limit the application of DDD. For 



128 Model 

this discussion, a user can either be a human being or an application that uses TC. In theory, one 

could distinguish users into domain experts and application users, that rely on the MLTC appli-

cation. Creating a complex model of different user archetypes would unnecessarily complicate 

C3’s design and directly contradict research goals 1 and 2 of creating a quickly employable 

artifact that does require as little human knowledge as possible to function. One can further 

distinguish the required use cases in simple CRUD operations these users can perform to enti-

ties and aggregates (see subsection 2.8.2) stored within the C3 microservice and MLTC use 

cases in which the mircoservices perform MLTC. Figure 23 illustrates 18 basic CRUD use cases 

required to provide C3 microservices with their relevant data. All these use cases are available 

via the API, which other applications can access directly. Alternatively other applications can 

access the API indirectly by using the CLI.  

 

Figure 23: C3 configuration use cases modeled as UML use case diagram [ISO19501] 
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Human users can use the CLI and the UI to work with the microservice via the same API. 

They can of course use other applications to interact with the microservice. These alternative 

applications then wrap the C3 microservice function similar to users usually not directly using 

the SQL interface of a relational database. 

Figure 23 uses the Unified Modeling Language (UML) use case diagram notation to illustrate 

the relationships between different use cases and users [ISO19501]. Lines with triangular ends 

denote specialization relationships. For instance, that Human and Application are specialized 

instances of User.  

Table 6 provides further details about these first 18 basic CRUD use cases of C3 components. 

As shown, these 18 use cases are specifications of the four basic CRUD use cases for entities 

and aggregates. 

Table 6: Description of basic C3 configuration use cases 

Use 

case 

Use case and description 

1 Create document(s). 

Users have to be able to create or upload a document to the TC system. The system 

should also provide the capability to upload multiple documents at once so that fewer 

steps are necessary for the users.  

2 Read document(s). 

Users have to be able to read a document stored within the TC system. The system has 

to also provide a list of currently stored documents within it. 

3 Update document. 

Users have to be able to update an existing document already known to the TC system. 

Updating a document likely changes its content. A changed content can lead to new 

categorization results after the update.  

4 Delete document(s). 

Users have to be able to delete a document from the system. This implies, that any 

assignments of this document to a category has to also be deleted. Users have to also be 

able to delete all documents stored in the system in one call.  

5 Create category or categories. 

Users can create a category thus updating the set of categories. The system should also 

provide the functionality to create the entire set of categories at once.  

6 Read category or categories. 
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Users can read a single or the entire set of categories to ascertain which categories the 

TC system knows.  

7 Update category. 

Users can update the category thus updating the set of categories. Documents assigned 

to the updated category potentially no longer belong there. This can necessitate updat-

ing the target function (use case 17). 

8 Delete category or categories. 

Users can delete a category if deemed inappropriate. This updates the set of categories. 

After deletion, documents can lose their categories and become un-categorized. This 

can necessitate updating the target function (use case 17). 

9 Create category relationship(s). 

Users have to be able to create relationships between categories or create all relation-

ships at once. The difference between a flat set of categories and a knowledge organi-

zation system is the existence of relationships between two categories. Users can create 

such relationships. These potentially influence future classifier results. For instance, 

following Kashyap et al.’s definition (see subsection 2.2.3) documents belonging to a 

sub-category also belong to the super-category. If such a relationship is introduced, the 

target function is updated because implicitly, all super-categories are applied to a spe-

cific document. This potentially extends the target function, requiring classifier retrain-

ing. 

10 Read category relationships 

Users can read the relationships. This returns all inter-category relationships.  

11 Update category relationship. 

Users can update the relationship between two categories. This can change the target 

function as implicit super/sub-category assignment can get removed. Therefore, these 

updates can require classifier retraining in use case 25. 

12 Delete category relationship. 

Users can delete the relationship between two categories. This can change the target 

function as implicit super/sub-category assignment can get removed. Therefore, these 

updates can necessitate classifier retraining in use case 25. 

13 Create manual categorization(s). 

Users can create a manual categorization between a document and a category. This 

updates the target function therefore providing the classifier with the ability to learn 

more. Updates to the target function are opportunities to improve the classifier perfor-

mance in the future. Retraining the classifier (use case 25) is appropriate after updating 

manual categorizations. In order to work with fewer calls to the system, users should 
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be able to create multiple manual categorizations in bulk. 

14 Read target function. 

Users can query the entire existing target function. This is the set of all manual catego-

rizations.  

15 Read manual categorizations for document. 

Users can query the system for all manual categorizations performed for one document. 

This way, users does not have to filter the target function by themselves.  

16 Read manual categorizations for category. 

Users can query the system for all categorizations performed for one category. This is 

equal to querying the target function and filtering for one category, similar to use case 

15.  

17 Update manual categorization. 

Users can update a manual categorization. This is essentially a compound use case of 

first deleting one categorization (use case 18) and then creating a new categorization 

(use case 13). This updates the target function by removing a potential erroneous cate-

gorization. Retraining with a better target function might improve classification results. 

18 Delete manual categorization or target function. 

Users can delete a manual categorization between a document and a category. This 

updates the target function by removing an erroneous categorization. Updates to the 

target function are opportunities to improve the classifier performance in the future. 

Therefore, this operation necessitates a subsequent re-categorization of all documents 

for which there are no manual categorizations. Additionally, all manual categorizations 

can be deleted at once deleting the entire target function. 

 

These first 18 use cases are a necessary foundation for any component implementing the 

common C3 API as they provide basic data manipulation functionality. Figure 24 lists machine 

learning based text categorization use cases that build on these basic use case definitions. These 

include the actual performing of text categorization, the reading of results and the creation of 

new machine learning models including the possibility to read an effectiveness evaluation for 

the individual models.  
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Figure 24: C3 application use cases modeled as UML use case diagram [ISO19501] 

Table 7 provides details for these MLTC related use cases. In order to ease reading and allow 

for cross referencing, the use case numbers from Table 6 continue in Table 7. This means, that 

the same use case numbers can be used to reference individual use cases throughout this disser-

tation.   

Table 7: C3 application use cases 

Use 

case 

Use case and description 

19 Create automated categorization for existing document. 

Users have to be able to instruct the system to perform a categorization for an already 

existing document. 

20 Create automated categorization for new document. 

Users have to be able to transfer a new document to the system and get a categorization 

result in return. This is essentially a compound use case of first creating a document 

and then categorizing it (use cases 1 and 19). 
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21 Read all automated categorizations. 

Users can read all performed categorizations in one query. 

22 Read automated categorizations for document. 

Users can read all previous automated categorizations created for a specific document. 

23 Read automated categorizations for category. 

Users can read all previous automated categorizations created for a specific category.  

24 Delete automated categorization(s). 

Users have to be able to delete all or individual automated categorizations from the 

system. 

25 Trigger training. 

The overarching goal is to create a system that is outstandingly easy to use. When 

manual categorizations are available to learn from, the users have to easily be able to 

trigger the training of the classifier. As lined out in remaining challenge 1, it is benefi-

cial for users to know how effective a classifier is when using its results. During train-

ing, the classifier has to perform an evaluation of itself allowing for use case 26. 

26 Read evaluation 

Users have to be able to read the evaluation of the classifier after training. 

 

Besides all these basic CRUD as well as MLTC related functional use cases, the main contri-

bution for addressing remaining challenge 1 is the simple usability of the artifact. If certain in-

formation is not available, the system has to always be able to fall back to defaults.  

3.1.2 BDMC based Business Application Design using C3 artifacts 

The following BDMC (see subsection 2.7.3) reflects research goal 1. Its contribution is two-

fold: Firstly, it provides another perspective on the individual use cases described in subsection 

3.1.1. This essentially describes how an application or user can use C3 microservices. Secondly, 

it serves as a high-level guideline and documentation for selected state of the art algorithms and 

technologies. Following the BDMC method, the business aspect column describes what is done 

while the technology aspect column describes how this is done. This way, the BDMC serves as 

a bridge between the problem model (research objective 1.3) and the solution design specifica-

tion based on the Domain Driven Design methodology, the User Centered System Design 

methodology and UML (research objective 1.4). Detailed problem models and specifications are 

described in their individual sub subsections. The fundamental raison d’être of the BDMC is not 

to lose sight of the value creation within a Big Data project. The methodology aids in this regard 

by referring to the pursued research goals in its Data Effectuation and Data Interaction Business 
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Aspect fields, on which all other fields are based following the methodology described in sub-

section 2.7.3. 

Table 8: BDMC for research goal 1 

Process Business Aspect Technology Aspect 

Data Effec-

tuation 

The created value is in providing users (either 

machines or human beings) with text categori-

zation results without requiring much infor-

mation about the process (research goals 1 and 

2).  

The generated results contain explanations 

about why certain categorizations have been 

performed (research goal 4).  

Added benefit is the simplicity of installation, 

integration and system usage following Krug’s 

“Don’t make me think” approach [K14] (re-

search goal 1). 

Figure 25 illustrates this as UML use case 

diagram. This is essentially a meta perspective 

on all previously described use cases.  

 

Figure 25: C3 data effectuation business 

use cases modeled as UML use 

Technologically this effectua-

tion can be used in all manners 

of applications e.g. Argument 

mining. All the calling applica-

tion needs to implement is a set 

of calls to the API in order to 

use the component.  
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case diagram 

Data Inter-

action 

The data interaction occurs either between 

users or with other applications. The users are 

provided with a UI or CLI that facilitates all 

use cases listed in subsection 3.1.1. A scrip-

table CLI would also facilitate automation and 

repeatability of experiments. Therefore, it is 

also regarded as a type of API that programs or 

scripts can access  

A machine-readable API has to provide the 

same functionality (research goal 1). Figure 26 

visualizes this relationship. 

 

 

Figure 26: C3 data interaction business 

use cases modeled as UML use 

case diagram 

In order to make providing a 

TC microservice as easy for 

users as possible, the user 

should not need to have to in-

stall client components on his 

machine when a server or cloud 

environment provides the TC 

service. Therefore, the UI will 

be implemented as part of the 

microservice that internally 

accesses the machine-readable 

API. 

To fulfill the overall goal of 

easy deployment, every com-

ponent will include a server 

side component supporting the 

integrated UI. 

The CLI client will be an addi-

tional small component. There-

fore, the CLI client is part of 

the overall C3 application.  

Data Ana-

lytics 

A committee of classification algorithms per-

forms the analytics. Namely generating ma-

chine learning based text categorization re-

sults. 

To keep the need for complicated configura-

tion to a minimum, the system has to automat-

ically select appropriate hyper-parameters for 

these algorithms and the classification func-

The created artifact encom-

passes the implementations for 

research goals 3 and 4 (see 

section 3.3 and 3.4). The 

adopted component based ar-

chitecture utilizing a mostly 

common API facilitates their 

easy integration. This makes 

the system extendable with 
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tion.  

Figure 27 illustrates this as use case diagram in 

which the users’ goal is to obtain MLTC re-

sults. They can do so by either directly inter-

acting with an MLTC providing component or 

interacting with a committee component which 

in itself strives to obtain these results and to 

select appropriate hyperparameters.  

 

Figure 27: C3 data analytics business use 

cases modeled as UML use 

case diagram  

additional classifiers that can 

be integrated into the overall 

environment. 

It additionally contains a su-

pervised classification algo-

rithm which will be described 

in detail in subsection 3.1.7.  

The overall results are com-

bined by using a classifier 

committee which is specified in 

subsection 3.1.6.  

Data Inte-

gration 

The system has to control the following ob-

jects as outlined in subsection 3.1.1: 

The set of documents, the set of categories, the 

knowledge organization system (relationships 

between the categories), the target function (as 

collection of all manual categorizations), and 

the classifier results. 

Different target functions lead to a different 

model of the classifier, which will therefore 

perform different categorizations. The classifi-

er model and hyper-parameters used for train-

ing also have to be managed by the system. 

Figure 28 models this on a high level. Detailed 

use cases expressing this requirements can be 

found in Figure 23 and Figure 24. 

The system uses a micro-

service-oriented architecture. 

By definition, every micro-

service contains its own data. 

The relevant objects have to be 

handled in each microservice as 

explained in subsection 2.8.2.  

This can necessitate updates of 

the machine-learning model of 

multiple microservices in case 

of an update. For rolling out 

classifier model updates, I pro-

pose the usage of my Trainer / 

Athlete pattern described in 

subsection 3.1.3, which is a 

machine-learning extension of 
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Figure 28: C3 data integration business 

use cases modeled as UML use 

case diagram 

the CQRS pattern described in 

subsection 2.8.2.   

Datafication Datafication occurs in the iterative collection 

of the target function by either confirming or 

correcting classification results.  

 

Figure 29: C3 datafication business use 

cases modeled as UML use 

case diagram 

After computation, C3 compo-

nents can show the users which 

categorizations have been per-

formed (use cases 21-23). The 

users can then create manual 

categorizations and therefore 

grow the target function (use 

case 13). This can happen via 

another application using C3 

components, the C3 CLI or the 

UI which is part of the other C3 

components. This feedback 

loop also provides a foundation 

for research goal 2 (see section 

3.2).  
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This BDMC completes research objective 1.3 by creating a problem model for the remaining 

challenge and informs the subsequent Domain Driven Design for fulfilling research objective 

1.4 and creating C3.  

3.1.3 Domain Driven Design and Specification for a Rapidly Deploy-
able Artifact Providing TC via an External Interface 

Subsections 3.1.1 and 3.1.2 have created a problem model describing all use cases the C3 API 

and its components have to implemented. This subsection begins with the specification of the 

C3 API in order to address the described use cases. This API is based on a common information 

model relevant for informing it. The domain in focus of this Domain Driven Design is machine 

learning based text categorization as defined by the use cases from the previous two subsec-

tions. Figure 30 illustrates this focus and is oriented at the hexagonal architecture described in 

Figure 19 in subsection 2.8.2. The DDD focuses on the common interface relevant for all com-

ponents including NTFC and TEEK. Note that the committee service does not directly access 

TEEK, as it is no classifier (see section 3.5.1) but largely provides the same API.  

As explained in subsection 2.8.2, DDD focuses on a common domain model that is then re-

flected by all interfaces, namely the API, UI and CLI. The following subsections specify the 

common information model and API of all C3 components (subsections 3.1.3 to 3.1.5). Subsec-

tion 3.1.6 specifies the differences between the committee component’s information model and 

API on one hand and the common information model and API on the other hand. Subsection 

3.1.6 also specifies the algorithms used as business logic for the committee component. Subsec-

tion 3.1.7 specifies the utilized MLTC component’s API and information model differences to 

the common API and information model as well as its algorithms. Subsection 3.1.8 specifies the 

CLI component that serves to orchestrate the other components. Albeit every component has an 

individual UI, these UIs are largely identical. Only differences already described in the previous 

and subsequent (for NTFC and TEEK) API specifications are reflected in their individual UIs. 

As having an easy to use UI that minimizes necessary previous knowledge about MLTC for its 

usage directly aids research goal 2, the UIs are specified in subsection 3.2.2.  
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Figure 30: Focus of this subsection: The information model and component interface 

specification of C3 that is also used by NTFC and TEEK.  

The user shown in Figure 30 can either be a human being or another application. Applications 

call the component’s APIs or make external calls to the CLI. A human being can use the inte-

grated UI or another application to interface with the APIs of the C3 components. Alternatively 

the human being can use the CLI.  

As stated in subsection 2.8.2, Ubiquitous Language is a central concept of Domain Driven De-

sign. It means, that the same real-life concept should be expressed by the same name throughout 

the software. In forms of variables, database schemas et cetera. The Ubiquitous Language that is 

subsequently defined provides the foundation for a common information model for all compo-

nents that are part of C3. To do so, one needs to first define the utilized terminology in scope for 

fulfilling this research goal. 

Ubiquitous Language for MLTC in C3: 

 Document: A document contains text in a natural language. Text is a form of explicit 

human knowledge that has been stored within in the document.  

 Set of documents: The collection of documents in question for a certain project or 

application. 

 Category: A category is an abstract topic the content of a document can be about.  

 Set of categories: The collection of categories in question for a certain project or ap-

plication.  

 Category relationship: Two categories can have an relationships with each other. For 

knowledge organization systems, these relationships usually form super- or sub-
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categories which imply, that a document belonging to a sub-category also belongs to 

the super-category. This does not necessarily mean, that sub-categories have to always 

be hyponyms to super-category hypernyms. They can also model certain aspects of 

the categories (see section 2.2). 

 Knowledge Organization System: A knowledge organization system is a system that 

puts topics into relation with each other. Therefore, it is defined as the set of all cate-

gory relationships. Usually knowledge organization systems have a root from which 

all knowledge is organized. 

 Taxonomy: A taxonomy (see subsection 2.2.3) is a common, hierarchical knowledge 

organization system forming a DAG. KOS can potentially be cyclic, meaning that 

there can be multiple paths from the root to other topics. This is not the case for a tax-

onomy.  

 Manual categorization: The assignment of a document to a category performed by a 

human being.  

 Target function: The set of manual categorizations as defined by human users.  

 Automated categorization: The completed act of automatically assigning a document 

to a category. 

 Set of automated categorizations: Similar to the target function but comprised of all 

results produced by the classifier. 

 Natural language: A natural language used by human beings.  

 Term: An elemental building block of a natural language. 

 Set of terms: The vocabulary of a natural language is a set of terms. Classifiers can 

also use an explicitly defined set of terms for its operation. 

 Classifier: An automated system capable of assigning documents to categories. A 

classifier can have a set of categories and a set of documents to work on. Classifiers 

are usually application- or project specific. For example a classifier for physics litera-

ture will create unsuitable results when used for medicinal literature.  

 Model: In the context of machine learning, the term model refers to the finished train-

ing state of a classifier. The model controls, which documents are assigned to which 

category. It strongly depends on the target function the systems has been trained with 

as well as on a set of hyper-parameters. A model can only work for a specific set of 

categories. If the set of categories change, the model is no longer valid for the classifi-

er as it cannot produce adequate results for the set of categories. 

 Models: The collection of models for a specific classifier. 

 Training: The machine learning act of creating a model for a given target function. 

 Configuration: A configuration is a set of hyper-parameters used during training. 

These are depending on which classifier algorithm is used.  

 Evaluation: An effectiveness evaluation performed during training to measure how 

well the classifier performs in terms of correctly assigned documents when using a 

specific model. Therefore, every evaluation is model dependent.  
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Figure 31: Information model that serves as common domain model for the subsequent 

DDD process modeled as UML class diagram. 

Figure 31 shows an information model using the UML class diagram notation to illustrate rela-

tionships between entities, value objects and aggregates of the utilized Ubiquitous Language 

supporting persistence within the components. It serves as common domain model for the sub-

sequent DDD process. As explained in subsection 2.8.2, DDD makes use of entities, value ob-

jects and aggregates. Entities are objects with individual identity, which correspond to rows in 

traditional relational database tables or classes in object oriented programming. Figure 31 illus-

trates these aspects of the Ubiquitous Language as well as their relationships in a basic infor-

mation model of the problem area. Important entities for research goal 1 are: 

 Document 

 Category 

 Category relationship 

 Assignment (of a document to a category) 

such an assignment can either be: 

o Manual categorization 

o Automated categorization 

 Model 

 Configuration 

 Evaluation 
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 Natural Language 

 Term 

Aggregates are composite domain objects. They essentially form data structures organizing 

individual entities. Obvious aggregates are: 

 (The set of) documents 

 (The set of) categories 

 (The set of) relationships (which can also be a knowledge organization system or tax-

onomy) 

 Target function 

 Classifier results 

 Models 

 (The set of) configurations 

 (The set of) evaluations 

 (The set of) terms 

Upon further reflection, manual categorizations as well as automated categorizations are also 

aggregates linking documents with categories. Figure 31 models this using object oriented in-

heritance. Value objects are corresponding to class attributes in object oriented programming or 

columns in relational database tables. Each entity has multiple value objects, which do not make 

sense on their own.  

As stated in subsection 2.10.1, C3 needs to adhere to the microservice-oriented architecture 

paradigm to maximize flexibility and easy deployability. Domain Driven Design is well suited 

for microservice oriented architecture, as the defined capabilities reflect individual micro-

services. Figure 22 already introduced the hexagonal architecture pattern for components. In this 

way, the components can now be regarded as microservices (see subsection 2.8.2). Each micro-

service contains relevant subcomponents necessary to fulfill its domain function.  

Another major advantage of microservices besides flexibility and easy deployability are their 

capability to scale out with increased load. This is especially relevant in the context of Big Data 

where large quantities of data need to be processed. When scaling out microservices one has to 

distinguish between stateful and stateless microservices. Stateless microservices act idempotent-

ly. Their operations are not influenced by previous operations. Stateful microservices operate 

differently depending on previous operations. Scaling out a stateless microservice is simple: 

One simply has to replicate the service and balance the load to additional instances. Stateful 

microservices have to ensure, that the correct state is replicated between instances so that they 

operate as expected.   

This increases the difficulty to design stateful microservices. Command Query Responsibility 

Segregation (CQRS, see subsection 2.8.2) is a pattern used to achieve scale-out of stateful mi-

croservices. In CQRS, idempotent, stateless query requests are handled by one type of micro-

service while state changing, command issuing requests are handled by another type of micro-

service. Both access the same back-end data source and can scale individually (see Figure 20 in 
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subsection 2.8.2). State changing commands involve writing to the back end data source and 

typically require more time than entirely stateless microservices that only need to read data from 

the back end data source if they need to access it at all.  

MLTC is inherently stateful. The behavior of every classifier is dictated by the model it is us-

ing. The model is defined by the trainer algorithm using training data and hyper-parameters (see 

section 2.4). This means their output strongly depends on previous inputs. If a model has been 

computed, classifiers act stateless and the results to categorization requests are idempotent. 

Slight variations can only occur if random values are used within the classification algorithm. 

Categorization using a computed model are also usually much faster than the computation of the 

models themselves.  

To the best of my knowledge there is no design pattern for microservice oriented machine 

learning in literature. In order to have a common design template for C3’s microservices, I pro-

pose the Trainer/Athlete pattern which is based on the CQRS pattern. In CQRS different micro-

services are responsible for processing stateful commands and stateless queries. In the Train-

er/Athlete pattern, different microservices are responsible for computing the utilized model 

(Trainer microservice) and performing inference using the computed model (Athlete micro-

service). Both types of microservice are coupled using a model interface which is specific for 

every MLTC algorithm. For instance, a neural network model computed by a neural network 

Trainer microservice is of no use for a support vector machine Athlete microservice. 

Similar to the CQRS pattern, the time requirements for computation of a categorization or a 

model differ vastly. The CQRS pattern is however not directly applicable as the Athlete micro-

service actually acts stateful depending on the model it is currently using.  

Scaling-out model creation remains challenging because usually the model defining algo-

rithms need to process all known data points resulting in a lot of inter-node communication. 

Common approaches are to either distribute the example data (problem) or the generated model 

across multiple machines and subsequently combine these. Albeit Salama et al. proposed XAI in 

2019 as middleware to scale out the creation of neural network models, model creation mostly 

occurs within a single node [SLRB19]. Therefore, the Trainer/Athlete pattern primarily scales 

Athlete microservices to cover incoming categorization requests while considering Trainers as 

single microservice that could potentially use internal scale-out mechanisms.  

To explain the Trainer/Athlete pattern with an example, I will instantiate it for the MLTC 

component as follows: A user (either an application or human being) orders the overall system 

to perform a categorization. This categorization is performed by an MLTC Athlete service. The 

definition of how the categorization is performed is defined by an MLTC Trainer service. 

MLTC Athlete and Trainer services communicate by using the MLTC model API. Using this 

core pattern, the overall application can easily be scaled up by instantiating more Athlete ser-

vices to which incoming categorization requests can be load balanced.  
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Figure 32: The Trainer/Athlete pattern for microservice-oriented machine learning. 

In sports, athletes perform certain tasks like running, jumping or hurling objects. They are 

taught how to perform these tasks by their trainer. The analogy for microservice oriented ma-

chine learning is, that there is a collection of learners, in the context of TC classifiers, that all 

have been trained with the same model. These learners are the Athletes. Upon initialization, the 

Athletes query their Trainer for the appropriate model. The Trainer frequently performs training 

sessions in which new models are generated and evaluated. If a model performs better than pre-

vious models or is necessary due to the update of the set of categories, new Athlete instances 

can be created to perform the necessary operations while the old Athlete instances are shut 

down. Alternatively, the Athletes could exchange their model by querying a new model from 

their Trainer. There is an obvious link between Trainer and Athlete that is both implementing 

the same categorization method. Their interface is the model. The analogy to sports is, that a 

boxing Trainer might not be the best qualified to teach tennis. The Trainer service includes an 

implementation of the classifier used in the Athlete service that is used for training and result 

evaluation before providing new models to the Athletes. To make usage of the services as sim-

ple as humanly possible, the Trainer microservice also includes all service endpoints the Athlete 

microservices have. This has two advantages: Firstly, one can use the Trainer microservice as a 

stand-alone system. For example run it as a Docker container on a laptop while traveling. Sec-

ondly, one can externally test the results produced by the model.  

Note that the categorization endpoint is part of the common C3 API of all microservices that 

constitute it. The model endpoint differs from microservice to microservice, depending on 

which algorithms are utilized. This approach isolates the state of individual Athlete services as 

much as possible up to the point that individual services can even fail with the overall system 

still returning results. Even though microservices are supposed to be as independent from each 

other as possible, this is simply not possible when machine learning is involved. As part of the 

diffusion metaphase, this pattern has already been published in [EEH19].  
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Because of the distinction between Athletes and Trainers, use case 25 of performing a training 

is actually the creation of a model. Creating models using machine learning can be time con-

suming. Therefore, a user can make use of a progress indication during training. Even though 

research goal 2 aims to provide as little information as possible and always have useful defaults, 

a user might want to change the configuration of the Trainer, so that a model is generated using 

hyper-parameters different from the default. Because of these considerations, additional use 

cases arise, that further detail use case 25. Figure 33 illustrates these additional use cases that 

extend the common domain model of the utilized Domain Driven Design.  

 

 

Figure 33: Detailed use cases for machine learning training within C3 modeled as 

UML use case diagram 

Table 9 further describes these use cases continuing their numbering from previous use case 

description tables. 

Table 9: Machine learning related use cases for research goal 1 

Use 

case 

Use case and description 
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27 Read Training Progress 

When the Trainer is generating a new model, users have to be able to obtain progress 

information.  

28 Read Model 

The Trainer service has to provide the functionality for users or other microservices to 

read the generated model. 

29 Delete Model 

The Trainer service has to provide the functionality to delete an already created model. 

30 Create Configuration 

The Trainer service has to provide the functionality to create a new set of hyper-

parameters to use during training. 

31 Read Configuration 

Users have to be able to read the hyper-parameters of existing configurations. 

32 Update Configuration 

Users have to be able to update the existing configuration. 

33 Delete Configuration 

Users have to be able to delete existing configurations. 

34 Update Active Model 

Users have to be able to set a new active model in an Athlete service.  

 

An important element of the Domain Driven Design method is the context map. It displays 

what entities, value objects, and aggregates are used in which microservice. It is also used to 

show which of these is used in the communication between individual services. Because the 

context map for artifact 1 (C3) is relatively complex it is split up across multiple figures. Based 

on the employed Trainer/Athlete pattern, the context map is also different for Trainer and Ath-

lete services. These context maps serve two purposes: Firstly, they provide the information 

model used in either a Trainer or Athlete service. Secondly, in combination with basic CRUD 

operations provided by RESTful services, they specify the interface used to communicate with 

the microservice. As C3 is supposed to provide an external interface for MLTC, these context 

maps are central design elements for this artifact and therefore research objective 1.4. 

Figure 34 shows a high-level context map of a general Classifier Athlete as UML class dia-

gram. It omits details of the utilized classifier algorithm and shows one machine-learned model 

that is used by the classifier. Note that the set of relationships is not further distinguished as 

knowledge organization system or taxonomy as from a technical perspective they are stored and 

accessed the same way. Natural language, as well as the set of terms are also omitted as they are 
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implicitly included in the model which has been trained on this natural language and can include 

a set of terms. As this however is the abstract Athlete definition, the specifics are intentionally 

not included. Categorizations depend on the classifier to be created. Therefore, one could see 

the classifier as a factory for categorizations. The relevant entities for this task are aggregated 

into sets. Categories as well as documents have human readable labels. Where a document has a 

textual content, a category can have a description, which can serve two roles: Firstly, human 

users can use this description to better understand the category. Secondly, unsupervised classifi-

cation algorithms can make use from the description to better compare categories with docu-

ments (see subsection 2.3.11 and research goal 3). In order to comply with research goal 4, all 

categorizations have an explanation as part of their entity. Certain classification algorithms cre-

ate probabilities for their categorizations (see subsection 2.3.1). Therefore, categorization enti-

ties have the ability to store probabilities.  

 

Figure 34: High level context map of the Classifier Athlete formalized as UML class 

diagram 

Compared to the Classifier Athlete, the Classifier Trainer context map is more complex (see 

Figure 35). The first distinction is that between a categorization and an assignment. The catego-

rization is machine made and generated by a classifier, just like with the Athlete. For the Train-

er, the assignment is a manually provided example of which document belongs to which catego-
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ry. As it does not contain an explanation or probability, it is modeled as super-class of categori-

zation without these attributes. As with the Athlete, the classifier uses a model. In this case, the 

model is part of a set of models and was created by a Trainer. Similar to the classifier being a 

factory for categorizations, the Trainer is a factory for models. To comply with use case 27, 

every model has to model a progress measure of how much of the model has already been com-

puted. 

Every model is associated with an evaluation to enable use case 26. In order to create models 

and therefore evaluations, the Trainer needs a target function and a configuration. Oftentimes 

not only the training process but also the classification process itself needs appropriate hyper-

parameters. Therefore, every model contains a copy of the configuration it was trained with.  

 

Figure 35: Context map of the Classifier Trainer formalized as UML class diagram 

The communication between every Athlete and Trainer is performed using the model as data 

format. Models can be downloaded from the Trainer and permanently stored if so desired. One 

can provide the Athlete with a model after starting it. Alternatively, one can instruct the Athlete 

to download the model from the Trainer or another source where it was stored after the Trainer 

was shut down.  

Models only work, when the model reflects the set of categories as well as the set of relation-

ships between the categories. If either of them is changed after a model was set for an Athlete 

service, the Athlete service should indicate that a new model is required. As models are created 

by the Trainer microservice, the use case illustrated in Figure 36 arises. 
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Figure 36: Retraining Necessity Indication Use Case modeled as UML use case dia-

gram 

The use case illustrated in Figure 36 is further described Table 10 continuing the common use 

case numbering. 

Table 10: Retraining Necessity Indication use case 

35 Indicate retraining necessity 

The Athlete service has to show if a retraining of the available model is necessary. This 

is the case after every change to the set of categories and the set of relationships. The 

same is true for Trainer microservices. Training a model after the target function was 

modified can improve effectiveness. Therefore, Trainer services should indicate re-

training necessary after every change to the set of categories, the set of relationships, 

and the target function. 

 

Following the Trainer/Athlete pattern, the following microservices are necessary to address 

remaining challenge 1 and create a committee of multiple MLTC microservices: 

 Committee Athlete 

 Committee Trainer 

 MLTC Athlete 

 MLTC Trainer 
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 Control system for all services in order to form commit-

tees.  

Even though MLTC Athlete and MLTC Trainer fulfill all requirements to address remaining 

challenge 1, the common control system and committee mechanism enables the integration of 

additional microservices into an overall system. 

The following subsections provide details about the five previously mentioned services. They 

start with defining a common API and more detailed information model for Classifier Athlete 

and Trainer services. This is then refined for the committee and MLTC microservices that use 

different machine learning models and algorithms. The section finishes with details about the 

control mechanism used for all microservices.  

Subsections 3.1.4 and 3.1.5 only specifies the parts of the C3 Trainer API that are not already 

covered by the common Athlete API. Subsection 3.1.6 specifies the configuration, model and 

internal processes of the Committee Athlete and Committee Trainer microservices. 

Subsection 3.1.7 does the same for the TFIDF-SVM Athlete and TFDIF-SVM Trainer. 

3.1.8 concludes section 3.1 by specifying a common communication library and CLI. 

3.1.4 The Generic C3 Classifier Athlete API Specification 

Within C3, multiple classifiers can be used. In order to make them truly interchangeable, all 

have to conform to a common API supporting the previously described use cases. As pointed 

out, this common API has to be available on the Trainer as well as on the Athlete services. The 

Trainer services implement additional Trainer methods, which are described in subsection 3.1.5. 

As the modeled use cases support a CRUD logic, all API methods need to be modeled along 

these four possible verbs. Besides the used verbs, the address of the individual entities and ag-

gregates have to be modeled as well as the format of the data objects that are used to transfer 

data between calling and called services. Subsequently addresses will be expressed similar to 

Uniform Resource Identifiers (URIs) or file paths in a Unix or Linux file system. In combina-

tion with the CRUD verb they form method signatures of the API that are implemented by the 

individual microservices. This approach allows for multiple ways to pass parameters from a 

calling client to a called microservice. Path parameters are changes to the URI, for instance by 

integrating id numbers into it. Query parameters are used in the HTTP protocol to append 

key/value pairs to URIs. They can also be used in a conceptual API model. Body parameters 

allow to transfer complex data objects and other data to the microservice with each call. The 

microservice responds to each method call with a status code and an optional data object akin to 

those used for body parameters.  

Transferred data objects are modeled using UML class diagrams with simplified primitive data 

types. The data types that are really going to be used depend on the utilized data encoding for-

mat like XML or JSON. Therefore, the following model is limited to Boolean, numeral, and 

string primitives. To model aggregates of objects that instantiate the same class or primitive, 
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arrays are also used within the subsequent UML diagrams. As the primary use of these class 

diagrams is to define the utilized data format, privacy modifiers as supported by object oriented 

programming languages are omitted. Additionally, there are no methods within the class dia-

grams because the CRUD-verb in combination with the address define the utilized method. 

These UML diagrams only model data objects that can be used as body parameter or as return 

value from the microservices. This way, the specification is implementation independent. The 

actual implementation will be discussed in chapter 4. 

The specification of the common C3 Athlete API begins with the specification of the CRUD 

operations on category entities and their aggregates. As previously stated, the CRUD verbs in 

combination with the subsequent URI form method signatures that either use the following ob-

jects as parameters or return them. Due to the DDD concept of Ubiquitous Language, all subse-

quently defined objects are named after the MLTC concepts they express. For instance, individ-

ual categories are expressed as Category objects while the set of categories is expressed as a 

Categories object. 

For the use in body parameters or return values, categories are expressed as Category objects 

which are stored in an array within the Categories object. Every Category object has an numeral 

id property for future identification. As usual in Object Oriented Programming (OOP), and 

Object Oriented Design (OOD) which strongly influence UML, objects are concrete instances 

of their class [ISO19501]. Classes serve as templates for their respective objects. Therefore, the 

subsequent class diagrams show the abstract classes for the concrete objects being transferred as 

body parameters or return values. Ids are also added to every entity available in a C3 micro-

service. As research goal 2 is to minimize necessary existing knowledge, the following mecha-

nism for unknown ids is used for every entity: If the id is specified as -1, the next unused id is 

assigned to the object. This way, a user does not need to know the id of an object before adding 

it to a C3 microservice.  

 

Figure 37: Categories class and Category class modeled as UML class diagram 

READ /categories:  

Optional query parameter: hash 

Return value: Categories object or hash string 

This operation returns the set of categories as defined in use case 6 expressed as Categories 

object. Other microservices are likely to use this method to ascertain that this classifier is con-

figured for the same set of categories. In order to not have to compare all category entries indi-
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vidually, the calling microservice can append the query parameter hash=1 to the URI. This re-

turns a hash of all categories instead of the whole set. If the hashes are identical, not all catego-

ries need to be compared with each other greatly reducing network traffic and comparison time. 

READ /categories/$x:  

Mandatory path parameter: $x: numeral 

Return value: Category object 

This returns the single Category object with id equal to $x. If the category does not exist, the 

not found status code is returned to the caller.  

CREATE /categories:  

Mandatory body parameter: Categories object 

When calling CREATE /categories, a valid Categories object has to be transferred. If no 

valid Categories object is transferred, a client error status code is returned. All Category objects 

contained in the transferred Categories object are added to the microservice’s internally man-

aged set of categories. A successful operation will be signaled using a created status code. This 

update of the set of categories can require a retraining. Therefore, the READ /retraining 

return value is set to true.  

DELETE /categories:  

Deletes all Category objects currently stored in the classifier. This definitely requires retrain-

ing after setting new categories. Therefore, the READ /retraining return value is set to 

true. After deletion, the ok status code is returned to the caller. 

DELETE /categories/$x:  

Mandatory path parameter: $x: numeral 

Deletes the Category objects with id equal to $x. Additionally, all categorizations performed 

to this category are deleted and the READ /retraining return value is set to true to imply 

necessary retraining.  

UPDATE /categories/$x:  

Mandatory path parameter: $x: numeral 

Mandatory body parameter: Category object 

This operation sets category $x to a specific value. It either updates an existing Category ob-

ject or it creates it if no Category object with id equal to $x exists within the microservice. To 

do so, the transferred single category object needs to have its id set to $x. Otherwise, a client 

error status code is returned. Even though the updated category can be identical to that previ-

ously there, the GET /retraining return value is set to true because a call to modify the set 

of categories has occurred. 
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As previously mentioned and defined in the Ubiquitous Language, there can be relationships 

between categories. These relationships can be used to gather additional training data during TC 

by harnessing implicit category assignments. Category relationships are modeled as a graph in 

which the Category objects are nodes and their relationships are directed edges. These relation-

ship edges can have classifier logic relevant attributes. These relevant attributes are: 

 Equality relationship: If one document belongs to either of these categories, it implic-

itly also belongs to the other. 

 Super/sub-category: If one document belongs to a sub-category, it implicitly also be-

longs to the super-category. This is not necessarily the case the other way around. For 

example a document about melanoma can belong to the melanoma and cancer catego-

ries of MeSH. A document about leukemia does belong to the cancer category but not 

to the melanoma category.  

Category relationships form a knowledge organization system (KOS, see subsection 2.2.1) out 

of individual categories. Even though Ubiquitous Language dictates to call everything by the 

same name, knowledge organization system is not the plural of relationship. As it is a best prac-

tice to name collections of resources as their plural, the relevant URI for the utilized CRUD 

verbs within the method signatures is /relationships. Figure 38 shows the Relationships  

class  and Relationship class that serve as template for the Relationships objects and Relation-

ship objects that are used with all /relationships endpoints. The attributes fromId and 

toId identify categories. The string type identifies the relationship type.  

 

Figure 38: Relationships class and Relationship class modeled as UML class diagram 

READ /relationships:  

Optional query parameter: hash 

Return value: Relationships object or hash string 

Returns all category relationships stored within the microservice expressed as Relationships 

object containing an array of Relationship objects. Similar to the READ /categories meth-

od, this method is likely being used by other microservices to check if the classifier is trained 

for the same set of categories (as well as their implicit relationships). Therefore, it also imple-

ments the “query parameter hash=1” mechanism that is used by READ /categories.  

READ /relationships/$x:  
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Mandatory path parameter: $x: numeral 

Return value: Relationship object 

Returns the Relationship object with id equal to $x. If Relationship object with id equal to $x 

does not exist, the not found status code is returned.  

READ /relationships/from/$x:  

Mandatory path parameter: $x: numeral 

Return value: Relationships object 

Returns an Relationships object containing all Relationship objects where fromId equals $x. If 

the Category object with id equal to $x does not exist, the not found status code is returned.  

READ /relationships/to/$x:  

Mandatory path parameter: $x: numeral 

Return value: Relationships object 

 Returns an Relationships object containing all Relationship objects where the toId equals $x. 

If the Category object with id equal to $x does not exist, the not found status code is returned.  

READ /relationships/ancestors/$x:  

Mandatory path parameter: $x: numeral 

Return value: Relationships object 

Returns an Relationships object containing all Relationship objects that are super-categories of 

the Category object with id equal to $x. This includes super-categories of categories that have 

an equality relationship with the category object with id equal to $x. If the Category object with 

id equal to $x does not exist, the not found status code is returned. Using this method, all catego-

ries to which one document would implicitly belong were it assigned to the Category object 

with id equal to $x can be determined. This is primarily helpful for defining the target function 

within the Trainer microservice. For information purposes, it is also implemented in the Athlete 

API. As mentioned, the relationships form the edges of a graph in which the nodes are catego-

ries. Therefore, Breadth First Search (BFS) is used to identify all super-categories [CLRS01].  

CREATE /relationships:  

Mandatory body parameter: Relationships object 

This method has to be called with a valid Relationships objects. Validity includes only having 

relationships involving existing Category objects. If no valid Relationships object is transferred, 

a client error status code is returned. The transferred Relationship objects are added to the set of 

already known relationships within the classifier. Like everything modifying the set of catego-

ries and their relationships, this sets the READ /retraining return value to true.  

DELETE /relationships: 
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Deletes the entire set of relationships. This sets the READ /retraining return value to 

true.  

DELETE /relationships/$x:  

Mandatory path parameter: $x: numeral 

Deletes the Relationship object with id equal to $x. This operation is potentially updating the 

target function by removing equality and super/sub-category relationships. As it is out of scope 

for a Classifier Athlete service to check if this happens, this occurs on a Trainer microservice. 

Executing this operation sets READ /retraining to true.  

UPDATE /relationships/$x:  

Mandatory path parameter: $x: numeral 

Mandatory body parameter: Relationship object 

Sets the Relationship object with id equal to $x to a specific value. A valid Relationship object 

has to be transferred in which the id equals $x. Otherwise a client error status code is returned. 

Even though the updated relationship can be identical to that previously there, the READ 

/retraining return value is set to true because a call to modify the set of categories has 

occurred.   

READ /retraining:  

Return value: Binary Value needsRetraining 

Returns a simple object containing the binary value needsRetraining which is indicating 

whether the classifier requires a retraining. 

Methods using the /documents URI are used to manipulate the documents known to the 

classifier. Even though use case 20 covers the Athlete microservice core functionality of per-

forming MLTC on a new document, which strictly speaking does not require the manipulation 

of existing documents known to the microservice, methods to manipulate existing documents 

are also implemented for all Athletes for two reasons: Firstly, MLTC can be time consuming 

depending on the utilized algorithm. This way one can first transfer potentially lengthy docu-

ments to the microservice and then perform MLTC in a second step. Secondly, this increases the 

commonality between Trainer and Athlete services easing the development of applications in-

teracting with both. Methods to manipulate the set of documents stored in each microservice are 

important for Trainer microservices as they need this set of documents to generate a model. 
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Figure 39: Documents class and Document class modeled as UML class diagram 

Figure 39 shows the Documents class and Document class that serve as template for the Doc-

uments objects and Document objects used as body parameter or return value for methods using 

the /documents URI. There are two ways to transfer Document objects into the microservice: 

Firstly by having it encoded as body parameter when creating or updating documents, secondly 

be supplying a reference from where to download the text. The microservice then downloads the 

text on its own but also stores the reference URL of the text. This way, the texts can be stored at 

a location which the microservice can access with high throughput and low latency potentially 

speeding up the process of supplying the microservice with the necessary documents. The fol-

lowing methods have to be implemented by all C3 microservices: 

READ /documents:  

Return value: Documents object 

Returns all documents known to the Trainer as Documents object containing an array of Doc-

ument objects. 

READ /documents/$x:  

Mandatory path parameter: $x: numeral 

Return value: Document object 

Returns the Document object with id equal to $x. If there is no such document object stored in 

the microservice, the not found status code is returned.  

CREATE /documents:  

Mandatory body parameter: Documents object 

This method is used to transfer a collection of documents to the microservice. The body pa-

rameter has to be a valid documents object file. Otherwise, the client error code is returned. The 

documents specified within the array can either completely contain their text or have the URL 

attribute set. If the URL parameter is set, the microservice will download the content from the 

specified URL overwriting whatever was stored in the uploaded content attribute. 

UPDATE /documents/$x:  

Mandatory path parameter: $x: numeral 

Mandatory body parameter: Document object 



Model 157 

This method is used to set the document with id equal to $x to precisely the specified trans-

ferred values. A valid document object has to be transferred as body parameter for which the id 

has to be equal to $x. Otherwise, a client error code is returned. If the URL attribute is set, the 

content will be downloaded from the specified URL overwriting what was stored in the content 

attribute of the transmitted body parameter.  

DELETE /documents/$x:  

Mandatory path parameter: $x: numeral 

This method is used to delete the Document object with id equal to $x from the microservice. 

DELETE /documents: 

This method deletes all Document objects from the microservice. 

The methods using the next URI define the core classifier functionality. Figure 40 shows the 

Categorizations class and Categorization class that serve as template for the Categorizations 

objects and Categorization objects that are used as body parameter and return value by methods 

using the /categorizations URI. As usual for all entities, the Categorization objects are 

stored as an array within the Categorizations object. Every categorization has its own id along 

with a documentId and categoryId attribute that define which document is assigned to which 

category. Additionally, the API provides a probability field that should contain a floating point 

value between 0 and 1. There is also a string in which a natural language explanation for the 

categorization decision can be stored to accommodate research goal 4.  

 

Figure 40: Categorizations class and Categorization class modeled as UML class dia-

gram. 

READ /categorizations:  

Return value: Categorizations object  

Returns all categorizations performed by this classifier expressed as Categorizations object 

containing an array of Categorization objects. 

READ /categorizations/$x:  

Mandatory path parameter: $x: numeral 

Return value: Categorization object 
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Returns the Categorization object where the id attribute value is equal to $x. If it does not ex-

ist, the not found error code is returned. 

READ /categorizations/documents/$x:  

Mandatory path parameter: $x: numeral 

Return value: Categorizations object 

Returns all categorizations performed for the Document object with the id attribute value equal 

to $x. This means, that the returned Categorizations object contains an array of Categorization 

objects for which the documentId attribute is equal to $x. If document $x does not exist, a not 

found error code is returned. 

READ /categorizations/categories/$x:  

Mandatory path parameter: $x: numeral 

Return value: Categorizations object 

Returns all categorizations performed for the Category object with the id attribute vale equal 

to $x. This means, that the returned Categorizations object contains an array of Categorization 

objects for which the documentId attribute value is equal to $x.If the Category object with the id 

attribute value equal to $x does not exist, a not found error code is returned. 

CREATE /categorizations:  

Mandatory body parameter: Document object 

Return value: Progress object 

This method has to be called with a valid Document object (see Figure 39). Therefore, it will 

automatically create the specified document object within the microservice. If the user does not 

know the intended document id, -1 can be specified to automatically generate a new one. This 

endpoint will not return a Categorizations object but rather a Progress object (Figure 41 shows 

the Progress class that serves as template for all Progress objects). The Progress object con-

tains the address property which stores the URI (/categorizations/documents/$x) at 

which the user can find categorization results for the transferred Document object after the 

MLTC process is finished. 

 

Figure 41: Progress class modeled as UML class diagram 

CREATE /categorizations/existing/$x:  
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Mandatory path parameter: $x: numeral 

Return value: Progress object 

Calling this methods triggers the MTLC categorization process for an existing Document ob-

ject with id equal to $x. If document $x does not exist, the not found error code is returned. If a 

Document object with id equal to $x exists, the same operations as in the CREATE 

/categorizations method are performed and a Progress object is returned.  

DELETE /categorizations: 

Deletes all Categorization objects within the classifier. This can be used to free up memory or 

reset the classifier for a completely new task.  

DELETE /categorizations/$x:  

Mandatory path parameter: $x: numeral 

Deletes the Categorization object with id equal to $x. If it does not exist, a not found error 

code is returned. 

There are no UPDATE requests for /categorization because they make no sense in the context 

of the functionality of a classifier. These functions potentially fulfill all required functionality 

for text categorization. This way, the Classifier Athlete API accommodates use cases 1 – 12, 19-

24, and 35.  

The Classifier Athlete services need a model to function. Even though Athletes do not com-

pute models, they need to store at least one active model that is used for the MLTC process. 

This is supported by methods using the /model URI. The used Model objects’ classes are de-

pendent on which classifier algorithm is implemented. As shown in Figure 35, the Model class 

contains a Configuration class to have all necessary hyper-parameters. As with all API entities, 

the Model objects and Configuration objects have ids. The exact Model objects and Configura-

tion objects are described in their respective sub-subsections 3.1.6 and 3.1.7. 

READ /model:  

Return value: Model object 

Returns a Model object that expresses the model that is currently used by the classifier. There 

is never more than one model in active use by the Athlete. 

UPDATE /model:  

Mandatory body parameter: Model object 

Optional query parameter: loadFrom: string 

Calling this method sets the model of the classifier by transferring a valid Model object to the 

microservice. If the model is not valid, the client error code is returned. The method also im-

plements the query parameter loadFrom. If the query parameter is set with a valid URL, no 

model has to be transferred in the message body because the microservice will download it from 
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the specified location. This way, potentially large models can be stored in a place on the net-

work that the microservice can access with low latency and high throughput. 

CREATE /model:  

Mandatory body parameter: Model object 

Optional query parameter: loadFrom: string 

Performs exactly the same way as UPDATE /model method. Even though this method is 

technically superfluous, it is still implemented because all other URIs used for Athletes also 

implement the CREATE verb. This consistency can ease implementing applications that inter-

face with C3 microservices.  

This finishes the Classifier Athlete API specification. To further ease integration into complex 

environments, Classifier Athlete microservices will not include an internal persistence mecha-

nism. Instead, one can easily save and backup whatever was created in a C3 microservice by 

calling its READ operations and simply storing the returned objects when and where appropri-

ate. As C3 microservices are compatible with each other except for their Model objects and 

Configuration objects, these stored objects are interoperable with all other C3 microservices. 

Next, the Classifier Trainer API is described so that models for different problems can be creat-

ed.  

3.1.5 The Generic C3 Classifier Trainer API Specification 

As mentioned in the previous sub-sections, a Classifier Trainer service includes a Classifier 

Athlete service. Therefore, it has to implement the same API methods. In order to train a model, 

a Trainer has to know the target function. Therefore, it additionally possesses CRUD methods 

using the /targetfunction URI. Albeit it is a best practice to refer to collections of entities 

as their plural, the term target function is central for the domain model of machine learning 

based text categorization. In this case, the best practice of referring to collections of entities as 

their plural is actually contradictory to the principal of Ubiquitous Language used in DDD. 

Therefore, the class is called TargetFunction while the used URI for all methods used to manip-

ulate the target function is /targetfunction instead of Assignments and /assignment. 

The Assignment object array property within the TargetFunction class is still called assignments 

as it is simply an array of assignment objects.  

 

Figure 42: The target function API 
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Figure 42 shows the TargetFunction class and Assignment class that serve as templates for the 

TargetFunction objects and Assigment objects used as body parameters and return values for 

the methods using the /targetfunction URI.: An array of Assignment objects which refer-

ence Document objects and Category objects by their ids. The Assignment class is simpler than 

the Categorization class shown in Figure 40, because it is lacking an explanation as well as a 

probability. The following CRUD methods use the /targetfunction URI: 

READ /targetfunction:  

Return value: TargetFunction object 

This method returns the entire target function encoded as TargetFunction object. This includes 

actual manual assignments as well as implicit assignments derived from the category relation-

ships. Both types of assignments are encoded as Assignment objects  which are stored as an 

array within the TargetFunction object. The individual manual categorizations are identified 

with a unique positive integer value as id attribute value. The implicit categorizations all have 

an id value of -1. This way, explicitly created manual assignments can be distinguished from 

implicitly derived assignments. Using a value of -1 as id in Assignment objects for implicit as-

signments fits the API of the CREATE /targetfunction method in which ids of -1 are 

used to automatically generate new ids for manual assignments. This mechanism can be used by 

users to verify if such implicit assignments actually make sense and can be turned into manual 

assignments. 

READ /targetfunction/$x:  

Mandatory path parameter: $x: numeral 

Return value: Assignment object 

Returns the Assignment object for which the id attribute value is equal to $x. If it does not ex-

ist, a not found error code is returned. 

READ /targetfunction/documents/$x:  

Mandatory path parameter: $x: numeral 

Optional query parameter: manualOnly: numeral 

Return value: TargetFunction object 

Returns all manual category assignments for the Document object for which the id attribute 

value is equal to $x. The return value is encoded as TargetFunction object containing an array 

of Assignment objects. If the Document object in question does not exist in the microservice, a 

not found error code is returned. Depending on category relationships, this method also returns 

all implicit category assignments in a similar fashion as the READ /targetfunction 

method. These have not been created by a human being but are nonetheless relevant because the 

document implicitly belongs to these other categories as well. This behavior can be switched off 

using the optional manualOnly=1 query parameter.  
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READ /targetfunction/categories/$x:  

Mandatory path parameter: $x: numeral 

Optional query parameter: manualOnly: numeral 

Return value: TargetFunction object 

Calling this method returns all manual category assignments to the category which is ex-

pressed as the Category object that has an id attribute value equal to $x. The return value is en-

coded as TargetFunction object containing an array of Assignment objects. If this Category 

object does not exist within the microservice, a not found error code is returned. Depending on 

category relationships, this also returns all implied category assignments. These have not been 

done by a human being but are nonetheless relevant because the document implicitly belongs to 

these other categories as well. This behavior can be switched off using the optional manualOn-

ly=1 query parameter. 

UPDATE /targetfunction/$x:  

Mandatory path parameter: $x: numeral 

Mandatory body parameter: Assignment object 

This method updates a specific manual categorization identified using the path parameter $x. 

A valid Assignment object with id equal to $x has to be transferred to the microservice. Other-

wise a client error code response is returned. This potentially changes the target function, which 

will necessitate a retraining for increased effectiveness. Hence, this sets the READ 

/retraining return value to true. 

DELETE /targetfunction:  

Deletes the entire target function. This means, that all Assignment objects within the micro-

service are deleted. After a new target function is created, retraining is definitely necessary. 

Therefore, this operation sets the READ /retraining return value to true. 

DELETE /targetfunction/$x:  

Mandatory path parameter: $x: numeral 

Deletes a specific manual categorization identified by the Assignment object having an id at-

tribute value equal to $x. If this Assignment object does not exist, a not found error code is re-

turned. This potentially changes the target function, which will necessitate a retraining for po-

tentially increased effectiveness. This sets the READ /retraining return value to true.  

CREATE /targetfunction:  

Mandatory body parameter: TargetFunction object 

A valid TargetFunction object has to be transferred as body parameter. Otherwise, a client er-

ror response code is returned. All Assignment objects defined in the transferred TargetFunction 

object are added to the internal representation of the target function. Existing Assignment ob-
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jects with the same value stored in their id attribute are overwritten. This sets the READ 

/retraining return value to true.  

The set of methods utilizing the next URI uses different Configuration classes with every 

Classifier Trainer implementation. The URI /configuration contains the settings of the 

Trainer used during the creation of a model. These are obviously dependent on the utilized TC 

algorithm. There always needs to be one configuration. Therefore, every Trainer is initialized 

with defaults. As Figure 43 shows, there are some attributes that are common to all Classifier 

Trainer implementations. As with all collections, the configurations are expressed as an array 

and each of the contained objects is identified by an id. It also contains the folds attribute. This 

is actually the value n of n-fold cross validation (see subsection 2.4.5), which is used during 

training. The default value is 3. The next attribute is the Boolean includeImplicits. The default 

value is true in order to leverage all available information. It defines whether the Trainer should 

take implicit assignments due to the category relationships into account or not. Certain classifi-

ers create probability values how likely a document belongs to a category or not. The assign-

mentThreshold attribute controls how high this probability should at least be in order to create 

an assignment object within the classifier. Therefore, its interval is between 0 and 1. High as-

signment thresholds create high precision because only very likely assignments are actually 

stored by the classifier. Low thresholds create high recall values because the probability does 

not have to be high in order to create an assignment. The default value is .5. Lastly, the selec-

tionPolicy attribute is also used during n-fold cross-validation. As explained in subsection 2.4.5, 

n models are created and evaluated with n disjoint evaluation sets. The model with the best ef-

fectiveness is chosen as final model after training. There are multiple ways to measure effec-

tiveness as also lined out in subsection 2.4.5. The C3 Trainers support the following values ex-

pressed as strings: MicroaverageF1, MicroaveragePrecision, MicroaverageRecall, Macroaver-

ageF1, MacroaveragePrecision, MacroaverageRecall. The default value is MicroaverageF1 

because this selects the model with the overall maximum true positives.  

 

Figure 43: Configurations class and Configuration class modeled as UML class dia-

gram 

READ /configurations: 

Return value: Configurations object 

Returns the Configurations object containing all Configuration objects currently stored in the 

Trainer.  
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READ /configurations/$x:  

Mandatory path parameter: $x: numeral 

Return value: Configuration object 

This method returns the Configuration object for which the id attribute value is equal to $x. If 

it does not exist, the not found error code is returned. 

CREATE /configurations:  

Mandatory body parameter: Configurations object 

This method has to be called with a valid Configurations object. Otherwise the client error 

code is returned. It adds all configurations encoded in the Configuration objects within the Con-

figurations object of the body parameter to the internal set of configurations within the classifi-

er. 

UPDATE /configurations/$x:  

Mandatory path parameter: $x: numeral 

Mandatory body parameter: Configuration object 

Sets the Configuration object with id equal to $x in the microservice to the object transferred 

in the body parameter. To do so, the value of the id attribute of the transferred Configuration 

objects has to be equal to $x. Otherwise the not found error is returned. 

DELETE /configurations:  

Calling this method deletes all configurations stored in the microservice.  

DELETE /configurations/$x:  

Mandatory path parameter: $x: numeral 

Calling this method deletes the Configuration object with id equal to $x from the micro-

service. If this Configuration object does not exist, the not found error code is returned. 

The methods utilizing the next URI perform the central operation of the Trainer: Creating a 

model. Note that this URI is called /models instead of /model. A Classifier Athlete only has 

one model it is using to enable the methods using its /categorizations URI. The Trainer 

can have multiple models that are stored in the microservice after creation.  

READ /models 

Return value: Models object 

Calling this method returns a list of all available models. This list is encoded as an array of 

Progress objects (see Figure 41). The address attributes of the returned Progress objects con-

tain the URIs of all models trained by the Trainer service. Additionally, the training progress of 

these models is stored in the progress attribute of the Progress objects. If the Trainer is not cur-
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rently creating a new model, the progress for each model is 1. This way a user can see, how far 

along the training of the model is (use case 27).  

READ /models/$x:  

Mandatory path parameter: $x: numeral 

Return value: Model object 

Returns the model for which the id attribute value is equal to $x. If it is still being created, eve-

rything already generated is returned. Depending on the implemented algorithm, partial models 

can already provide insight in certain problems.  

CREATE /models:  

Mandatory query parameter: confId: numeral 

Return value: Progress object 

This method has to be called with the confId query parameter. If there is a Configuration ob-

ject with id equal to the confId query parameter, training of a new model is started. It returns a 

Progress object (see Figure 41) referencing the newly created model with a progress value of 0. 

If no query parameter is provided or the referenced Configuration object does not exist, the 

client error code response is returned. Training a model is comparatively resource intensive. 

Therefore, a Trainer microservice can only generate one at a time. If training is already in pro-

gress, the Trainer microservice returns a Progress object referencing the model currently being 

created. Its progress attribute value is >0 which allows to distinguish between successful starts 

of new trainings or premature calls of this method. If additional models should be created in 

parallel, more Trainer microservices can be started anywhere necessary.  

DELETE /models:  

Deletes all Model objects and Evaluation objects in this microservice. 

DELETE /models/$x:  

Mandatory path parameter: $x: numeral 

Deletes a specific Model object as well as its Evaluation object identified by having an id at-

tribute value equal to $x.. 

The trainingLog attribute present in all Model objects is used during development of the mi-

croservice in order to log debug information during the training process. It is part of every Mod-

el object, so that the correct functionality of the developed algorithms can be more easily as-

sured by providing visibility. Even though it becomes superfluous once a classifier is complete-

ly developed, it is retained in order to not compromise API compatibility with previous ver-

sions. Additionally it is a useful tool when additional functionality is implemented. 

Note that there is no way to UPDATE /models method within the system. The Trainer cre-

ates Model objects but is not supposed to store different Model objects. Training of a classifier 

involves n-fold cross-validation. Therefore, it intrinsically collects performance data during 
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training. The best model according to the selection policy specified in the configuration is se-

lected. The effectiveness values for all Model objects are stored in the microservice. 

 

Figure 44: Evaluations class, TrainingSession class, Evaluation class, and EvalCatego-

ry class modeled as UML class diagram  

Figure 44 illustrates the classes used as template for the objects returned by the methods utiliz-

ing the /evaluations URI. The Evaluations object contains an array that keeps the results 

of all training sessions performed by this classifier. The TrainingSession object contains attrib-

utes for a timestamp and a description. The individual fold evaluations are stored as an array of 

Evaluation objects within the TrainingSession object. These TrainingSession objects correspond 

with the models having an equal id attribute value. Each TrainingSession object contains the 

Boolean attributes includeImplicits to store if the model’s training made use of implicit assign-

ments based on category relationships. It also contains attributes to store the used assignment 

threshold as well as the foldId attribute to identify it. For every Evaluation object, micro- as 

well as macroaverage precision, recall, and F1 are stored in their corresponding attributes (see 

subsection 2.4.5). The Evaluation object contains an array of EvalCategory objects. As they 

correspond to categories, they have the Category object attributes of id, label, and description. 

They additionally store true positives, false positives, true negatives, precision, recall, and F1 

values for each category in their corresponding attributes. 

READ /evaluations:  

Return value: Evaluations object 

Calling this method returns evaluations for all models generated by this microservice encoded 

as Evaluation object as visualized in Figure 44. 

READ /evaluations/$x:  

Mandatory path parameter: $x: numeral 

Return value: TrainingSession object 
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Calling this method returns the evaluation of the model accessable via the GET /model/$x 

method. If it does not exist, the not found error code is returned. The result is encoded as Train-

ingSession object. 

Note that there are no CREATE, DELETE, and UPDATE operations for /evaluations URI. 

This is because they are coupled to Model objects. These Classifier Trainer methods accommo-

date the remaining use cases that have been specified so far. Using this general API specifica-

tion, the next two sub subsections provide detailed specifications for two concrete algorithms 

that can operate in this environment. These include the concrete utilized Configuration class and 

Model class for these microservices.  

At this point, the common C3 API for Trainer- and Athlete services has been specified. The 

next subsections provide details about the employed algorithms as well as the necessary Config-

uration class and Model class specifications for applications using these microservices.  

3.1.6 Algorithm and API Specification for Committee Trainer and 
Athlete Services 

The committee Trainer and Athlete services implement the Trainer/Athlete APIs described in 

subsections 3.1.4 and 3.1.5. They perform their categorizations in a meta-way because they 

combine the results of different classifiers to generate their own categorizations.  

 

Figure 45: Committee Athlete and Trainer microservices 

Figure 45 illustrates this meta-categorization approach as well as the focus of this subchapter 

in context with the Trainer/Athlete pattern by showing Committee Athlete and Trainer micro-

services that are utilizing different MLTC Athletes that in turn use different models. Incoming 
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categorization requests are fulfilled by committee Athletes. These Athletes in turn query MLTC 

Athletes that also implement the categorization API. These MLTC Athletes can implement 

completely different MLTC algorithms or use the same algorithm while using models trained on 

different training data. Their results are combined by weighting individual results according to 

their credibility. Their credibility is determined by the committee Trainer which in turn also 

needs to query the categorization API of the utilized MLTC Athletes. This illustrates the 

strength of the common categorization API and the Trainer/Athlete pattern: Individual categori-

zation algorithms can be mixed and combined as needed with the potential to scale out as re-

quired.  

Therefore, their Configuration class is an extension of the general Configuration class with an 

array of Athlete objects. These are the Athlete microservices that the committee is using for its 

functionality.  

 

Figure 46: Committee Configuration API modeled as UML class diagram 

Figure 46 shows, that each Athlete has an id, URL, and description attribute. The description 

is optional while the URL is necessary to address the used Athlete’s CREATE 

/categorizations and READ /categorizations methods.  

The categorization itself is performed as weighted average of all Athletes. The Categorization 

objects of the Athlete contain assignment probabilities. If the weighted average assignment 

probability to assign document d to category c of all classifiers is higher than the assign-

mentThreshold value, the committee creates a Categorization object with the weighted average 

probability as probability attribute. This is expressed by Formula 53, where �(�, �) is the over-

all likelihood for document d belonging to category �. It is computed using the individual likeli-

hoods ��(�, �) according to classifier i. In the equation �� is the weight of classifier �. A denotes 

the set of all Athletes. The value for ��(�, �) is queried from the Athletes by first calling their 

CREATE /categorizations methods with d encoded as valid Document object. If the 

committee performs the categorization of a document with id = -1, it first creates the Document 

object internally, generates an id >=0 and uses this new id when calling the Athletes. This way it 

can call the READ /categorizations/documents/$id method of the Athlete to de-

termine all categories the classifier assigned the document to. If no category exists for d and c, 

p�(d, c) = 0.  
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Formula 53:  �(�, �) =
����(�,�)

|�|
 

In order to weigh the individual Classifier Athletes, the committee has to know how well the 

individual classifiers perform. This information is stored in its Model objects.  

 

Figure 47: Committee Model class, Committee Configuration class and Committee Ath-

lete class modeled as UML class diagram 

The weights are easily expressed as an array of real values between 0 and 1. More interesting 

is, how they are created. One can either manually encode values in the Model object, e.g. if all 

classifiers should be equally weighted. Alternatively the committee Trainer microservice is 

used. As with every Trainer, there needs to be a configuration and a target function consisting 

out of documents, categories, manual document-to-category assignments, and optional category 

relationships. For training, Athletes are called the same way as during normal categorization. 

The committee calls the Athletes to categorize all documents. Afterwards it analyzes the Ath-

lete’s results by internally creating Evaluation objects (see Figure 44). Depending on the selec-

tionPolicy set in the Configuration object, the specific effectiveness measure is selected as 

weight for the classifier. The weights are then normalized so that the weights array sums up to 

1. 

Afterwards, the computed weights are used to apply Formula 53 to all Athlete results and cre-

ate an overall evaluation for the effectiveness of the committee. The committee is not responsi-

ble for training models of the Athletes it uses. Because of this, it is querying the Athletes with 

all documents known to it and uses their results for its evaluation. This means, that no n-fold 

cross-validation takes place. Instead, the foldId attribute of the Evaluation object is used to 

specify the effectiveness of a specific Athlete. This makes the committee Trainer service a ver-

satile tool for evaluating classifiers employing specific models on data previously unseen by 

these classifiers. For instance to measure how well they can distinguish pro from contra argu-

ments in documents about previously unseen topics. The attribute trainingSetSize is not required 

to fulfill research goal 1. Instead, it is used to explain the generated results (see subsection 

3.4.2).  

Next, the detailed specification for a potential implementation of the C3 Classifier Trainer and 

Athlete API that can be used in a committee is introduced. One can easily form a committee of 

multiple instances of this microservice. Even though the code is identical, these instances can be 
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trained with different target functions and use different Configuration objects to create different 

results. These can then be used in the committee to maximize effectiveness. 

3.1.7 Algorithm and API Specification for MLTC Trainer and Ath-
lete Services using the TFIDF and SVM 

This subsection specifies the MLTC Trainer and Athlete services. Figure 48 illustrates this in 

context of the Trainer / Athlete pattern. Note that they are referred to as TFIDF SVM instead of 

MLTC as these are the concrete algorithms chosen for their implementation due to the follow-

ing reasons. 

 

Figure 48: Focus of this subsection in context with the Trainer/Athlete pattern 

The TFIDF SVM Trainer and Athlete services are straightforward TC implementations that 

facilitate feature extraction, feature selection, and classification (see subsection 2.3.2) without 

requiring any additional manually provided knowledge resources (tacit knowledge, see section 

2.1). Therefore, they fulfill research goals 1 and 2 and are addressable using the Trainer and 

Athlete APIs described in subsections 3.1.4 and 3.1.5.  

I have chosen these algorithms for three reasons. Firstly, SVMs are computational lightweight, 

i.e. they are not requiring a lot of resources. This is important for a bootstrapping scenario in 

which the microservice might run as stand-alone system on a laptop. Secondly, literature has 

shown their high effectiveness compared to other classifiers [S02][FCB14]. Even though deep 

learning has reportedly outperformed SVMs in terms of effectiveness, training deep learning 

models requires larger amounts of training data and more computational resources 

[K16][MD19]. Both directly contradict the research goals of having an easily deployable, quick-

ly usable artifact that uses as little humanly created resources as possible. As the margin of im-

proved effectiveness is relatively small, in some cases nonexistent with SVMs outperforming 

deep learning classifiers (e.g. in the Semeval-2016 argument stance recognition challenge), no 

deep learning approach was adopted for this purpose [MKSZC16]. The fact that SVMs outper-
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formed deep learning in argument stance recognition, a highly relevant task for RecomRatio, 

underlined the decision to use SVMs. Thirdly, features based on TFIDF are relatively easy un-

derstandable therefore providing a foundation for explainability. Even though word embeddings 

or pretrained language models such as BERT (see subsection 2.3.8) provide a superior feature 

representation, one requires pretrained word embeddings or language modeling neural networks 

to use them. Albeit these can easily be downloaded from public sources, needing one less step 

speeds up the adoption of TC in an application. The flexibility of the C3 API is, that one can 

easily create another MLTC microservice by exchanging the internally used algorithm and then 

use it the same way as any other C3 MLTC microservice, stand-alone or in a committee.  

The Configuration object of this microservice contains the attribute topTermsPerCat and the 

additional SvmParameter object. The latter contains parameters relevant for SVM implementa-

tions. Because the microservice comes with a default configuration, a user does not need to 

know all details when starting to use this microservice for TC. However, their modification can 

influence the effectiveness of generated models. Therefore, these objects are editable.  

Figure 49 shows the Configuration class and SvmParameter class used as template for Con-

figuration objects used by the TFIDF-SVM classifier. The attribute topTermsPerCat has to do 

with the feature extraction scheme, which is to select the specified amount of terms that have 

the highest TFIDF value within all documents belonging to a specific application. For instance, 

if there is a value of 20 for topTermsPerCat, the Trainer adds the 20 terms with highest TFIDF 

for each category to the controlled vocabulary, if it does not already contain the term. Addition-

ally, the highest TFIDF value term per document is added to the controlled vocabulary if it is 

not already in it.  

 

Figure 49: TFIDF SVM Configuration API 

The SvmParameter object contains the attribute svm_type. It encodes the mode of operation. 

The TFIDF SVM microservice uses the two possible values: c_svc and nu_svc. These are the 

SVM modes relevant for multi category classification. As explained in subsection 2.4.3, there 

are different methods for SVMs to work with non-linearly separable datasets (see subsection 

2.4.4). The difference between these two modes is how they allow exception points on the 
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wrong side of the hyperplane. The difference is in the application of penalty or cost values for 

these points during the computation of the hyperplanes. For c_svc the cost value c can be be-

tween 0 and infinity. Its default value is 1. For nu_svc, the cost value nu can be between 0 and 

1. Its default is 0.5. The default mode is c_svc with c=1, because it provided favorable results in 

preliminary experimentation. It can always be changed. 

The object also contains the attribute kernel_type. It encodes the different kernel equations that 

are available for the library (see subsection 2.4.3). As explained, the kernel is a function that is 

used to project the hyperplane into a higher dimensional space so that it can better handle non-

linearly separable datasets. It changes the definition of the dot product during application of 

Formula 37. For the following kernel_type formulae, u is the first vector and v is the second 

vector. Therefore, it is defined as �(�, �) → � with vectors �, � ∈ ℝ� and � ∈ ℝ. The value �⊺ 

is the transpose of u. The comparison images between the individual kernels, as well as an addi-

tional explanation are available online [@S18]. 

The linear kernel uses the formula �(�, �) = �⊺�. Therefore, it is the regular dot product. As 

such, it creates a linear hyperplane as shown in Figure 50. 

  

Figure 50: Linear kernel example (left) and poly kernel example (right) from [@S18]. 

The poly kernel uses �(�, �) = (����� ∗ �⊺ ∗ � + ����0)������. This creates a curved hy-

perplane as shown in Figure 50. The rbf kernel uses �(�, �) = �������∗|���|�
. This function 

creates rounded hyperplanes as shown in Figure 51. The sigmoid kernel uses �(�, �) =

tanh (����� ∗ �⊺ ∗ � + ����0). This folds the hyperplanes in such a way, that opposing cor-

ners of the projected space are above or below the plane. This is also illustrated in Figure 51. 
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Figure 51: RBF kernel example (left) from [@S18] and Sigmoid hyperplane example 

using gamma=0.05 and coef0=0 (right). 

The default kernel type is linear as it is the quickest to compute and created favorable results 

in preliminary experiments when using it with the TFIDF feature extraction scheme. The others 

are more complex but can fit given data better. A user can experiment with different kernels to 

find the model best fitting the needs of the application. The different kernel types make use of 

the parameters gamma, coef0, and degree. Their default value for gamma should be the inverse 

of the dimensionality. E.g. for 40 terms, 
�

��
. Even though this can be computed by using the 

available amount of terms it is still explicitly stored to have all values relevant for computation 

within the object. As hyper-parameter it is ignored, so that the user needs less knowledge about 

the process. The default value for coef0 is 0, while that of degree is 3.  

The parameter cache_size defines how many MB are used to cache results. The default is 40. 

Increasing the value can speed up training. The parameter eps stands for epsilon and defines the 

tolerance for the termination criterion. The higher it is, the quicker the model can be computed 

but the lower the effectiveness values it will obtain. The default value for eps is .001.  

SVMs can be trained using a mechanism for skewed datasets, namely category weighting. If 

one category is much more common than another, this should be expressed by weights model-

ing how many documents belong to each category respectively. In order to lessen the burden on 

the user, this value is also computed during training. To do so, the parameter nr_weight has to 

express how many weights and therefore categories exist. The integer array weight_label identi-

fies the categories by their id while the real value array weight stores the actual weights. During 

training, these are automatically computed so that weight expresses how many assignments to 

the category have occurred. SVMs use these values to by multiplying them with the penalty 

values c and nu.  

The value p is a specific value for a different mode of operation supported by SVMs. For the 

sake of Ubiquitous Language it is part of the configuration, even though it plays no part in 

MLTC. It is not used for the c_svc and nu_svc operation modes performed by the microservice. 

Shrinking is a heuristic that is used during training. In most cases, it has no adverse effect on 

effectiveness. Therefore, the default value is 1, indicating to use shrinking. Using a value of 0 
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turns shrinking off. The parameter probability_estimates controls if the classifier generates 

probability estimates or not. The C3 Classifier Athlete API has probability fields for every clas-

sifier while every Configuration object has an assignment threshold. Therefore, the classifier 

always runs in a mode of activated probability estimates. Even though the field is ignored, it is 

retained for the sake of Ubiquitous Language.  

When training takes place, it does so in a multithreaded fashion. Firstly, the controlled vo-

cabulary has to be identified. As mentioned computing the most TFIDF representative terms per 

category and adding the most representative term per document to the vocabulary does this. 

This requires counting how often which term occurs per document. This is distributed across a 

configurable number of threads so that the training process is sped up.  

SVMs require their feature vectors to be normalized across dimensions. This means, that for 

example all TFIDF values for the term “redundant” have to have a combined length of 1. For-

mula 54, which is a combination of Formula 4 and Formula 5, is used for this. When categoriz-

ing a new document, the document frequency #��(��) of term �� found in that document and 

squared sum of all TFIDF values for this term (∑ (�����(��, ��))�|�|
��� ) has to be stored in the 

model. Additionally the size of the training |TS| set has to be part of the model. #(t�, d�) is the 

simple value of how often the term occurs in the document. Its square is added to 

∑ (�����(��, ��))�|�|
���  when the document is categorized. This means the normalized TFIDF 

values for the feature vector always represent all documents used during training plus the single 

added document. This way, the SVM is provided with appropriate feature vectors even if an 

Athlete service does not know the training set it was trained on. The values stored in the model 

are enough to represent it.  

Formula 54:  ���������, ��� =
#(��,��)∗���

|��|

#��(��)

�∑ (�����(��,��))�|�|
���

 

After all feature vectors are computed, the common n-fold cross-validation mechanism of C3 

Classifier Trainers is involved, creating n Evaluation objects (see subsection 3.1.5). As soon as 

every model is finished, the best model according to the selection policy is stored in the model.  

Figure 52 shows the Model class used as template for the Model objects in the TFIDF SVM 

Classifier Athlete and Trainer microservices. As explained, every Model object contains an ar-

ray of VocabularyEntry objects, which encode the controlled vocabulary in such a way, that 

Formula 54 can be applied for every new document. Like every model it contains a Configura-

tion object. It additionally has a SvmModel which contains a SvmParameter object. This is iden-

tical to that used in the Configuration object. Albeit this is redundant, I decided to design it this 

way for the sake of Ubiquitous Language due to the subsequently chosen SVM implementation 

and therefore to minimize programming errors during implementation.  
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Figure 52: TFIDF SVM Model API 

When performing training, the SVM needs an SvmParameter object. It also needs a definition 

of how many classes exist (nr_class), and class labels encoded as integers. These represent the 

category ids (label). Normalized vector representations are stored as a two-dimensional array of 

SvmNodes. These are a sparse representation of the feature vectors that contain and index attrib-

ute, representing the dimension of the term, and a value attribute computed using Formula 55.  

After computing the feature vectors as SvmNode objects, the SVM computes the hyperplanes 

and also stores their support vectors as arrays of SvmNode objects. The numbers of support vec-

tors per hyperplane are stored in the array nr_sv. The offsets of the hyperplanes (�� in Formula 

37) are stored in the array sv_coef. The double arrays rho, probA, and probB encode additional 

values used by the SVM.  

An implementation of this detailed specification fulfills all previously described use cases by 

providing the available operations through an external API. This way, this specification fulfills 

research objective 1.4. Another application can directly interact with the provided CRUD API. 

A human being requires another mean of interfacing with it. One approach is to use a CLI. The 

specification of the C3 CLI component is found in the next subsection.  

3.1.8 C3 CLI specification 

To repeat experiments with different parameters, documents, categories, and target functions, 

the automation of the TC process is important. Therefore, a scriptable and easy to use CLI inter-

face is an important component of this suite of microservices albeit technically not being a mi-

croservice. 
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The CLI itself is stateless. This means, that it always executes exactly one command before 

finishing its execution. If any command is unknown or simply not provided, the CLI outputs the 

available commands with examples for their correct usage. The syntax of the CLI is made up as 

follows: 

The first parameter the CLI always requires is the URL of the microservice it should control. 

If the URL is provided, a verb can be provided next. Available verbs are upload, download, 

delete, train, categorize, version, and help.  

The CLI allows uploading the following objects that are identified using the following com-

mands after the upload command, which are document, documentWithCategory, category, con-

figuration, relationship, and assignment. The CLI alternatively allows uploading object collec-

tions from the file system. Using the object commands documents, categories, relationships, 

targetfunction, configurations, and model, the user can specify the location of the appropriate 

object file on the file system. The CLI command then uploads it. Alternatively, the command 

upload directory uploads all files in a specified directory as documents to the classifier. Their 

name is used as label attribute while their content is used as content attribute within the generat-

ed Document object.  

The download command downloads content stored at a specified URL and saves it to the file 

system. The delete command deletes an entity or collection from the microservice. The train 

command starts training in a Trainer microservice. To do so, a user has to specify which config-

uration should be used.  

The categorize command instructs the Classifier Athlete service to perform a categorization. 

The user can either provide a document as parameter or instruct it to categorize a document 

previously uploaded to the microservice. The version command displays the API version with 

which the CLI is compatible. The CLI is compatible with every classifier algorithm implement-

ing the API because the Model- and Configuration objects are simply uploaded from and down-

loaded to the file system. Objects stored on the file system obviously have to be correct. This is 

supported by the UI, which is part of every microservice and provides examples for these ob-

jects, which also can be edited in the UI directly (see subsection 3.2.2). The help command dis-

plays the syntax to use any command available in the CLI.  

As explained in subsection 2.8.2, microservices are commonly packaged as containers. Start-

ing, stopping, and parameterizing the containers can be performed used container specific tools. 

Repeatability is an important aspect. Therefore, the committees should be encoded using con-

figuration files fitting the target environment.  

This finishes the necessary design work for research objectives 1.4. The designed artifact pro-

vides TC, is rapidly deployable, and is addressable using an external interface. Its usage requires 

minimal additional resources or knowledge about the process. More details about minimal re-

source usage are described in the next section. It also provides the foundation for all other arti-

facts to use by providing a common API, and CLI for TC. Other classifiers implementing the 

API can be developed and used in committees generated using these microservice  
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3.2 Modeling a MLTC System That Works With as Little Manually 
Created Resources as Possible 

Research goal 2 is to create a MLTC performing artifact, that requires little or no additional 

resources. If one interprets resources as machine-readable explicit knowledge (see subsection 

2.1.1) provided by experts, for example stop word lists, controlled vocabularies, or ontologies, 

the artifact designed to fulfill research goal 1 (see section 3.1) already fulfills this goal. Another 

resource to actually use TC can be seen as the tacit knowledge (see subsection 2.1.1) required 

by users to actually run the TC performing microservices and use them effectively. The follow-

ing subsections provide a problem model for this issue, followed by the solution design to ad-

dress it. 

3.2.1 Problem Model for performing MLTC With as Little Tacit 
Knowledge about MLTC as Possible 

The remaining challenge for research goal 2 is that the user requires a basic understanding of 

MLTC and the MLTC performing microservices to use them. Using the SECI model (see sec-

tion 2.1) as reference, users require tacit knowledge that they can either obtain by socialization 

(someone explaining to them how to use it), or internalization (consuming knowledge resources 

on how to use the microservices).  

As socialization is not easily scalable or reproducible whenever necessary, internalization is 

the best strategy. It however requires prior externalization of the required knowledge. This then 

raises the question on where to find information about the microservices so that they can be 

used. The easiest answer to this question is at the microservice itself. Explicit knowledge on 

how to use a TC microservice can be seen as metadata (see subsection 2.2.4) of the microservice 

and should therefore be part of it. Therefore, a metadata model for TC microservices is designed 

in subsection 3.2.3. Not only the classifiers themselves but also the used machine-readable ex-

plicit knowledge resources benefit from metadata to more easily identify it. To the best of my 

knowledge, no metadata model for such machine learning resources exists. Therefore, subsec-

tion 3.2.4 describes a metadata model for machine learning resources. Accessing instructional 

materiel through an API however also requires knowledge about the API and a client software 

to access it. Providing an UI with every microservices that can be accessed using any current 

browser largely eases the process as browsers are available on most client computers. The de-

sign for such an UI is provided in subsection 3.2.2.  

As these challenges are solved by additions to artifact 1, no additional Domain Driven Design 

for the components is required. Albeit short, this subsection provides a formal model of remain-

ing challenge 2 using the SECI model as basis. Therefore, it fulfills research objective 2.3.  
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3.2.2 UI for all C3 Microservices 

Every microservice implementing the C3 Classifier Trainer / Athlete API can be controlled by 

issuing the appropriate CRUD calls. Because this actually requires knowledge about the API to 

build valid API objects, and every microservice should contain a UI anyhow (see 2.8.2), each 

has an integrated UI to control the methods using the individual URIs. This UI has to implement 

use cases 1 to 35. To do so, it has an overview UI listing all collection URIs provided by the 

underlying API. For every collection address, there is another sub-UI used to interface with it. 

These sub-UIs are available for the following URI specific CRUD methods in every micro-

service: 

CRUD /documents 

The CRUD /documents sub-UI, which is part of every microservice, provides a list of all 

documents currently known to the microservice. It also provides the necessary operations to 

create a single document, edit a single document, delete a single document, upload a collection 

of documents encoded as Documents object (see Figure 39), and delete all documents. This sub-

UI sends the correct calls to the microservice’s API. To ease the manual creation of a target 

function, the UI provides operations to assign documents to categories, redirecting to the CRUD 

/targetfunction sub-UI.  

CRUD /categories 

The CRUD /categories sub-UI, which is part of every microservice,  provides a list of all 

categories currently known to the microservice. It additionally provides the necessary operations 

to create a single category, edit a single category, delete a single category, upload a collection of 

categories encoded as Categories object (see Figure 37) and delete all categories. The UI then 

interacts with the appropriate methods of the microservice’s API. To ease the manual creation 

of a target function, the CRUD /categories sub-UI provides operations to assign docu-

ments to the listed categories, redirecting to the CRUD /targetfunction sub-UI.  

CRUD /relationships 

The CRUD /relationships sub-UI, which is part of every microservice, provides a list 

of all category relationships currently known to the microservice. It additionally provides the 

necessary operations to create a single relationship, edit a single relationship, delete a single 

relationship, upload a collection of relationships encoded as Relationships object, and delete all 

relationships. Showing, which categories exist during creation or editing aids the process. The 

CRUD /relationships sub-UI then interacts with the appropriate API methods of the mi-

croservice. 

CRUD /targetfunction 

The CRUD /targetfunction sub-UI lists the current target function with all its intri-

cacies. If there are relationships, the categories have to be expressed as forest of trees with links 

linking identical categories. This means that every category that has sub-categories should show 
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them beneath it. When opening the CRUD /targetfunction sub-UI, the sub-categories 

should be hidden. Additionally, the CRUD /targetfunction sub-UI shows which 

documents are assigned to which category and also displays implicit assignments. Identifying 

the roots in a forest of interrelated categories is implemented using BFS. The results are ren-

dered accordingly.  

Besides simply showing the target function, the CRUD /targetfunction sub-UI has 

to provide the functionality to add, edit and delete document assignments to the categories. Like 

all other sub-UIs, the CRUD /targetfunction sub-UI calls the appropriate API meth-

ods on the microservice.  

CRUD /configurations 

The CRUD /configurations sub-UI differs from microservice to microservice. It 

provides an overview of the existing Configuration objects. It additionally provides an editor to 

create and edit configuration objects within the microservice. The CRUD /configurations 

sub-UI also provides the possibility to transfer saved Configuration objects and delete those 

stored within the microservice. The CRUD /configurations sub-UI interacts with the 

appropriate methods of the microservice’s API.  

CRUD /models 

The CRUD /models sub-UI provides an overview of all models created in the microservice. 

The overview also provides an indication of the creation progress if training is currently taking 

place in a training session. To ease usage, it also references the appropriate operation of the 

CRUD /evaluations sub-UI for every model as well as to the model itself. The model has 

to be available for download from the CRUD /models sub-UI. Models, as well as their asso-

ciated evaluations, have to be able to be deleted from the microservice. The CRUD /models 

sub-UI also possesses the ability to trigger training. In order to make this as easy as possible, it 

should list the available configurations so that the user can easily select the appropriate configu-

ration to be used during training. Like every part of the UI, the CRUD /models sub-UI calls 

the appropriate API methods of the microservice. 

CRUD /evaluations 

The CRUD /evaluations sub-UI lists all evaluations and provides details about specific 

evaluations by calling the appropriate API methods of the microservice. It provides no writing 

or deleting operations as these are controlled by the CRUD /models sub-UI. 

CRUD /model 

The CRUD /model sub-UI shows the currently active model of a Classifier Athlete. It also 

provides the ability to upload a Model object or to reference a location from where to download 

it. This is implemented using the appropriate API methods.  

CRUD /categorizations 
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The CRUD /categorizations sub-UI lists all created categorizations. With every cate-

gorization, a reference to the appropriate operation of  the CRUD /targetfunction sub-

UI is generated so that automated categorizations can be confirmed or corrected by human ex-

perts. This confirming or correcting can be used to grow the target function potentially improv-

ing the effectiveness of the classifier (see Figure 53). The CRUD /categorizations sub-

UI also provides dialogues to categorize a new, or an existing document. Additionally, single 

categorizations or the entire set of categorizations can be deleted from the microservice. Like all 

other sub-UIs, the CRUD /categorizations sub-UI uses the API to trigger the appropriate 

commands. 

CRUD /retraining 

The CRUD /retraining sub-UI indicates if a retraining is necessary after anything relat-

ed to the target function was changed. The CRUD /retraining sub-UI uses the READ 

/retraining method of the microservice to obtain this information. 

CRUD /metadata 

The CRUD /metadata sub-UI displays the metadata describing this microservice (see sub-

section 3.2.3). a 

 

Figure 53: Continuous expert feedback cycle as used in [S14][SKH16]. 

To ease uploading API objects, the individual sub-UIs display examples that users can simply 

edit in the individual sub-UI or transfer to their file system for future modification. The de-

scribed UI enables users capable of using a web browser to interact with the classifier and 

quickly use it for their needs. Having an easily usable UI enables the adoption of a continuous 

expert feedback cycle as described in Figure 53. This way, models capturing the expert 

knowledge can more easily be created as the experts only have to confirm or correct categoriza-

tions already generated by the classifier.  

For instance, if one has no target function, an unsupervised approach like the NTFC artifact 

(see section 3.3) can be used to generate automated categorizations. These can in turn be used to 

create a target function by confirming or correcting the assignments. If repeated experiments are 

performed, the automation of these can be performed using the CLI commands designed in sub-

section 3.1.8.. 
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As mentioned, the microservices have to provide information about their usage. This infor-

mation is to be provided by the UI. To have a common template to provide this information the 

following subsection specifies a metadata model for MLTC components or microservices. 

3.2.3 Component Metadata 

In order to manage the individual components, they have to have a consistent metadata model 

that can either be humanly read or interpreted by a machine. Following the microservice-

oriented architecture already adopted, the metadata for every microservice should be accessible 

using an API method for this purpose. This way any application as well as the integrated UI 

containing the CRUD /metadata sub-UI can access the API method to provide the metadata 

in a humanly interpretable way.  

Therefore, the metadata is accessible as Metadata object (see Figure 54)available at the READ 

/metadata method of every microservice.  

Important aspects of the metadata are: 

 The name of the microservice 

 The available API calls of each microservice. 

 The data format of the returned data. 

 What algorithm the microservice is using. 

 The current configuration if the system is not configuration invariant. 

 The configuration options for the microservice. 

 A field to distinguish between Classifier Athlete and Classifier Trainer services.  

 

Figure 54: Metadata class, Categorization class and Configuration class modeled as 

UML class diagram 
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As Figure 54 shows, the Metadata object uses strings to encode the majority of the infor-

mation including the available calls in form of an array. The output format as well as configura-

tion options are encoded by sample objects, which users can base their applications or calls on.  

Besides the components themselves, utilized resources can also benefit by integrating meta da-

ta to them so that one can always ascertain their purpose. This also supports the goal of explain-

ability (research goal 4) as one can explain the origin and purpose of the utilized resources. 

3.2.4 Machine Learning Resource Metadata Model 

To the best of my knowledge, there is no common model for machine learning resources 

metadata. As with every type of metadata, it can be separated into descriptive, structural and 

administrative metadata. The following model is extensible to: 

 Administrative metadata. 

o File type. 

o Machine learning resource type. 

o Creation date. 

o Technical information: Which systems can use this data 

 Structural metadata. 

o Is this a compound object consisting out of multiple other files? 

 Descriptive metadata. 

o Which natural language is this MLR for (e.g. English, German, Polish, Chi-

nese, …) 

o What is modeled? 

o What is the name of the model? 

o Who generated it? 

o Keywords.  

The previous list introduced the concept of an MLR type. This is an extensible category of pos-

sible MLR types. These include: 

 Set of categories (see section 2.3) 

 Knowledge organization systems (see subsection 2.2.1) 

 Manual categorizations forming the target function (see section 2.3) 

 Ontologies (see subsection 2.2.2) 

 Stop word lists (see subsection 2.3.3) 

 Controlled vocabularies (see subsection 2.3.4) 

 Vector representations (see subsection 2.3.4) 

 Word embeddings (see subsection 2.3.8) 

 Key word lists for categories (see subsection 2.3.11) 
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Figure 55: Machine learning resource metadata MlrMetadata object modeled as UML 

class diagram 

Figure 55 shows and UML rendering of the JSON encoding for machine learning resource 

metadata. It can be added as internal object for any machine learning resource that is used by a 

C3 microservice.  

The detailed specifications in subsections 3.2.2, 3.2.3, and 3.2.4 fulfill research objective 2.4. 

The designed GUI and meta data supports users of C3 to make use of the system without requir-

ing additional external resources as defined in subsection 3.2.1 for research objective 2.3.  

3.3 Modeling an Unsupervised Learning TC Classifier 

Remaining challenge 3 is the creation of a classifier that does not require a target function and 

as little MLRs as possible. As shown in the desk research for research goal 3 (research objective 

3.2, subsection 2.3.11) all but Dai et al.’s unsupervised classifiers need manually created re-

sources that cannot be automatically generated. Dai et al.’s algorithm utilizes word embeddings 

(see subsection 2.3.8), which can be automatically generated and are commonly available on the 

Internet. Dai et al.’s method has only been evaluated on Twitter tweets, which are very short 

texts. There is no publicly available implementation of Dai et al.’s method. Therefore, the work 

for research objective 3.4 encompasses the design of an original unsupervised classification 

algorithm compatible with the C3 interfaces. Additionally Dai et al.’s method is implemented to 

identify the better option for unsupervised TC problems. Having two unsupervised classification 

algorithms is helpful, as both can be used in concert by calling them from a committee classifi-
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er. 

 

Figure 56: Focus of this section: The NTFC specific interfaces and its business logic 

Following the feedback loop described in subsection 3.2.2, the NTFC can help to create a tar-

get function were none exists. Besides this, no interaction with the user takes place. Besides the 

automated categorization no new knowledge is generated. Therefore, there is no BDMC for 

research goal 3.  

3.3.1 Problem Model for Requiring a Target Function and Word 
Embedding related Use Cases 

The problem is to assign previously unknown documents � ∈ � to predefined categories � ∈

� without any other information than the documents themselves and the available categories 

with their labels. To do so, the classifier implements the interfaces associated with the Trainer/ 

Athlete pattern described in subsection 3.1.4 and 3.1.5. Two unsupervised classifiers are speci-

fied: The Dai Probabilistic Cluster Classifier (DPCC) and the No Target Function Classifier 

(NTFC). Both rely on word embeddings and do not need any additional machine learning re-

sources. This implements use cases 19 and 20. Even though there is no target function to train a 

model, the microservice still implements the necessary methods using the 

/targetfunction URI to manage a target function in order to automatically generate an 

effectiveness evaluation for the microservice when a training process is triggered.  

As mentioned, both the DPCC and the NTFC use word embeddings. Strictly speaking, these 

are part of the model employed by both algorithms. This means, a Classifier Trainer or Athlete 
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needs the right word embedding to function properly. Therefore, additional use cases arise as 

depicted in Figure 57: 

 

Figure 57: Word embedding related use case modeled as UML use case diagram 

Table 11 describes these use cases in more detail. As with all other use case description tables, 

the use case numbering is continued from the previous tables.  

Table 11: Additional use cases for research goal 3 

35 Read word embedding list 

Users have to be able to list all available word embeddings on the microservice. 

36 Read word embedding metadata 

Users have to be able to read metadata provided for the word embedding.  

37 Upload word embedding 

Users have to be able to upload word embedding files to the microservice. When doing 

so, they have to provide metadata to identify the word embedding when creating a con-

figuration.  

38 Delete word embedding(s) 

Users have to be able to delete one or all word embeddings stored in the microservice.  
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Note that the generation of word embeddings is no requirement for the microservice itself. 

This problem model fulfills research objective 3.3. The specification of the NTFC artifact is 

more complex and begins in the following subsection.  

3.3.2 The NTFC Algorithm, Dai’s Algorithm and Utilities 

This subsection starts with the detailed specification the NTFC artifact (artifact 2) in order to 

fulfill research objective 3.4. To do so, it first outlines my own unsupervised text classifier algo-

rithm which I also call the No Target Function Classifier (NTFC). This subsection continues 

with a detailed specification of Dai’s algorithm (see subsection 2.3.11) and common utilities 

needed by both algorithms.  

The NTFC algorithm treats categories and documents as Semantic Objects (SO) which are no 

not objects in the OOP or OOD sense but rather a common abstraction to compare category 

names and descriptions with document titles and contents. Semantic Objects are needed to ex-

press categories as well as documents in a common semantic space , which can be generated by 

word embeddings (see subsections 2.3.8 and 2.3.9). This means that every Semantic Object has 

a corresponding coordinate in a space in which offsets encode meaning. Finding the appropriate 

categories thereby becomes the problem of finding the closest Category objects to the Docu-

ment object.  

The concept of closeness depends on how documents are represented as vectors and which 

distance measure is used. Two different distance measures are intended to use with the NTFC 

algorithm. It can alternatively be used with any other appropriate distance measure. The availa-

ble distance measures are: The BAM distance measure uses the Basic Additive Model (BAM, 

see subsection 2.3.9) to create an average of all word embedding vectors. This method creates a 

vector that is analogous to the physical center of mass: The word embedding vectors of the in-

dividual words describe their location in the semantic space so that their average represents the 

center of mass. This way, the vector representing the category social networks is a point on the 

high-dimensional axis between the vectors for the term social and that for term networks. The 

WMD distance measure employs the Word Mover Distance (WMD see subsection 2.3.9) meas-

ure that sums up the individual minimum distances in word embedding space. Using the catego-

ry social network analysis as additional example, the short document containing the words 

“apes showing social behavior” has the sum of the minimum cosine distance between the term 

network and the terms apes, showing, social, and behavior and the minimum cosine distance 

between term analysis and the terms apes, showing, social, and behavior in word embedding 

space. The term social from the category label did not contribute to the sum distance because it 

already occurs in the document. Equal words obviously have an equal location in semantic 

space. Therefore, the distance for these words in semantic space is defined as 0.  
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NTFC 

INPUT: Set of categories � 

INPUT: Document � 

INPUT: Number of assigned documents � 

INPUT: Distance measure ���� 

OUPUT: Classifier Φ(�, �) 

Start. 

01: ∀� ∈ �: Φ(�, �) = � 

02: ������[] =  new ���[�] 

03: �������[] = new ������[�] 

04: FOR � = 0; � <  �; � + + 

05: FOR � ∈ � 

06:  IF ����(�, �) < �������[�] AND � ∉ ������[] 

07:   �������[�] = ����(�, �) 

08:   ������[�] = � 

09: FOR � = 0; � <  �; � + + 

10:  Φ(������[�], �) = � 

End.  

Pseudocode 3: No Target Function Classifier Algorithm 

Dai et al.’s DPCC has informally been described in subsection 2.3.11. In the following pseudo 

code, document � is represented as an array containing m words. The first word is �[0], while 

the last word is �[�]. The ������() function returns the word embedding vector representing a 

given word. The formal description of the algorithm is as follows: 

DPCC - Clustering 

INPUT: Document � 

OUPUT: Set of clusters � = {��, … , ��} 

Start. 

01: � = 1 

02: � = 1/(1 + �) 

03: �� = ������(�[0]) 

04: FOR � = 0; � < |�|; � + + 

05: generate random variable � between (0,1) 

06: IF � < � 

07:  � + + 

08:  � = 1/(1 + �) 

09:  create new cluster �� = ������(�[�]) 

10: ELSE  
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11:   ��  =  ��� ����(������(�[�]), ��) 

12:   add ������(�[�]) to �� 

End.  

Pseudocode 4: DPCC Clustering 

The add operation in line 12 adds a word vector to an existing cluster vector. In order to have a 

cluster vector be an average of all previously added vectors, one has to keep track of the number 

of previously added vectors k and apply Formula 55.  

Formula 55:  �� =
����∗��������(�[�])

���
 

Other than with the NTFC, the distance measure in DPCC is not interchangeable and always 

uses the cosine distance (see Formula 26).  

The overall DPCC classification works as follows:  

DPCC 

INPUT: Set of categories � 

INPUT: Document � 

INPUT: Distance threshold � 

OUPUT: Classifier Φ(�, �) 

Start. 

01: ∀� ∈ �: Φ(�, �) = � 

02: � = ���� − ����������(�) 

03: FOR � = 0; � < |�|; � + + 

04:  FOR � ∈ � 

05:   IF ����(��, �) < � 

06:    Φ(�, �) = � 

End.  

Pseudocode 5: DPCC 

DPCC is strongly reliant on t. If it is high, little documents are ever assigned to any category 

boosting precision. If it is low, almost all documents are assigned to all categories, boosting 

recall. Both are trivial acceptors / rejecters and therefore not useful in any scenario.  

One can remove the random variable from the DPCC by using a cluster join threshold, which 

can be equal to t, instead. A newly seen word is always added to the closest cluster, unless the 

closest cluster has a bigger distance than this threshold. In that case, a new cluster is created. 
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Even though this removes the random nature from the classifier, it introduces another hyper 

parameter with potentially large impact on the overall systems performance.  

The DPCC as well as the NTFC fundamentally decide if a document belongs to specific cate-

gory by comparing a distance with a threshold. This distance is used to compute the probability 

with which the document belongs to the category. DPCC uses cosine similarity as distance 

measure, which creates results in an interval between -1 and 1. The reported distance for the 

DPCC per cluster is computed using Formula 59. If another cluster already assigns a document 

to a specific category, the probability of the most related cluster is stored.  

Formula 56:  �� = 1 −
�����(�,�)��

�
 

The NTFC works different in this regard. The sum probability of the assignment to all catego-

ries should be equal to one but WMD and BAM generate distance values on vastly different 

intervals. While BAM essentially also employs cosine similarity, WMD values can easily be 

much bigger than one. Therefore, the probability is computed using Formula 57 as the NTFC 

compares the distances to all categories for a specific document and uses their minimum and 

maximum values to compute the probability.  

Formula 57:  �� = 1 −
��� ����(�,�)

��� ����(�,�)
 

Both described classifiers use word embeddings. Therefore, previously unseen words can be 

problematic for computation. Therefore, the microservice employs the word2vec-plus model 

described in subsection 2.3.8. 

3.3.3 Domain Driven Design for an Unsupervised Classifier Micro-
service 

The NTFC and DPCC both integrate into C3. Therefore, both implement the Classifier Trainer 

and Athlete API (see subsections 3.1.4 and 3.1.5). As both algorithms are unsupervised, they do 

not technically require Trainer servicers. The Trainer API however includes the methods using 

the /evaluations URI necessary for evaluating the performance of an entire classification 

pipeline consisting of word embedding as feature extraction and utilized classification algorithm 

and distance measure as unsupervised classification approach. The design to fulfill research 

objective 3.4 implements one microservice that implements both algorithms and distance 

measures. To do so, it uses the Configurations class and Configuration class shown in Figure 58 

as template for the Configurations objects and Configuration objects that are transferred as body 

parameter to the microservice and as return value form the microservice.. 
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Figure 58: Unsupervised classifier Configurations class and Configuration class mod-

eled as UML class diagram 

The algorithm, ntfc or Dai, are encoded as String in the algorithm attribute. The same is done 

for the distance measure, WMD or BAM, in the distanceMeasure attribute. Word embeddings 

are handled by different methods. Therefore, the id of the word embedding is encoded in the 

attribute wordEmbeddingId. The NTFC assigns a configurable amount of categories to every 

classified document. The amount of how many categories should be assigned is encoded in the 

field apd, which is an acronym for assignments per document. 

The value of the assignmentThreshold attribute is used as parameter t in the DPCC algorithm. 

Even though the NTFC assigns the value of the apd  attribute amount of categories to every 

document, this is subsequently filtered using the value of the assignmentThreshold attribute on 

the computed probability. This is done to conform with the C3 API so that no categorizations 

with assignment probabilities under the specified threshold can occur.  

In order to manage the word embeddings, an additional set of methods using a new URI are 

needed. This new URI is /wordembeddings and it behaves slightly differently from all other 

addresses used within C3. Word embeddings are too large to be effectively expressed in API 

objects. Therefore, the  CREATE /wordembeddings method expects separate 

WordEmbeddingMetadata objects and word embeddings as body parameters. The metadata is 

structured using the machine learning resource metadata model described in subsection 3.2.4. 

The metadata itself is retrievable as API object like any other entity or collection in C3. Figure 

59 shows the structure of these WordEmbeddingMetadata objects modeled as UML class dia-

gram expressing the relationships between the different classes. Albeit object oriented extension 

of the MlrMetadata object introduced in subsection 3.2.4 would be a feasible approach for ob-

ject oriented modeling, I am following the composition over inheritance design pattern for ob-

ject oriented programming [GHJV94]. 
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Figure 59: Word embeddings metadata API 

Figure 59 shows how the employed word embedding metadata objects are structured. Besides 

the standard metadata values, it contains the field algorithm, which is used to encode which 

algorithm was used to generate the word embedding file in question. The integer values dimen-

sions and terms encode how long the vector for every term is and how many terms the file mod-

els. The String localFilePath stores where in the file system of the microservice the word em-

bedding file is stored. The value is automatically generated when a word embedding file is up-

loaded to the micro service. All word embeddings are stored under /opt/wordembeddings/ fol-

lowed by the file name, which also serves as value for the modelName value of the MlrMetada-

ta object.  

READ /wordembeddings  

Return value: WordEmbeddings object 

Returns a WordEmbeddings object containing an array of WordEmbeddingMetadata objects 

so that a user can identify which word embeddings are stored in the microservice.  

READ /wordembeddings/$x:  

Mandatory path parameter: $x: numeral 

Return value: WordEmbeddingMetadata object 

Returns the metadata of a specific word embedding identified by having its id attribute value 

equal to $x. 

CREATE /wordembeddings:  

Mandatory body parameter: WordEmbeddingMetadata object and Word 

Embedding 

The CREATE /wordembeddings method requires a WordEmbeddingMetadata object as 

well as the actual Word Embedding as body parameter. To easily use this method, the UI (see 

subsection 3.2.2) is extended with dialogues for a CRUD /wordembeddings sub-UI that are 

used to select the local word embedding and upload it to the microservice.  

DELETE /wordembeddings 
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This method deletes all word embeddings and WordEmbeddingMetadata objects 

from the microservice.  

DELETE /wordembeddings/$x:  

Mandatory path parameter: $x: numeral 

Calling this method deletes the word embedding for which the WordEmbeddingMetadata ob-

ject as an id attribute value equal to $x.  

In order to keep with the common C3 Classifier Trainer and Athlete API (see subsections 

3.1.4 and 3.1.5), the microservice uses Model objects. They only require a word embedding and 

a Configuration object. 

 

Figure 60: NTFC Model class and Configuration class modeled as UML class diagram 

As Figure 60 shows, the standard Model object is extended with a wordEmbedding string. 

Like with every C3 Trainer, an Evaluation object is generated when a Model is created. Classi-

fying all documents to generate this evaluation takes more time than the creation of the model. 

Therefore, the model can be retrieved before the evaluation is finished.  

Different from the TFIDF-SVM classifier, the NTFC classifier microservice does not require a 

target function. Instead it requires a word embedding file to represent learned knowledge. As 

mentioned multiple times, these are publicly available and can be manually created without 

additional explicit knowledge resources then a collection of text files representative of the prob-

lem domain. 

To ease the adoption of TC as much as possible, the NTFC comes preconfigured with a word 

embedding based on an English Wikipedia dump. This encyclopedia was chosen for its cover-

age of a broad range of topics and therefore having an extensive vocabulary. Advanced users 

can always generate more topic specific word embeddings or download them from public 

sources. The same is true for word embeddings that encode different languages than English.  

This concludes the detailed specification involved to overcome remaining challenge 3 and 

therefore fulfill research objective 3.4. The proposed NTFC artifact can perform unsupervised 

text categorization using two different algorithms which allows the direct comparison of the 

proposed NTFC algorithm with Dai’s algorithm.  
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3.4 Modeling Explanations for all MLTC performing Artifacts 

Remaining challenge 4 is to create an explanation feature for all developed classifiers. Subsec-

tion 3.4.1 creates a problem model for this challenge thus fulfilling research objective 4.3. Sub-

sections 3.4.2, 3.4.3, and 3.4.4 specify how the explanations for the different implemented clas-

sifiers are generated. There is no additional Domain Driven Design subsection because the API 

described in subsection 3.1.4 already caters for explanations to be encoded as Strings with every 

categorization. Therefore, subsections 3.4.2, 3.4.3, and 3.4.4 fulfill research objective 4.4. Also, 

there is no BDMC to model the value generation as it can simply be explained with lawful com-

pliance. Additional benefits are insights into the process that employs TC. However, this does 

not require any form of datafication or value cycle beyond that of standard TC.  

3.4.1 Problem Model of Requiring Explanations for the Results of 
MLTC performing Artifacts 

As stated in research objective 4.1 and problem field 3, the GDPR forces any machine learn-

ing based system operated in the EU to be explainable. Explainable means, that all results have 

to have an explanation. As stated in research objective 4.3, the definition of explanation is the 

act of explaining. Explaining has multiple definitions: Making known, making plain or under-

standable, to give reason for or cause of, and to show the logical development and relationships 

of.  

According to the SECI model (see subsection 2.1.1), the results of a machine learning system 

are forms of explicit knowledge that were generated using the combination process. This makes 

manual explanation (the SECI socialization process) unfeasible and therefore also requires an 

explanation in the form of explicit knowledge. It also has to be automatically generated (SECI 

combination).  

To be an explanation, the generated element has to fulfill at least one definition of explaining. 

It would be better to fulfill all these definitions. The first definition is, that an explanation has to 

make something known. This means, it needs to be transformed into knowledge. Therefore, an 

explanation is a form of human readable explicit knowledge. As natural language is the most 

common form of such knowledge, the explanation has to be generated in natural language. The 

second definition is to make plain or understandable. This means, the explanations has to not be 

too complicated to understand. This is difficult to gauge. Still an effort should be made to gen-

erate as simple explanations as possible. The third definition is to give reason for or cause of a 

categorization decision. This defines what has to be part of the generated explanation: The rea-

sons why a document was classified a specific way. Lastly, an explanation should show the 

logical development and relationships of. This is impossible for simple document-to-category 

assignments as the relationship between them does not develop over time but is strictly defined 

by the employed model. The resulting use case is trivial to model in UML. Therefore, Table 12 
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provides a description of the explanation generation use case and continues the use case num-

bering from previous use case description tables. 

Table 12: Additional use case for research goal 4 

39 Create explanations for all performed categorizations 

Whenever a categorization is performed, an explanation for this categorization has to 

be generated. This explanation has to conform with the following requirements: 

1. The explanation has to be generated in a natural language. 

2. The explanation has to be easily understandable. Therefore, it needs to use as 

simple a language and concepts as possible. 

3. The explanation has to contain the reason why the document is classified the 

way it is. 

 

This subsection provides a problem model for remaining challenge 4 based on the SECI mod-

el. The following subsections explain how explanations for use case 39 are generated for the 

different implemented classifiers in order to provide a detailed specification for fulfilling re-

search objective 4.4.  

3.4.2 Explaining Classifier Committees 

Classifier committees are relatively easily understandable as they base their classification de-

cisions on the results of other classifiers (see subsection 3.1.6). A document is assigned to spe-

cific category, if the sum likelihood of all employed classifiers’ results exceeds the assignment 

threshold. The following sentence can be used as template to generate the explanation: 

“The document was assigned to category $c because a group of text classification systems 

agreed to do so. The decision of every system was influenced by how well it performed in an 

evaluation using |T| example documents. The agreed likelihood was $p. It has to be at least $t to 

be assigned to the category. The following systems were involved in generating this decision:” 

This sentence is to be followed with a list of employed classifiers. The list consists out of an 

URL for the classifier and the classifier’s individual reported likelihood. Users can use the URL 

to these classifiers to retrieve their explanations. $c is the label of the category the document 

was assigned to. The values for |T| and $t are taken from the Model object. It is primarily used to 

add credibility to the generated results, because it shows the user that this is a tried and tested 

method. The value for $p is the computed probability and anyhow is part of the Classification 

object.  

This method fulfills all three requirements. Firstly, it is obviously described in a natural lan-

guage. Secondly, it refrains from using a too complicated technical vocabulary. For instance, the 
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used Athletes are referred to as text classification systems instead of using the terms classifiers 

or Classifier Athletes. Equally, no TC evaluation terminology is used. Amounts of documents 

and individual results are comparatively easy to understand. Thirdly, it shows why the docu-

ment was assigned to the category: Because the commonly agreed probability was above the 

threshold. In order to not be too complicated, the term threshold is intentionally not used.  

3.4.3 Explaining TFIDF SVM Classifiers 

Support Vector Machines are more difficult to explain than committees. To understand them, 

a user would need to know how they function and what a hyperplane is. This would conflict 

with the requirement of being easily understandable. A much easier explanation is based on the 

used features from the controlled vocabulary. This is the same approach as used by the LIME or 

SHAP algorithms (see subsection 2.4.6). Different than the LIME or SHAP algorithm, this does 

not require exponential time within the TFIDF-SVM classifier as the limited controlled vocabu-

lary is generated during training and can directly be used in the explanation. As these features 

are natural language terms, they can easily be used in a natural language explanation.  

“The document is considered to belong to category $c, because it contained occurrences of 

the terms $terms[]. In |T| previously analyzed documents, the occurrence of these terms in their 

relative amounts indicated a $p probability for a document to belong to category $c. The likeli-

hood has to be at least $t to be assigned to this category.” 

If none of the terms from the controlled vocabulary occur in the document, the sentence is 

changed to: 

“The document is considered to belong to category $c, because it contained no indicators to 

belong to another category. In |T| previously analyzed documents, the lack of these indicators 

represented a $p probability for a document to belong to category $c. The likelihood has to be 

at least $t to be assigned to this category.”  

In both explanations, the value for |T| comes from the model. So does $t and the array 

$terms[]. $p is the reported probability from the SVM.  

These explanations fulfill all requirements for explanations. They use a natural language and 

refrain from using a too complex vocabulary. They also explain why a categorization was per-

formed the way it was: The model encodes hyperplanes that put points representing $terms[] 

into these categories with the reported probability. As this is more complicated to understand, 

the explanation relies entirely on the terms encountered in the document which is the same as 

with the state of the art LIME and SHAP algorithms.  

Lexicon-based classifiers (see subsection 2.3.10) can use the same approach to implement ex-

plainability. The difference between the TFIDF SVM classifier and lexicon-based classifiers is, 

that the former requires no manual provided resources besides the target function. Therefore, 

they are complying with research goal 2.  
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Besides lawful compliance, these explanations offer interesting insights into what made the 

process decide in a certain way. These insights could be used to identify the most specific fea-

tures for certain classification problems. Like those occurring in most explanations. These could 

further be used as key words for an unsupervised classifier, by adding them to the description 

field of the categories.  

3.4.4 Explaining unsupervised NTFC and DPCC Classifiers 

This classifier is the most difficult to explain. It does not use easily understandable features 

and a complete explanation requires an understanding of the employed algorithm (subsection 

3.3.2) as well as of word embeddings (subsection 2.3.8).  

The explanations for the NTFC and DPCC are generated differently using the following sen-

tences.  

For the NTFC: 

“The document is considered to belong to category $c, because the words making up the doc-

ument are similar enough in meaning to the words describing category $c. This created a likeli-

hood of $p to belong to this category. The likelihood has to be at least $t to be assigned to this 

category. Similarity is measured by using information learned from $we, available at 

/wordembeddings/$wi.” 

For the DPCC: 

“The document is considered to belong to category $c, because the words making up the doc-

ument were grouped in $cl groups. At least one of these word groups was similar enough in 

meaning to the words describing category $c. This created a likelihood of $p to belong to this 

category. The likelihood has to be at least $t to be assigned to this category. Similarity is meas-

ured by using information learned from $we, available at /wordembeddings/$wi.” 

In both explanations, $c is the category label. $p is the computed probability while the as-

signment threshold $t is taken from the models configuration object. $we is the name of the 

wordembedding file and $wi is its id. Using /wordembeddings/$wi, metadata about the word 

embedding can be retrieved (see subsection 3.3.3). $cl is the amount of clusters generated by the 

DPCC.  

These explanations fulfill all three requirements. They are formulated in a natural language 

and do not use a complicated technical vocabulary. They also tell the reason: The words making 

up the document are similar enough in meaning to the words describing the category. The term 

semantic is intentionally not used to comply with the second requirement. To further explain the 

result, the probability and threshold are reported without using these terms but easier descrip-

tions of them.  

This concludes the solution design specification for the remaining challenge of research goal 4 

which is part of all microservices making up artifacts 1 (C3) and 2 (NTFC). As a problem mod-
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el was specified in subsection 3.4.1, section 3.4 fulfills research objectives 4.3 and 4.4. Research 

goals 1 to 4 cover the text categorization process itself. The next subsection focuses on the prob-

lem model and solution specification for remaining challenge 5 which focuses on the necessary 

extension of knowledge organization systems over time.  

3.5 Modeling of a Knowledge Organization System Extension Arti-
fact 

Remaining challenge 5 is to create a knowledge organization system (see subsection 2.2.1) ex-

tending artifact that requires as little manually provided resources as possible. It has to be de-

signed to integrate with C3 or function on its own. Therefore, it is designed as microservice 

largely employing the same API as any C3 classifier, so that the same CLI tools can be used 

(see subsection 3.1.8). Following the adopted research methodology, subsection 3.5.1 starts with 

a formal problem model and use case specification. This is followed up with a BDMC in sub-

section 3.5.2 to fulfill research objective 5.3. The subsequent subsections 3.5.3 and 3.5.4 pro-

vide a solution design specification using the DDD method to fulfill research objective 5.4. 

3.5.1 Problem Model and Use Case Specification of Requiring to Ex-
tend Knowledge Organization Systems 

This system operates in a setting in which there already is an existing knowledge organization 

system that no longer fits the organized knowledge because new knowledge has emerged. This 

existing knowledge organization system can also be referred to as proto knowledge organization 

system (proto-KOS). This is the case because existing clustering systems can easily generate 

initial categories for an initial knowledge organization system (see subsection 2.2.3). The objec-

tive is to extend it with additional sub- or sibling categories for the existing categories. In the 

context of emerging knowledge, few documents about these topics can exist. These can be too 

few to automatically develop the knowledge organization system from. Therefore, the devel-

oped system should be based on word embeddings to maximize its flexibility. If enough docu-

ments exist to create a good word embedding from, users can do so and use this word embed-

ding in the microservice. If too little documents exist but users still want to extend a proto-KOS, 

they can use word embeddings created from a large public source, such as Wikipedia. The 

TEEK artifact largely serves as an aid for domain experts tasked with updating taxonomies. As 

with all other C3 microservices, a complicated user model has been omitted.  

These automatically proposed extensions are intended to work as aids for the domain expert 

when adapting a KOS. This provides the following use case described in Figure 61 and Table 

13.  
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Figure 61: Basic TEEK use case: Read category suggestion modeled as UML use case 

diagram 

Table 13: Additional TEEK use case 

40 Read category suggestions. 

Following research goals 5, the artifact is to generate suggestions for new categories. 

After manual control, these suggestions has to be usable as input for the /categories 

and /relationships endpoints of C3 Classifier Trainers and Athletes.   

 

The next subsection expresses the problem using the BDMC.  

3.5.2 BDMC Based Planning 

As previously mentioned, the BDMC method maps the value creation in its Business Aspect 

fields to Technology Aspect implementations for the Big Data endeavor. This way it acts as 

bridge between the problem model and the solution design specification essentially linking re-

search objectives 5.3 and 5.4.  

Table 14: BDMC for research goal 5 

Process Business Aspect Technology Aspect 

Data Effec- Users benefit from a knowledge organization 

system that reflects an up-to-date body of 

The updated set of categories 

and relationships is used by 
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tuation knowledge. In this context, the way of access-

ing the system, be it the API, UI or CLI is irrel-

evant and covered in the data interaction aspect 

of this BDMC. 

Figure 62 illustrates this as UML use case dia-

gram. 

 

Figure 62: TEEK data effectuation use case 

modeled as UML use case dia-

gram 

the Classifier Athlete and 

Trainer services.  

Data Inter-

action 

Users review, accept, and correct the proposed 

sub- and sibling categories. This can happen by 

a custom application, the C3 CLI or the TEEK 

specific UI. Figure 63 describes these use cases 

using an UML use case diagram. 

 

Figure 63: TEEK data interaction use cases 

Like every other described 

microservice, there is a ma-

chine usable API as well as a 

UI that makes use of this API. 

The API is compatible with 

that described in subsections 

3.1.4 and 3.1.5. 

Additionally the common C3 

CLI can be used to interact 

with TEEK. 

Data Ana-

lytics 

The word embedding based knowledge organi-

zation system extension algorithms Arithmetic 

Vector Stream Predictor, and Regression Vec-

tor Stream Predictor described in subsection 

3.5.4 are used to generate suggestions.  

The described algorithms rely 

on word embeddings. One can 

either use existing word em-

beddings from common 

sources or create new ones 

based the existing algorithms 
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Figure 64 illustrates these different possibilities 

to create suggestions. Therefore, it extends this 

use case as illustrated in Figure 63 omitting 

different ways of accessing the TEEK API as it 

is covered by another aspect of this BDMC. 

 

Figure 64: TEEK data analytics use cases 

 

using any capable implemen-

tation (see subsection 2.5.1). 

The algorithms can be imple-

mented in any high level pro-

gramming language.  

Data Inte-

gration 

The available set of documents as well as the 

available knowledge organization system are 

used. The set of documents can be used to gen-

erate word embeddings. The knowledge organi-

zation system is an input for the algorithms 

described in subsection 3.5.4.  

Figure 65 illustrates these use cases, is an ex-

tension of Figure 63 that in itself draws on use 

cases (and solutions for them) shown in Figure 

23 and Figure 57.  

 

Figure 65: TEEK data integration use cases 

Data is ingested using the 

following already established 

methods of the Classifier 

Trainer and Athlete API using 

the URIs: 

/categories 

/relationships 

Datafication Accepting suggestions to the knowledge organ-

ization system extends it. The extended 

knowledge organization system can then be 

used for further suggestion generation. As also 

Datafication occurs by using 

the TEEK and C3 API, C3 

CLI and TEEK UI.  
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the documents are used, every new document is 

technically a datafication that can be used to 

generate more appropriate word embeddings. 

This is a high level process in which users in-

teract with multiple systems. Firstly TEEK to 

generate category suggestions, secondly any 

human usable interface of a C3 Trainer micro-

service to modify a KOS accordingly and third-

ly any method to collect and manage text doc-

uments. As this high level is to convoluted to 

capture in detail, Figure 66 captures it in a ge-

neric high-level use case diagram.  

 

Figure 66: TEEK datafication use cases 

 

This BDMC concludes the problem model for remaining challenge 5. Therefore, research ob-

jective 5.3 is fulfilled. The next subsection continues with the solution design specification for 

said remaining challenge.  

3.5.3 Domain Driven Design of a Knowledge Organization System 
Extending Artifact 

The knowledge organization system extension artifact needs to use the same vocabulary as 

any C3 Classifier Athlete or Trainer. Therefore, it also implements the same methods using the 

/categories and /relationships URIs. Different from classifier services, this unsupervised meth-

od does not need to train a model. To not break with the established Trainer/Athlete pattern, the 

methods using the /models and /model URIs are retained nonetheless. When a model is 

created, it simply capsules the utilized configuration object. As mentioned, the algorithm relies 

on word embeddings. Therefore, it also implements the methods using the 

/wordembeddings URI as described in subsection 3.3.3. Control over the utilized word 

embedding and algorithm is implemented in the Configuration object, which is part of the mod-

els and active model of the microservice. Figure 67 shows how the Configuration objects are 
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made up for this microservice. The wordEmbeddingId references the used word embedding 

while the algorithm attribute defines the used algorithm. Valid values for the latter are AVSP 

and RVSP (see subsection 3.5.4). 

 

Figure 67: TEEK Configuration class modeled as UML class idagram 

To obtain suggestions for the categories, the following methods are used: 

READ /categories/$c/suggestions/$m:  

Mandatory path parameter: $c: numeral 

Mandatory path parameter: $m: numeral 

Return value: Suggestions object 

Calling this method returns a list of $m suggested taxonomy extensions for the category that 

has an id attribute value equal to $c. The values for the id attributes of the suggested Category 

objects are automatically generated to fit the suggestions. The suggested categories are encoded 

as shown in Figure 68 

 

Figure 68: Suggestions class, Category class and Relationship class expressed as UML 

class diagram 

The Suggestions object cannot be used as input for any of the C3 APIs. It is intended to be ed-

ited before posting the individual suggested Category objects and Relationship objects to their 

appropriate methods on other C3 microservices. To further ease usage, the next two methods are 

provided: 
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READ /categories/$c/suggestions/$m/categories:  

Mandatory path parameter: $c: numeral 

Mandatory path parameter: $m: numeral 

Return value: Categories object 

This method returns the categories of $m suggestions for the category with an id equal to $c. 

These are encoded using the Categories object as shown in Figure 37. 

READ /categories/$c/suggestions/$m/relationships:  

Mandatory path parameter: $c: numeral 

Mandatory path parameter: $m: numeral 

Return value: Categories object 

This method returns the relationships of $m suggestions for the category with an id equal to 

$c. These are encoded using the Relationships object shown in Figure 38. 

The microservice reuses large parts of the UI described in subsection 3.2.2. The UI additional-

ly provides operations to review the suggestions. Reviewing suggestions means to confirm or 

correct what the algorithm has generated. As soon as the user is satisfied with the suggestions, 

these can be merged into the existing knowledge organization system by calling the CREATE 

/categories and CREATE /relationships methods of the microservices for which 

the knowledge organization system should be updated.. After merging these new parts with the 

existing knowledge organization system, the resulting larger knowledge organization system 

can be accessed using the READ /categories and READ /relationships methods of 

the microservice for which the knowledge organization system has been updated.  

The way this API is designed, the suggestions are generated within the time span of a single 

READ request. As these oftentimes have timeouts, this computation has to occur fast. The fol-

lowing subsection describes the utilized algorithms in detail. They can operate quickly enough 

because they leverage information that is encoded within the word embeddings. The majority of 

machine learning is performed during word embedding generation (see subsections 2.3.8 and 

2.5.1). 

3.5.4 Word Embedding Based Knowledge Organization System Ex-
tension Algorithms 

In order to utilize already written code and easily obtainable machine learning resources, the 

described algorithms are based on word embeddings. In order to generate new categories for a 

knowledge organization system that reflects the known set of documents; the word embeddings 

are created from a concatenation of all available category labels and documents. This occurs 

external to the described microservice using an existing word embedding generation implemen-
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tation (see subsection 2.3.8). As stated in subsection 2.2.1, many knowledge organization sys-

tems are hierarchical, therefore forming taxonomies (see subsection 2.2.3).  

For the subsequently described algorithms, let r be the root node of the taxonomy forming the 

knowledge organization system. Let c be the taxonomy for which new sub-categories are 

searched. As taxonomies are hierarchical DAGs, there is always a path ��, … , ��, where �� = � 

and �� = � . Finding sub-categories for an existing category therefore is equal to extend this 

path to ��, … , ��, ���� as Figure 69 illustrates.  

 

Figure 69: Path within an existing taxonomy knowledge organization system 

As already used in the NTFC or the DPCC (see subsection 3.3.2), the categories can be ex-

pressed as vectors in word embedding space by generating the BAM (see subsection 2.3.9) of 

their label words. Having such points in high dimensional space allows using geometry and 

statistics in order to generate category suggestions.  

To accomplish this task, I have created two algorithms. The Arithmetic Vector Stream Predic-

tor (AVSP) and the Regression Vector Stream Predictor (RVSP). The AVSP initially computes 

the offsets between the vectors of individual categories. In Formula 58 the �() function gener-

ates the BAM vector of all label words in the generated word embedding space.  

Formula 58:  �� = ����� − ������� 

In the next step, the average offset along the path ��, … , �� is added to ��, creating a coordinate 

close to where sub categories of �� should be in the word embedding space. Figure 70 illustrates 

this process in a two-dimensional example word embedding space.  
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Figure 70: Arithmetic Vector Stream Predictor example 

Having �(����) allows searching for terms in the word embedding space that reflect the sub 

category. The terms, whose vectors are closest in cosine similarity to this coordinate, are re-

turned as suggestions for new categories.  

The RVSP treats the same problem not geometrically but by applying linear regression to pre-

dict �(����). Hence the name Regression Vector Stream Predictor. To do so, it computes the 

hyperplane closest to all �(��). The following equations express the hyperplane as function of 

path index j.  

Formula 59:  �̅ =
����

����
=

�

�
 

Formula 59 computes the average value for path index j. To do so, it uses a modification of the 

Gaussian empirical formula 
����

�
 , additionally dividing it by � + 1 to get the average instead of 

the sum. It is divided by � + 1 instead of n because index j starts with 0. This cancels out to 
�

�
. 

Formula 60:  �̅ =
�

�
∑ �(��)�

���  

Formula 60 computes the average word vector along the path, so that Formula 61 and Formula 

62 are used to compute direction (b) and offset from 0 (a).  

Formula 61:  � =
∑ (���̅)∗(��������)�

���

∑ (���̅)��
���

 

Formula 62:  � = �̅ − � ∗ � ̅
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Formula 63:  �(����) = � + � ∗ (� + 1) 

The computed vectors a and b produce the vectors closest to all data points �(��). Therefore, 

Formula 63 finds v(i���). Candidate terms describing sub-classes are found by searching for 

terms which vectors have highest cosine similarity to �(i���). 

 

Figure 71: Regression vector stream predictor example using 4 2-d word embeddings 

Figure 71 illustrates the RVSP using 2-d examples. Each plane represents a word embedding 

space and contains a red sphere which represents �(��), where n=0 is the lowest plane and n=3, 

the highest plane. The line was computed using Formula 59 to Formula 62. The white sphere 

indicates the location of �(i���) and was computed using Formula 63.  

Computing word embeddings from large collections of texts requires time, whereas the AVSP 

and RVSP operate quickly. Therefore, the generation of the word embeddings is performed in 

an offline step. The generated word embedding is an MLR that can be reused by different micro 

services. The AVSP and RVSP can be executed frequently for different categories.  

Both methods only work if there is a proto knowledge organization system in which there is at 

least a root and one category node. Finding potential sub-categories for the root if there is only 

the root is out of scope for this research goal as it is explicitly intended to extend a proto 

knowledge organization system. By definition (see subsection 2.2.1), a single topic does not 

constitute a knowledge organization system. 

Finding candidate terms for sibling categories is achieved by averaging said sibling categories’ 

vectors using Formula 60. Terms close to these can be correlated with the AVSP and RVSP 

results as one category’s sub-category can be another category’s sibling-category. This way, the 

AVSP, RVSP, and sibling-vector-averaging can create a committee suggesting new categories.  

Additionally, terms that were already used in the labels of path ��, … , �� can be filtered from 

the result set, so that no circularity is introduced into the hierarchical taxonomy knowledge or-

ganization system. This finishes the specification of artifact 3 (TEEK) thus fulfilling research 

objective 5.4.  

Section 3.6 summarizes all created problem models and design specification so that the im-

plementation can be described in chapter 4. 
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3.6 Problem Model and Design Specification Summary 

This chapter aimed at fulfilling 10 research objectives. The first five were to create problem 

models for all 5 research goals. The second five were to create design specifications for artifacts 

that can fulfill the remaining challenge.  

Research goal 1 is to create a rapidly deployable artifact that provides TC for any application 

by providing an external interface.  

Summary of remaining challenge 1 before chapter 3: The remaining challenge is to create a 

rapidly deployable, easy to use artifact providing MLTC through an external API. This is to be 

created by artifact 1. 

Summary of problem model (research objective 1.3): The problem model was created from 

the a use case perspective. Users of C3 are either applications that can directly access its API or 

human beings that use a UI or CLI. The use cases have been specified using a CRUD (Create, 

Read, Update, and Delete) logic. Firstly users need the CRUD ability to modify data objects 

within the artifact. Relevant data objects are encoding documents, categories, category relation-

ships and manual categorizations that form the target function. Secondly, users need the ability 

to perform MLTC activities which again can be access using CRUD verbs to create automated 

categorizations, read results, delete results, read whether a retraining is required and trigger said 

retraining (see subsection 3.1.1).  

Besides these basic capabilities more high level, calling application centric use cases have 

been defined using the BDMC method. In terms of effectuation, the value is in providing ex-

plainable MLTC without requiring to know details about the MLTC process. Applications inter-

act with the API while human beings interact with the UI and CLI. Optimal analytics are 

achieved by providing committee capabilities thus bunding the capabilities of one to many clas-

sifiers. Data integration happens using CRUD verbs on data objects while datafication can occur 

in an active learning process in which users confirm or correct results of the classification pro-

cess thus increasing the size of the target function over time (see subsection 3.1.2). 

Summary of design specification (research objective 1.4): The Domain Driven Design 

method was applied to create a solution design. Domain Driven Design centers on a common 

model of the problem domain. Therefore the design is founded on the previously created prob-

lem model. The solution design is split up into multiple components. Obviously, artifacts 2 

(NTFC) and 3 (TEEK) are components on their own that implement the common API. Artifact 

1 however requires 3 components for implementation: A committee component that can com-

bine the results of individual sub-components, a core MLTC component as well as a CLI (see 

Figure 30 in subsection 3.1.3). Following the DDD approach (see subsection 2.8.2), an Ubiqui-

tous Language that informs a common information model and API has been defined. Based on 

the state of the art desk research as well as the already created component architecture, a micro-

service oriented architecture has been chosen. Reasons are quick deployability and high flexibil-

ity of this architecture style. The architecture employs the hexagonal architecture pattern for 

subcomponents of all microservices. Another argument for microservices are their scale-out 
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capability in the context of Big Data. Scaling out stateful microservices brings additionally 

complexity that is commonly addressed with the command query responsibility segregation 

(CQRS) pattern. Machine learning is inherently stateful. To better manage this, the Train-

er/Athlete pattern for microservice oriented machine learning has been proposed. It is based on 

CQRS and captures details about the machine learning process.  

The Trainer/Athlete pattern separates the creation of machine learning models and the infer-

ence process using these models in two separate types of microservices: Trainer microservices 

create models while Athlete microservices use these models. Following this segregation ap-

proach, and the fact that a committee as well as a core MLTC component is required four, mi-

croservices were specified: Committee Trainer, committee Athlete, MLTC Trainer and MLTC 

Athlete. Subsection 3.1.4 specifies a common API for all C3 Athlete services. Subsection 3.1.5 

creates a similar API specification for all C3 Trainer services. This is followed by subsection 

3.1.6 that provides algorithmic details about the committee algorithms, both Athlete and Train-

er. Subsection 3.1.7 provides similar details for the MLTC implementation. A core detail is, that 

a combination of the TFIDF and SVM algorithms are used for implementing MLTC for multi-

ple reasons. Firstly, the designed combination can operate without additional knowledge of the 

user or manually created knowledge resources (research goal 2). Secondly, the designed micro-

service has integrated explainability (research goal 4). Subsection 3.1.8 specifies the API that a 

human user can use to interact with all C3 microservices.  

Remaining challenge 1 after chapter 3: The specified components need to be prototypically 

implemented and subsequently experimentally evaluated. Artifact 1 addressing research goal 

and remaining challenge 1 consists out of the following components that require implementa-

tion: Committee Trainer, committee Athlete, TFIDF SVM Trainer and TFIDF SVM Athlete as 

MLTC implementation as well as the common CLI. 

After implementing these components, they can be evaluated in multiple ways: Firstly by ap-

plying classic effectiveness and efficiency values of TC (see subsection 2.4.5). To do so, target 

functions in the context of argument mining within RecomRatio as well as other benchmarks 

can be used. Another important measure for artifact is to measure the effort to integrate MLTC 

functionality to different applications which can be measured in time needed for a developer to 

integrate this functionality or alternatively the necessary lines of code.  

Research goal 2 is to create a TC performing artifact that works with as little manually creat-

ed resources as possible.  

Summary of remaining challenge 2 before chapter 3: Designing artifact 1 in such a way, 

that it requires little to no additional manually generated resources or knowledge about the TC 

process.  

Summary of problem model (research objective 2.3): Requiring as little manually created 

resources as possible is easy to model and has been a guiding design principle for all artifacts 

that has been applied throughout chapter 3. The SECI model was used in subsection 3.2.1 to 

model the problem of requiring prior knowledge and knowledge resources. A user requires tacit 



Model 209 

knowledge to apply MLTC. This can either be obtained by socialization (human-to-human ex-

planation) or internalization (medium-to-human consummation) (see subsection 2.1.1). As so-

cialization is not scalable and potentially not possible when required, an internalization ap-

proach should be followed so that all artifacts are self-explanatory and contain information 

about themselves.  

Summary of design specification (research objective 2.4): All generated microservices are 

self-explanatory by  having an integrated UI that users can easily access requiring nothing more 

than a web browser. This UI contains explanations about how to use the microservice and use 

MLTC (see subsection 3.2.2). Additionally, every microservice as well as all used machine 

learning resources have integrated metadata that can be used to ascertain their usage. Models for 

this metadata have been defined (see subsections 3.2.3 and 3.2.4). 

Remaining challenge 2 after chapter 3: The MLTC performing artifacts have been specified 

so that they require as little humanly created resources and tacit knowledge as possible. This 

design needs to be prototypically implemented for all artifacts. All microservices need to con-

tain a web GUI as well as the specified meta data.  

Even though the artifacts can cater for hyper parameter tuning and additional manual re-

sources, evaluation activities are performed using default configurations so that C3’s utility 

when used without additional resources is assessed.  

Research goal 3 is to create an artifact that can perform MLTC when there is a predefined set 

of possibly interrelated categories but no example categorizations.  

Summary of remaining challenge 3 before chapter 3: The remaining challenge is to evalu-

ate Dai et al.’s unsupervised text categorization algorithm. As there is no publicly available 

implementation, it has to be implemented for evaluation. Dai et al.’s algorithm relies on random 

values. To create more reliability and repeatability an alternative approach that does not use 

random values is required.  

Summary of problem model (research objective 3.3): Modeling the problem of performing 

unsupervised MLTC is relatively simple. The target function is simply not available for training 

and can only be used to evaluate the results of the classifier. Desk research has found, that the 

implementation should use word embeddings as they are created in an unsupervised fashion and 

provide semantic information without manual specification. Therefore, the used word embed-

dings also have to be manipulatable using CRUD verbs. 

Summary of design specification (research objective 3.4): Subsection 3.3.2 provides the re-

quired algorithmic specification for implementing unsupervised text categorization. It contains a 

pseudo-code definition of Dai et al.’s algorithm, generated from their original work. It also 

specifies the original NTFC algorithm as well as details about the BAM and WMD distance 

measures. Following the Domain Driven Design approach, subsection 3.3.3 provides details 

about the information model and API of the NTFC artifact.  

Remaining challenge 3 after chapter 3: The specified algorithms need to be implemented as 

C3 microservice and subsequently evaluated. The evaluation procedure is identical to that of 
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artifact 1: Classic MLTC efficiency and effectiveness measures as well as the effort required to 

integrate the functionality into any arbitrary application. 

Research goal 4 is to create explainability for all implemented classifiers.  

Summary of remaining challenge 4 before chapter 3: Remaining challenge 4 is to add ex-

plainability to all algorithms used for implementing MLTC in the context of C3. From the as-

sessed state of the art, only lexicon based classifiers are directly explainable. They cannot be 

used for C3 as the manual lexicon specification directly contradicts research goal 2. The LIME 

and SHAP algorithms can be used to determine which features are most influential for a classi-

fier’s decision. It has been shown, that these algorithms require exponential compute time which 

contradicts the overall bootstrapping approach due to the high amount of needed resources to 

perform these operations for every categorization. 

Summary of problem model (research objective 4.3): The SECI model was used to create a 

problem model and define requirements all automatically generated explanations need to fulfill. 

Whenever a C3 classifier performs an automated categorization an explanations is generated 

that requires to be in a natural language, as easily understandable as possible and contain the 

concrete reason why a document was assigned to a specific category.  

Summary of design specification (research objective 4.4): Different explanations schemes 

were designed for different classifiers making up C3. Subsection 3.4.2 specifies how explana-

tions for the committee microservice are generated. Namely by citing the results of individual 

classifiers making up the committee and providing information about the computed likelihood 

and required threshold. The TFIDF-SVM microservice’s explanation generation scheme is spec-

ified in subsection 3.4.3. Using TFIDF a controlled vocabulary of highly indicative terms is 

generated. If terms of this vocabulary are found in a categorized documents, their presence are 

cited as reasons for assigning the document to the relevant category. This is similar to the LIME 

approach but can be computed more efficiently. Finally, the unsupervised NTFC and DPCC 

classifiers’ explanation scheme is specified in subsection 3.4.4. Both quote which word embed-

ding has been used and that the word embeddings information has been used to capture the 

meaning of the document and the category to assign them to each other.  

Remaining challenge 4 after chapter 3: The specified explanation methods need to be im-

plemented in the committee, TFIDF-SVM and NTFC microservices. Subsequently the explana-

tion quality needs to be evaluated.  

Research goal 5 is to create an artifact that can adapt an existing knowledge organization sys-

tem when knowledge emerges by proposing novel categories.  

Summary of remaining challenge 5 before chapter 3: Remaining challenge 5 is to create a 

knowledge organization system extension system that requires as little MLRs as possible. The 

created artifact should be as interoperable with the other C3 microservices as possible.  

Summary of problem model (research objective 5.3): The core use case of the TEEK arti-

fact is to generate category suggestions to extend existing knowledge organization systems. This 

has further been specified using the BDMC technique in subsection 3.5.2 as follows: Users ben-
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efit from an up-to-date knowledge organization system. To use the artifact, the common CRUD 

logic for category suggestions is used. Users interact via the API, CLI or UI with TEEK. The 

extension of actual knowledge organization systems happens manually if users are satisfied with 

the generated suggestions.  

Summary of design specification (research objective 5.4): TEEK uses the common C3 API 

as much as possible. The fact, that TEEK in itself is no classifiers obviously limits this to a cer-

tain extend. Similar to the NTFC algorithm, word embeddings are used. Two approaches for 

creating taxonomy suggestions have been specified in subsection 3.5.4. Both aim at extending a 

path from the to root of the knowledge organization system to the category for which sub-

category suggestions are generated. The arithmetic vector stream predictor (AVSP) algorithm 

uses arithmetic operations in the high-dimensional word embedding space to find suggestions. 

The regression vector stream predictor (RVSP) uses regression to do the same. The generated 

results are returned in objects that are compatible with the other microservice’s APIs.  

Remaining challenge 4 after chapter 3: The TEEK artifact needs to be prototypically im-

plemented. The generated knowledge organization system extension suggestions have to be 

experimentally evaluated after implementation. This evaluation can occur by hiding parts of an 

existing knowledge organization system and check if the suggestions match the already existing 

parts of the knowledge organization system. Alternatively, one can evaluate if the suggestions 

are reasonable at this point of the knowledge organization system so that the system has per-

formed as desired. 

After creating all relevant problem models and designing the artifacts, thus fulfilling research 

objectives 1.3, 1.4, 2.3, 2.4, 3.3, 3.4, 5.3, and 5.4 prototypes of the artifacts need to be imple-

mented to address all five remaining challenges. Chapter 4 describes details about this prototyp-

ical implementation.  
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4 Implementation 

This chapter describes the implementation of all artifacts and therefore provides a description 

for the achievement of research objectives 1.5, 2.5, 3.5, 4.5, and 5.5 and their corresponding 

remaining challenges as stated in subsection 3.6. Given the artifact centric approach, this chap-

ter is structured along the artifacts. Section 4.1 starts with a description of the used base tech-

nologies across all artifacts and why I choose them for the implementation. Section 4.2 de-

scribes how the source code repositories and build process is implemented for all microservices. 

As I decided to base the microservices on Dropwizard, section 4.3 provides an in-depth look 

into the mechanisms Dropwizard uses, so that the developed artifacts can be better understood 

by the reader. Section 4.4 describes the implementation of the basic API and classifiers. In 

combination with the previous sections, they finish the descriptions of research objectives 1.5, 

2.5, and partly 4.5 because the explanations are an integral part of each developed artifact and 

this implements artifact 1. Section 4.5 provides details for research objective 3.5 (unsupervised 

classification in artifact 2) while section 4.6 finishes the implementation descriptions with de-

tails about research objective 5.5 (artifact 3). Section 4.7 provides examples about the usage of 

C3 on multiple platforms while section 4.8 concludes chapter 4 with summaries of the imple-

mentations and subsequently remaining challenges. 

4.1 Selection of Base Technologies 

After designing microservices fulfilling research objectives 1.4, 2.4, 3.4, 4.4, and 5.4, these 

microservices need to be implemented. Sections 2.5, 2.6, and 2.8.2 have shown a broad range of 

technologies to choose when implementing a TC or a microservice system. To implement a 

microservice or any other program, a programming language needs to be select first. A principle 

advantage of microservices is, that it can be developed in any programming language suitable 

for what it needs to accomplish and which the programmer already knows.  

Even though Python is the lingua franca of machine learning, providing many libraries used 

for this problem field, I selected Java for the prototypical implementation of the C3 micro-

services. The reasons for this are manifold: Java and the JVM have been used for production 

workloads for more than 20 years. With SpringBoot and Dropwizard, there are multiple mature 

open source frameworks to base microservices on. Also the JVM and Java have matured enough 

to run highly efficiently on many platforms. Besides these reasons, additional microservices to 

integrate in this environment can easily be written in Python if some functionality should not be 

available in Java.   

There are multiple methods to implement web services and therefore microservices using Ja-

va. If the implementation requires an underlying application server like Apache Tomcat an ex-

ternal dependency and therefore unnecessary complexity is introduced. Therefore, I decided to 



Implementation 213 

use Dropwizard to implement the microservices because of its focus to generate fat JARs. These 

are single JAR files that can be executed on any host capable of running Java. They contain 

everything necessary to implement REST/JSON or REST/XML APIs. The integrated webserver 

can additionally be used to serve static content such as a web GUI. This is a perfect match for 

the specified microservices. The API’s CRUD methods can be implemented (see subsections 

3.1.4 and 3.1.5) while the UI (see subsection 3.2.2) can be implemented as web based Graphical 

User Interface (web GUI). Albeit other interfaces like a voice interface could be implemented, a 

graphical representation is better suited for textual documents. It is also easier to implement and 

use. 

A strong reason for choosing Dropwizard besides the afore mentioned, is that it bundles stable 

open source libraries to quickly develop production ready microservices. Therefore, it provides 

the foundation for the entire sidecar or outer hexagons of the hexagonal architecture shown in 

Figure 19 (subsection 2.8.2). 

I chose to develop microservices using a REST/JSON API instead of any other possible inter-

face, because it is a de facto standard for microservices (see subsections 2.8.1 and 2.8.2) as well 

as being employed by ElasticSearch (see subsection 2.5.4). ElasticSearch has effectively pack-

aged the complex task of full text search information retrieval into a quickly usable service. 

Therefore, I decided to emulate this approach to also make TC a quickly usable service fulfilling 

research goal 1.  

This means that the CREATE, READ, UPDATE and DELETE verbs used for the interface 

specification throughout chapter 3 are each implemented using appropriate http verbs. These are 

POST for CREATE, GET for READ, PUT for UPDATE while DELETE has the same name. 

Additionally all specified API objects are going to be transferred encoded in JSON. JSON sup-

ports the same primitives that have already been used throughout chapter 3. JSON stands for 

JavaScript Object Notation as it is identical to the object specification in JavaScript. JavaScripts 

can easily interact with JSON encoded data as objects within the scripts. For this reason the 

microservice GUIs are implemented in JavaScript.  

Any machine that can run a Java Virtual Machine (JVM) and has a network interface can run 

the developed classifiers. This makes them extremely flexible to adopt in any environment. 

Even though Docker is available on fewer operating systems than the JVM, Docker allows to 

package the appropriate Java version as well as other files, such as used word embeddings, into 

a container and also quickly deploy it anywhere necessary. Docker additionally provides net-

work virtualization (see subsection 2.8.1), especially when a container configuration manage-

ment system (see subsection 2.8.3) is used. Therefore, Docker provides a state of the art method 

to quickly deploy a developed artifact. The combination of Dropwizard and Docker generates 

maximum flexibility as either the Docker Container or the JAR file can be used.  

The developed source code is managed using GitHub. This is a SaaS cloud service used to 

store git source code repositories. It is primarily known for hosting Open Source projects but 

also provides the possibility to host private repositories to which only a controlled amount of 
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users have access. During the writing of this dissertation, I kept the developed source code pri-

vate.  

Subsection 3.1.7 already mentioned, SVMs are used to implement the support vector machines 

of artifact 1. In detail I choose to use the LibSVM library. Even though there are other Java 

implementations of SVMs, they come with a lot of overhead, as they are part of larger frame-

works (see sections 2.5 and 2.6). LibSVM on the other hand is lean and only provides exactly 

what is needed. The attribute names used within the configuration and model objects of the 

TFIDF SVM API described in subsection 3.1.7 are identical to the attribute names as used by 

the LibSVM library. This is due to the concept of Ubiquitous Language within DDD (see sub-

section 2.8.2).  

None of the developed microservices computes word embeddings on its own. Therefore, any 

word embedding generation implementation can be used. I decided to use the original C imple-

mentations of Word2Vec and GloVe, which I have packaged in Docker containers to use as 

needed. 

The next section describes how the source code for the individual microservices is managed in 

its source code repository.  

4.2 Repository Structure and Setup for all Microservices 

The code is managed in the GitHub SaaS source code management service. For every micro-

service, an individual, private repository was created. This was also the case for archetypical 

implementations of the Classifier Trainer and Athlete sidecar, which was developed and tested 

first in order to add working code for individual classifiers at a later stage. Every microservice is 

a fork of this archetypical implementation. Different microservices are supposed to have differ-

ent source codes. Working alone, I could alternatively have created a single code base that be-

haves like the different specified microservices depending on how they are configured. I chose 

not to follow that approach to have more flexible individual microservices without dependen-

cies with each other. The downside of this approach is that bugs in the archetypical implementa-

tion have to be fixed in all developed microservices.  

Eclipse is used as integrated development environment (IDE), because of its auto-correction, 

error markup and integrated Maven support. Dropwizard uses Maven to manage libraries, per-

form unit testing and build the final fat jar files. Therefore, every Dropwizard based micro-

service is handled as Maven project in Eclipse. Every such Maven project also is a directory on 

my local computer, which is equivalent to the individual source code repository. It is good prac-

tice to have a README.md file in every repository, as it is rendered as HTML in the GitHub 

web GUI. This way, a user can always read, what the code accomplishes. 

When creating a Maven project, one needs to state a Group Id, Artifact Id and name for the 

project. These are stored in the pom.xml file used by Maven to build the project. The used val-

ues and utilized GitHub repositories are: 
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 Classifier Trainer sidecar: 

Group Id: org.SirTobiSwobi.c3 

Artifact Id: classifier-trainer 

Name: classifier-trainer 

Repository: https://github.com/SirTobiSwobi/classifier-trainer.git 

Additionally one can state an initial description for the Maven project. It is also stored within 

the pom.xml file. I also used this description when creating an appropriate README.md file in 

the local file system directory. Using the git command line tool, the following commands are 

used to turn the directory into a synchronizable online source code repository.  

Listing 1: Repository setup 

1. git init   
2. git add *   
3. git commit –m "Created repository"   
4. git remote add origin $repositoryURL   
5. git push –u origin master   

After setting up the source code repository, the Dropwizard version along with its dependen-

cies have to be inserted into the pom.xml. The utilized pom.xml file for the common sidecar can 

be found in the appendix (section 7.1).  

After this setup the actual code can be created. With this configuration, Dropwizard uses Ma-

ven to create .jar files that can run on their own. They include everything to start a web service 

that can be used on the network. The build process including all unit tests is triggered using the 

mvn package command in the CLI with the current directory being the source code reposito-

ry. Using an existing Docker-Maven plugin could also perform the creation of a Docker con-

tainer. I chose not to do so. Instead I am using the Docker standard mechanism of a Dockerfile. 

This is intended to make the service easier understandable for non-Java developers who are not 

intimately familiar with Maven and just want to run a Docker container performing TC. They 

can use the Dockerfile to see details about the configured container. 

The Dockerfile contains the following commands. The first command instructs Docker to start 

a container containing an almost empty Linux system, which is only including an up-to-date 

version of Java. The EXPOSE statements expose two ports of the container to the host’s net-

work. The ADD statements copy the generated jar file and a configuration yml file from the 

source code repository into the container. The RUN statement eventually starts the microservice 

jar file within the container as soon as the container is launched. 

Listing 2: Docker file for common sidecar 

1. FROM java   
2. ENV version=0.0.1   
3. MAINTAINER Tobias Eljasik-Swoboda ${version}   
4. EXPOSE 8080/tcp   
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5. EXPOSE 8081/tcp   
6. ADD ./target/classifier-trainer-${version}-SNAPSHOT.jar /opt/classifier-

trainer/target/classifier-trainer-${version}-SNAPSHOT.jar   
7. ADD ./classifier-trainer.yml /opt/classifier-trainer/target/classifier-

trainer.yml   
8. RUN java -jar /opt/classifier-trainer/target/classifier-trainer-${version}-

SNAPSHOT.jar server /opt/classifier-trainer/target/classifier-trainer.yml   

The two ports are exposed for a reason: The first Port (in this case 8080) is used to deliver the 

developed application user interface (API and GUI) while the second is used to provide health 

information and an administrative interface about the microservice. Using Firewall rules, one 

can ensure to only expose status information to administrators of the service. If not needed, a 

user can also choose not to expose the administrative command at all. 

After building the Docker container using this file, it is an empty Linux system, that includes 

Java and the directory /opt/classifier-trainer/target/. This Directory contains 

the classifier-trainer-${versions}-SNAPSHOT.jar as well as the classi-

fier-trainer.yml files. Whenever the container is started, it runs the jar file and parame-

terizes it with the yml file. This is a Dropwizard mechanism used for configuring and parame-

terizing the microservice.  

As already mentioned, the source code that is packaged into the container is organized as Ma-

ven project. Following the afore mentioned setup, every microservice repository contains the 

following files and directories: 

 README.md 

Text file describing the developed service, which is rendered as HTML page within 

the GitHub directory. This contains the component metadata described in subsection 

3.2.3. 

 pom.xml 

XML file describing the project and all dependencies for Maven. 

 Dockerfile 

Text file describing how to transform the contents of this directory into a running, 

working Docker container.  

 src/ 

Sub-directory containing the actual source code. As it is a Maven project, it is further 

subdivided into: 

o main/ 

Sub-directory for the actual application code. 

 java/ 

Sub-directory for the .java files. 

 resources/ 

Sub-directory for other files that are used by the application 

o test/ 

Sub-directory for the test cases. 
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 java/ 

Sub-directory for the java test cases. 

 resources/ 

Sub-directory for other files used during unit testing. E.g. mockup 

JSON files.  

 target/ 

Sub-directory containing the generated jar files that are packaged into the Docker file.  

As mentioned, GitHub is used as primary source code repository for every microservice. 

Therefore, the software repository used is github.com/SirTobiSwobi. Additionally, every micro-

service is packaged as Docker container. The software was not to be published during imple-

mentation. Therefore, I did not use Dockerhub as container registry but rented a container regis-

try in Microsoft Azure and named it: dockmaster.azurecr.io  

Keeping in line with the versioning conventions laid out in subsection 2.8.2, a new version is 

specified whenever a new feature is implemented. The version is specified in the pom.xml file 

of the project. During development, the same version number can be used in testing. Software is 

only committed, if all unit tests are successful and the microservice performs as intended.  

In order to build, commit to GitHub and into the Docker container registry, the commands in 

Listing 3 are executed on the command line while the current directory is the local source code 

repository on my computer. The variable $ms contains the name of the microservice, $v is its 

version and $msg is the update message. 

Listing 3: Maven build, git commit and Docker container registry commit 

1. mvn package   
2. docker build .   
3. CONT=$(docker ps –format {{.ID}})   
4. docker stop $CONT   
5. docker commit $CONT dockmaster.azurecr.io/$ms:$v   
6. docker push dockmaster.azurecr.io/$ms:$v 
7. git add *   
8. git commit –m “$msg”   
9. git push origin master  

Because the Dockerfile ends with a command to run a daemon, the container does not stop au-

tomatically after line 2. This blocks the console in which the commands were executed. There-

fore, line 3 identifies the container ID in order to stop the container and commit it into the regis-

try. Steps 3 and 4 have to occur in a different console. Lines 6 to 8 update the source code re-

pository.  

This example is for BaSH. As far as I know, the mvn, git and docker commands do not differ 

on MS command line or PowerShell. The variable handling in line 3 might be different. Using 

these methods, the development process as well as the software itself is operating system inde-

pendent, as it works on Linux, UNIX, Mac OS X, and Windows.  
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Using these two mechanisms allows to fork and deploy software. One can always fork the 

source code repository in order to develop an updated and modified version. One can also build 

Docker containers on the existing ones. Additionally, anybody with access to dockmas-

ter.azurecr.io can deploy the working microservice onto his or her machines. Using the Dock-

erfile FROM construct and the Dropwizard configuration yml file mechanism, one can easily 

reconfigure the service by basing a new container on the existing one and updating it with a 

modified configuration file.  

Any computer running Docker with access to the container registry can run the developed mi-

croservices by running the code in Listing 4. The variable $hostPort specifies on which network 

port of the host the container should be listening. The variable $containerPort specifies to which 

network port of the container the packets should be forwarded. The latter is usually 8080. This 

can be edited in the microservice’s configuration file before packaging it as Docker container. I 

chose to use port 8080 for the application in all C3 microservices. The variable $ms specifies 

which microservices should be used and variable $v specifies its version.  

Listing 4: Starting a microservice on any machine with Docker 

1.  docker run –d –p $hostPort:$containerPort dockmaster.azurecr.io/$ms:$v   

After finishing this description of every microservice source code repository, section 4.3 de-

scribes the Dropwizard mechanisms the individual microservices are based on.  

4.3 Common Dropwizard Structure and Interaction 

Dropwizard comes with a predefined package structure that is used for all elements of the mi-

croservice. These packages are reflected within the src/ main and test directories. The follow-

ing examples reflect the package structure of the Classifier Trainer API sidecar. It is the same 

for all other microservices: 

 org.SirTobiSwobi.c3.classifiertrainer 

Contains configuration classes. These read from the configuration yml file and setup 

the entire service. It also includes the central application class containing the main 

method that starts the entire service in the jar.  

 org.SirTobiSwobi.c3.classifiertrainer.api 

Contains output representation classes. These are Java definitions of the interface API 

objects described in subsections 3.1.4, 3.1.5, 3.1.6, 3.1.7, 3.3.3, and 3.5.3.  

 org.SirTobiSwobi.c3.classifiertrainer.core 

Contains the actual business logic of the microservice. It can further be subdivided 

depending on the service’s needs. 

 org.SirTobiSwobi.c3.classifiertrainer.db 

Contains database classes. This does not necessarily indicate persistence or interfaces 
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to database management systems but could be any class that stores data during the op-

erating of the microservice.  

 org.SirTobiSwobi.c3.classifiertrainer.health 

Contains health checks. Health checks are similar to unit tests but are executed while 

the microservice is running instead of when it is built. These health checks allow other 

systems to ascertain the status of the service. Health checks are useful to determine if 

vital configuration information is missing. For example if a microservice that relies on 

word embeddings does not have word embeddings. Health checks are accessible on 

the second Dropwizard port, which per default is 8081.  

 org.SirTobiSwobi.c3.classifiertrainer.resources 

Contains resource classes. There is a resource class for every URI defined in 3.1.4, 

3.1.5, 3.1.6, 3.1.7, 3.3.3, and 3.5.3. These classes contain all methods that are called 

when a HTTP request with a specified verb is received by the microservice. They are 

responsible for triggering the appropriate methods in classes within the db and core 

packages, as well as to interpret transmitted api objects and generating HTTP re-

sponses with the appropriate headers and bodies.  

Removing the API endpoint and communication resource classes from the business logic is 

beneficial. This is especially the case, if one wants to reuse the API in different implementa-

tions. In this way, the Classifier Trainer and Athlete APIs do not have to be developed from 

scratch for every microservice but the same code can be used by cloning the GitHub repository 

into a new one and developing the business logic there. In this way, additional microservices 

using the C3 API can quickly be developed using this common starting point. 

The UML class diagram in Figure 72 describes the foundational mechanisms used to config-

ure, test, health-check, and run the microservice. Figure 72 serves only as example omitting 

many classes to implement the full API described in sections 3.1.4 and 3.1.5. Every Dropwizard 

application has a main Application class containing the static void main(String args[]) method 

that is the starting point of every Java application. This Application class is an extension of 

io.dropwizard.Application<Application-Configuration>. This Dropwizard Application class is a 

generic class which has to use an extension of io.dropwizard.Configuration as its generic type.  

The main method of the Application class is simple as it only creates a new instance of the 

class and executes its run() method. The Application method getName() simply returns the 

name of the application which is used in multiple Dropwizard mechanisms. The initialize meth-

od is always called with a Bootstrap object. The Bootstrap class is also a generic class that uses 

the application’s Configuration object as type. This Bootstrap object allows serving static con-

tent from the microservice. The call bootstrap.addBundle(new AssetsBundle(“/assets/”, 

“/html/”, “index.html”)) is used to serve the static web GUI (implementing the UI specified in 

subsection 3.2.2), which is stored in the source code directory under /assets/ at the micro-

services /html/ endpoint using index.html as first accessed HTML file.  

The real work happens in the run method. The run method is called with an application specif-

ic Configuration object and a Configuration object specific Environment object. The applica-
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tion-specific Configuration object is a Java representation of valid configuration YML files for 

the Application. This is not to be confused with the classifier specific Configuration objects (see 

subsections 3.1.6, 3.1.7, and  3.3.3), which are intentionally controlled via the REST/JSON API. 

The configuration YML file is only read once when starting up the microservice. The applica-

tion-specific Configuration class is an extension of the generic Configuration class. The generic 

Configuration class contains global configuration parameters such as the utilized ports or 

timeouts of the integrated web client. The application specific Configuration class contains ap-

plication specific configurations that can be set when starting up the classifier.  

 

Figure 72: Important Dropwizard classes and their interaction 

As the microservices are delivered as Docker containers, the configuration file is usually not 

changed when starting up the container. Therefore, this mechanism is very static. I used it to 

implement three features: Due to the fact that every Classifier Trainer also is a Classifier Ath-

lete, I did not implement Trainers and Athletes of the same classification algorithm separately. 

Instead I added the runType configuration value. It can either have the value trainer or the value 

athlete. The value that is set determines which API methods are available and which ones are 

not (see subsections 3.1.4 and 3.1.5). The default configuration is to run as Trainer and provide 

all methods. During API development certain example objects are advantageous. Therefore, I 

secondly created the debugExamples parameter. Its default value is false. If it is set to true, the 
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microservice starts up with methods to read example body parameter objects for the API. Last-

ly, I used this mechanism to implement the content for the READ /metadata method (see 

subsection 3.2.3). There are configuration values for every metadata attribute. This way, one can 

quickly edit the metadata of a specific classifier without having to rebuild the JAR file.  

Within the application’s run method, the content of the application specific Configuration ob-

ject can be accessed. The Environment object is used to register Resource objects. The methods 

of these Resource objects are called when different API methods of the microservice are ac-

cessed over the network. Listing 5 illustrates the process using the CategoriesResource class as 

an example. It provides all methods using the /categories URI. 

Listing 5: Registering a Resource object in Dropwizard 

1. final CategoriesResource categories = new CategoriesResoruce (refHub);   
2. environment.jersey().register(categories);   

For details on the refHub object, see section 4.4. Resource objects do not need to extend a spe-

cific Dropwizard class in order to implement the API methods. They use the javax.ws.rs Library 

that uses annotations before the methods to define which method is called in case of which re-

ceived HTTP request. To do so, the entire class needs to be annotated with the URI to which it 

replies as well as the media types it consumes and produces. For example the resource for single 

categories shown in Listing 6. 

Listing 6: Path and MediaType annotations for Dropwizard resource classes 

1. @Path(”/categories/{cat}”)   
2. @Produces(MediaType.APPLICATION_JSON)   
3. @Consumes(MediaType.APPLICATION_JSON)  

In this example, every method is supplied with the cat parameter which is read from the path 

supplied in the HTTP request. Additionally, the classes can use the HTTP request’s bodies as 

parameters as shown in Listing 7. 

Listing 7: HTTP verb annotation for resource class methods 

1. @PUT   
2. @public Response setCategory(@PathParam(”cat”) long cat, @NotNull @Valid TCCat

egory category){…}  

The individual methods can be annotated with HTTP verbs. If for instance the HTTP request 

PUT /categories/2 is received, the method is called with the value of parameter cat equal 

to 2 and the message body within the category parameter. The annotations @NotNull and 

@Valid ensure that a client error is returned to the client if the message body does not contain a 

valid non-empty JSON representation of an object instantiating the TCCategory class (see sec-
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tion 4.4). All objects that are being called this way return javax.ws.rs.core.Response objects. 

They can transfer a status code as well as a message body. The message body has to be an API 

object. Response.ok(output).build() creates an output object with the HTTP Status Code 200 

(OK). Response.status(Response.Status.XXX).build() creates an output object with the HTTP 

Status code specified in the parameter. This way, resource-class methods can transfer any ob-

jects, which are automatically encoded into the media type annotated for the resource class. By 

changing the @Produces and @Consumes annotations, the utilized media types can be changed. 

For example to XML instead of JSON.  

API classes are simple Java representations of the consumed and produced API objects. They 

contain private attributes for any class used in the API (see subsections 3.1.4, 3.1.5, 3.1.6, 3.1.7, 

and  3.3.3). The creators of Dropwizard refer to them as POJO which is an acronym for Plain 

Old Java Object. To serve as such, they have a constructor to generate the objects. They addi-

tionally contain an empty constructor not setting values to any of the attributes as well as public 

get methods for every attribute. The get-methods have to be annotated with @JsonProperty.  

This broad explanation explains how Dropwizard is used to create the REST/JSON API for all 

microservices and serves the web GUI used for them. The next section discusses the architec-

ture for the overall microservice. It then goes into details about the individual classifier imple-

mentations. 

4.4 Central Microservice Implementation 

The microservices are designed following the hexagonal architecture pattern (see subsection 

2.8.2) and use the Dropwizard package structure and central mechanisms to implement the APIs 

described in subsections 3.1.4, 3.1.5, 3.1.6, 3.1.7, and  3.3.3. Dropwizard does not supply any 

suggestions on how to internally manage data and perform the core application of the micro-

service.  

For implementing the Trainer / Athlete pattern (see subsection 3.1.3), the microservices them-

selves do not require any persistent storage, as all models, configurations, categories, and doc-

uments can easily be stored anywhere after retrieving their JSON representation via the API. To 

perform their operations, every microservice still needs to have a data structure managing all 

relevant internal objects. This internal data structure has to be addressable using ids. I choose to 

implement AVL trees as standard data structure for all objects, because they have favorable 

properties of taking O(n) space in memory with every operation requiring only O(log n) 

[AL62]. Even though this is more than a hash table’s O(1) on average, hash tables can have an 

operation time complexity of Θ(n) [CLRS01]. In order to generate the API objects collections, 

an in-order array of all elements has to be generated. This is significantly faster and easier to do 

with a balanced search tree instead of a hash table. Therefore, I chose these trees as data struc-

ture. I implemented the AVL tree algorithm myself as generic class AVLTree<T>. 
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The implementation, modeled as UML class diagram in Figure 73 makes use of a dedicated 

object for the entire tree as well as the individual objects for each node. To balance the tree, 

many operations are performed on multiple nodes at once. This is easier to implement in a cen-

tral class instead of the individual nodes. Therefore, every AVLTreeNode<T> object has a refer-

ence to the main tree object. The AVLTree<T> object only has a reference to the root node of 

the AVLTreeNode<T> objects. Besides standard balanced search tree operations, this AVL tree 

implementation adds certain functionality important for the implemented microservices. The 

AVL tree methods toArrayList() and getUsedIds() call the nodes to perform an in-order tree 

traversal to fill an array list with the individual elements. These are later used by the classes 

calling the AVLTree to perform multiple operations, like the packaging of the entire content 

into arrays that are used as collections within the API objects. Another important aspect is the 

cached height and content hash. To implement the query parameter ?hash=1 of multiple end-

points, a hash value of the content of the collection needs to be computed. Instead of computing 

it for the entire collection, which could take longer than the HTTP time out permits, it is stored 

as SHA-256 hash in a byte array [NIST12]. The java.security.MessageDigest library is used to 

generate a hash out of the content of every object managed within the AVL tree. This is then 

added or subtracted from the hash. As the data structure provides a 256 bit long modulo of all 

these operations, adding or subtracting the same objects in any order will always create the same 

hash value for the collection. To compute the individual hash values, the toString() methods of 

all classes managed as AVLTreeNode objects has to be implemented in such a way, that not the 

object’s address but the object’s content is returned. Any operation that modifies the tree is syn-

chronized. This means, that if multiple HTTP requests are processed by the same resource class 

method, only one is completely operated at a time. The others have to wait until the first finish-

es. This only occurs on writing operations on the tree. All reading operations can still be per-

formed.  
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Figure 73: Class diagram of the implemented AVL Tree 

In principle, an AVL tree can store an infinite amount of objects, as long as there is a way to 

compute the indexes of the individual nodes. In order to not have any relevant limitations, I 

chose to implement the AVL tree to use 64 bit Java long variables as indexes. This is the reason 

why all API id attributes are also defined as Java long variables. As JavaScript and therefore 

JSON does not distinguish between long and int (which only has 32 bits in Java), this has no 

adverse effect on the final API.  

The resource classes do not directly use the AVL trees to store their respective data. This is 

abstracted with Manager classes which contain all crucial methods to easily control the objects 

stored within the microservice. These managers use AVL trees of their respective classes but 

can also use other data structures to form indices. Figure 74 shows how the CategoryManager 

class uses AVL trees to manage categories as well as their relationships. All consistency logic is 

ensured by the CategoryManager. For instance that there cannot be any relationships that link 

non-existing classes with each other. In order to speed up the operation of outputting all Rela-

tionships to or from a certain category, the AVL trees fromIndex and toIndex are used. They 

store array lists of all involved categories. The methods to get arrays of objects as well as their 

content hashes are also wrapped by the manager classes. In this way, no resource class directly 

accesses the AVL trees. 
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Figure 74: CategoryManager class modeled as UML class diagram 

Java does not contain specific delete operations for objects. Instead, dereferencing the objects 

deletes them from memory. A difficulty in this is, that the Managers are potentially used by 

many different resources as well as the implemented core TC algorithms. Keeping track of all 

required references to implement delete operations is difficult. Because of this, all microservices 

contain a single ReferenceHub object. This object contains one reference to all managers rele-

vant for the microservice. Therefore, it provides a central method for all Resource objects to 

reach and modify all manager objects. The CategoryManager is an exception as it provides 

delete operations for all Categories and Relationships. All other Manager classes control a sin-

gle type of object. Therefore, deleting all their content is done by dereferencing the Manager 

object in the ReferenceHub and constructing a new instance instead of it. The ReferenceHub 

object is created in the main application’s run() method. It is then provided as constructor pa-

rameter to all Resource objects as well as all core TC implementations. This way it links all 

manager objects with each other. Figure 75 illustrates this together with the @Path annotations 

used in all resource classes.  
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Figure 75: ReferenceHub UML overview 

As mentioned, the resources require API objects that provide POJOs to generate and read 

transferred JSON objects. For Dropwizard, these objects should be in the api sub-package. 

These are dumb classes implementing nothing but get Methods and constructors. The classes 

within the db sub package can contain a little more intelligence, e.g., in the adapted toString() 

method used for hash generation or dynamically growing data structures like lists or trees, e.g., 

for managing category specific results within an evaluation. These data structures are especially 

challenging, because JavaScript and JSON only support arrays as object collections. Therefore, 

the api package contains all required classes to model the API objects as defined in subsections 

3.1.4, 3.1.5, 3.1.6, 3.1.7, and  3.3.3. In order to distinguish these objects from those used within 

the db package, these classes all have the prefix TC, as they are used for a Text Categorization 

API.  

The core package contains all classes necessary to train a model, evaluate it, and use the active 

model to create categorizations along with their explanations. To do so, most classes have a 

reference to the central ReferenceHub object so that all necessary data can be accessed. Figure 

76 shows the classes involved in training a new model. 
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Figure 76: Core classes involved in the training process 

The training process is triggered by calling the POST /models API method with an appro-

priate configuration id as query parameter. The request is processed by the ModelsResource 

object that first communicates with the ModelManager object via the ReferenceHub object. The 

ModelManager object keeps track on whether a training is currently in process or not. It also 

generates an empty Model object and subsequently provides the ModelsResource object with a 

new model id that is used for the model that is being created. 

The Trainer class essentially serves as factory for the contents of the newly created Model ob-

ject. To do so, the ModelsResource object calls the startTraining method and parameterizes it 

with the configuration ID and the model id. The startTraining method accesses the Model-

Manager via the ReferenceHub in order to set the Boolean expressing if a training is in process 

to true. Because this method is synchronized, only one Model object can be created at a time. 

The startTraining method then generates disjoint training- and evaluation sets which are ex-

pressed as ArrayLists of ids used to identify individual assignments that are used in the Fold 

objects it subsequently creates. These Fold objects perform the actual model generation and run 

in individual threads. This means, that training in an n-fold cross-validation (see subsection 

2.4.5) process occurs in n threads. Each Fold object thread trains a model and performs an eval-

uation of this model. As usual in an n-fold cross-validation process they use disjoint training- 
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and evaluation sets which have been generated by the Trainer object before starting the threads. 

Figure 77 illustrates the start of this process as sequence diagram. After calling the POST 

/models API method, the user is provided with a Progress object (see Figure 41) containing 

the reference to the newly generated Model object. The object has a progress value of 0.0.  

 

Figure 77: Sequence for starting a training modeled as UML sequence diagram 

While working, the Fold object threats send frequent progress updates to the generated Model 

object which it can address via the ReferenceHub object because it has been provided with the 

model’s id in its constructor. To have meaningful progress updates, the Trainer object first 

computes how many overall steps (like feature extractions or performed categorizations) occur 

in the n-fold cross-validation process. This value is then stored in the generated Model object’s 

steps attribute. The Model object’s completed attribute stores how many steps have already been 

completed so that the Model object’s getProgress method can compute the fraction of complet-

ed steps hence providing querying users with the current training progress. This enables the 

ModelResource, to build the list of Progress objects as defined in subsection 3.1.5 for the GET 

/models API method. 

After finishing computation, the Fold object threads write their individually generated Model 

objects as well as the evaluation results back to the Trainer object by first using its setModel-

ForFold() method of the calling the selectBestFold() method of the Trainer object. The latter 
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implements a semaphore [D65]. It waits until all Fold object threads are finished before com-

paring the different evaluations with each other in order to select the best performing model. 

This model is set as final model and the ModelManager is called to set the training progress 

indication Boolean to false. 

If a model has been computed and been set as active model using the POST /model method, 

the core package’s Classifier object and CategorizationThread objects are used. The Classifier 

objects implements a single method besides its constructor: The categorizeDocument method 

requires a document id as parameters and returns a Boolean. If the classifier is categorizing a 

new document, the Resource object first creates the document by calling the DocumentManager 

object via the ReferenceHub object. It then calls the Classifier object to perform the categoriza-

tion. The Classifier object then checks if categorization is actually possible by verifying if there 

is a model and the document that should be categorized actually exists. If this is the case, it 

starts a CategorizationThread and returns a true value to the CategorizationsResource object. 

The CategorizationsResource object then returns a Progress object (see Figure 41) to the user. 

It contains /categorizations/documents/$docId URI as address parameter value so 

that users can check if any categorizations were performed by sending an HTTP GET request to 

the specified URI. The CategorizationThread runs on its own and writes any performed catego-

rizations to the CategorizationManager object via the ReferenceHub object. From there the 

CategorizationsResource object can pick up the results and return them to the user. 

Another part of the core package is the Utilities class. It contains a collection of useful static 

methods that are used by many classifiers and tasks. These include methods to search for ob-

jects in arrays, methods for vector computing, array union operations that remove duplicates, a 

BFS implementation, vector normalization methods and a method to remove special characters 

from text retaining only Latin letters and Arabic numerals. This makes the C3 microservices 

compatible with all languages using Latin letters. As every text in Java is treated as Unicode, 

this can easily be extended to other natural languages by adapting this method. Most common 

NLP libraries are language specific and contain language specific lexicons and term definitions 

(see subsection 2.5.3). The choice to create a flexible own implementation for these utilities 

makes C3 more compatible for emerging knowledge, because it can be changed quickly in eve-

ry microservice implementation. The Utilities class only uses classes from the Java Math and 

java.util libraries. I chose not to include other helper libraries into the code for multiple reasons. 

Firstly, I wanted to introduce no additional dependencies. Secondly, the operations have to work 

on C3 data types from the db package. Existing libraries do not support those in every case. 

Thirdly, keeping it simple allows for easily porting the methods to other programming lan-

guages should the need arise.  

This general architecture is implemented by all microservices. The Trainer class and Classifi-

er class are implemented differently as described in the following subsections. This was 

achieved by first developing a template API implementation which implements all interfaces 

and data management mechanisms but does not actually implement a Trainer or Athlete. In 

order to test the overall system, the classifier simply assigns documents with an even id value to 
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category 0 and document with an odd id value to category 1. This overall API was then forked 

into new projects that extend and modify the code of the overall implementation to implement 

the core Trainer and Athlete methods.  

4.4.1 Committee Microservice Implementation 

The Committee Microservice is a fork of the general API implementation. Therefore, 

the packages have an altered name of org.SirTobiSwobi.c3.c3committee. To implement the Con-

figuration- and Model objects described in subsection 3.1.6, the Athlete class is introduced into 

the db package and the TCAthlete class into the api package. The Trainer class works different-

ly from the general API implementation because it ignores the amount of configured folds from 

the configuration. Instead, it starts one AthelteThread object per configured Athlete. As training 

based on the evaluation of the available Athletes, that already have a model based on previous 

training by their respective Trainer, there is no need to hide information in an n-fold cross-

validation scheme.  

The code in Listing 8 is used within the AthleteThread class to query the Athletes. The train-

ingIds array contains the document ids of all known assignments from the target function. 

Listing 8: Committee client Athlete thread 

1. Client client = new JerseyClientBuilder(trainer.getEnvironment()).using(traine
r.getC3config().getJerseyClientConfiguration()).build(getName());   

2. CategorizationManager evalCznMan = new CategorizationManager();   
3. for(int i=0; i<trainingIds.length; i++){   
4.     Document doc = refHub.getDocumentManager().getByAddress(trainingIds[i]);  

             
5.     WebTarget target = client.target(athlete.getUrl()).path("categorizations")

;   
6.     Response response = target.request().post(Entity.json(doc));   
7.     String responseBody = response.readEntity(String.class);   
8.     refHub.getModelManager().getModelByAddress(trainer.getModelId()).increment

CompletedSteps();   
9. }   
10. for(int i=0; i<trainingIds.length; i++){   
11.     Document doc = refHub.getDocumentManager().getByAddress(trainingIds[i]);   
12.     WebTarget target = client.target(athlete.getUrl()).path("categorizations")

.path("documents").path(""+doc.getId());   
13.     Response response = target.request().get();   
14.     String responseBody = response.readEntity(String.class);   
15.     ObjectMapper MAPPER = Jackson.newObjectMapper();   
16.     try {   
17.         TCCategorizations retrieved =  MAPPER.readValue(responseBody, TCCatego

rizations.class);   
18.         for(int j=0; j<retrieved.getCategorizations().length;j++){   
19.             TCCategorization cat = retrieved.getCategorizations()[j];   
20.             categorizations.add(new Categorization(cat.getId(), cat.getDocumen

tId(), cat.getCategoryId(), cat.getProbability(), cat.getExplanation()));   
21.             evalCznMan.addCategorizationWithoutId(cat.getDocumentId(), cat.get

CategoryId(), cat.getProbability(), cat.getExplanation());   
22.         }   
23.     } catch (JsonParseException e) {   



Implementation 231 

24.         e.printStackTrace();   
25.     } catch (JsonMappingException e) {   
26.         e.printStackTrace();   
27.     } catch (IOException e) {   
28.         e.printStackTrace();   
29.     }   
30. refHub.getModelManager().getModelByAddress(trainer.getModelId()).incrementComp

letedSteps();            
31. }                  
32. client.close(); 

The javax.ws.rs.core and javax.ws.rs.client libraries are used as web client. The overall pro-

cess happens in two phases. Firstly, the Athletes are tasked to generate categorizations. To do 

so, a WebTarget object is generated. It contains the Athlete’s URL generated from the available 

information about the Athlete. A loop instructs the WebTarget object to send POST request for 

all documents of which assignments are known by executing the WebTarget object’s re-

quest().post(Entity.json(doc)) method. The Entity.json(doc) method transforms the document 

object doc into a JSON encoding of it appropriate for the receiving Athlete. If no error arises, 

the Athlete returns a Response object. The data within the response is not required for any pro-

ductive purposes as the address where to retrieve the document is known, because the docu-

ment’s id is known. 

In a second loop, the generated categorizations are retrieved. This time in each iteration, a Re-

sponse object is built by the WebTarget object when executing its request().get() method. The 

response’s body is read using the ObjectMapper’s readValue() method. This transforms the 

retrieved response object into a TCCategorizations object which is subsequently read to write its 

results into a temporary EvaluationManager object. This EvaluationManager object is later on 

returned to the Trainer object so that it can compute the appropriate weights.  

When working as an Athlete, the Trainer class spawns CommitteeThread objects. At their 

core, these loop through the available Athletes to retrieve their reported probabilities (see List-

ing 9). The data is written in the two-dimensional array probabilities which is later used to 

compute if the document is assigned to specific categories or not. The query is also implement-

ed in two HTTP requests using the same mechanism as during training. 

Listing 9: Classifier committee CommitteeThread 

1. Athlete[] athletes = model.getConfiguration().getAthletes();   
2. double[][] probabilities = new double[categories.length][athletes.length];   
3. double[] weights = model.getWeights();   
4. for(int i=0; i<athletes.length; i++){   
5.     Athlete athlete = athletes[i];   
6.     for(int j=0;j<probabilities.length;j++){   
7.         probabilities[j][i]=0.0;   
8.     }      
9.     WebTarget target = client.target(athlete.getUrl()).path("categorizations")

;   
10.     Response response = target.request().post(Entity.json(doc));   
11.     String responseBody = response.readEntity(String.class);   
12.     target client.target(athlete.getUrl()).path("categorizations").path("docum

ents").path(""+doc.getId());   
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13.     response = target.request().get();   
14.     responseBody = response.readEntity(String.class);   
15.     ObjectMapper MAPPER = Jackson.newObjectMapper();   
16.     try {   
17.         TCCategorizations retrieved =  MAPPER.readValue(responseBody, TCCatego

rizations.class);   
18.         for(int j=0; j<retrieved.getCategorizations().length;j++){   
19.             TCCategorization cat = retrieved.getCategorizations()[j];   
20.             probabilities[Utilities.getIndexOfCatIdInArray(categories, cat.get

CategoryId())][i] = cat.getProbability()*weights[i];   
21.         }   
22.     } catch (JsonParseException e) {   
23.         e.printStackTrace();   
24.     } catch (JsonMappingException e) {   
25.         e.printStackTrace();   
26.     } catch (IOException e) {   
27.         e.printStackTrace();   
28.     }   
29. }   

This classifier committee microservice is of no use if it has not Athletes it can query. The next 

subsection describes the TFIDF SVM classifier implementation which can be accessed by the 

committee or by any user.  

4.4.2 TFIDF SVM Microservice Implementation 

The TFIDF-SVM Microservice is a fork of the common API implementation. At first I 

implemented the TFIDF feature extraction in a separate fork which I forked again to implement 

the entire classifier. In this way, there is a blank template on which alternative classifiers using 

this feature extraction scheme can be built. The used package structure is 

org.SirTobiSwobi.c3.tfidfsvm.  

A difference between the TFIDF SVM classifier and the common API implementation is its 

introduction of the FeatureExtractor interface. As shown in Figure 78, the interface uses a 

Model object to generate vectors representing the text. The TfidfFeatureExtractor class is the 

implementation of this interface. This expresses, that the way features are extracted is part of the 

used model.  
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Figure 78: FeatureExtractor interface with TfidfFeatureExtractor class implementation 

Listing 10 shows the TFIDF based feature extraction process as specified in subsection 3.1.7. 

Lines 2 to 11 are used to transform the text into term occurrence vectors. The words that can 

occur are defined by the model’s controlled vocabulary. After the amount of occurring terms is 

known, lines 12 to 14 are used to compute TFIDF values as if the features are for document n+1 

when n documents were used during training.  

Listing 10: TfidfFeatureExtractor getVector(String text) method 

1. public double[] getVector(String text) {   
2.     int[] occurences = new int[model.getControlledVocabulary().length];   
3.     double[] vector = new double[model.getControlledVocabulary().length];   
4.     text = Utilities.sanitizeTextRemoveDigits(text);   
5.     String[] words = text.split(" ");   
6.     for(int i=0;i<words.length;i++){   
7.         int termId=model.getTermId(words[i]);   
8.         if(termId!=-1){   
9.             occurences[termId]++;   
10.         }   
11.     }   
12.     for(int i=0;i<vector.length;i++){   
13.         vector[i]=(double)occurences[i]*Math.log(model.getTrainingSetSize()/((

double)model.getControlledVocabulary()[i].getDocumentFrequency()+1.0));    
14.     }   
15.     return vector;   
16. }   
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As mentioned, LibSVM requires its feature vectors to be normalized for each dimension (see 

subsection 3.1.7). Therefore, the TfidfFeatureExtractor class also implements methods that per-

form dimensional scaling for the results as shown in Listing 11. 

Listing 11: TfidfFeatureExtractor getDimensionNormalizedVector(String text) 

1. public double[] getDimensionNormalizedVector(String text){   
2.     int[] occurences = new int[model.getControlledVocabulary().length];   
3.     double[] vector = new double[model.getControlledVocabulary().length];   
4.     text = Utilities.sanitizeTextRemoveDigits(text);   
5.     String[] words = text.split(" ");   
6.     for(int i=0;i<words.length;i++){   
7.         int termId=model.getTermId(words[i]);   
8.         if(termId!=-1){   
9.             occurences[termId]++;   
10.         }   
11.     }   
12.     for(int i=0;i<vector.length;i++){   
13.         vector[i]=(double)occurences[i]*Math.log(model.getTrainingSetSize()/((

double)model.getControlledVocabulary()[i].getDocumentFrequency()+1.0));    
14.         vector[i]=vector[i]/Math.sqrt(model.getControlledVocabulary().clone()[

i].getSumDimensionSquares());   
15.     }   
16.     return vector;   
17. }   

Counting individual term occurrences in many documents can take a lot of time. Fortunately, 

this process is well parallelizable. For training a new model, multiple threads count how often 

certain terms occur in certain documents. The amount of how many threads are started is con-

figurable in the Dropwizard configuration yml of the microservice.  It contains the configuration 

attribute featureExtractionThreads which has a default value of 8. The best value depends on 

the environment on which the microservice is executed and can be configured accordingly. The 

feature extraction threads write their results in a central data structure named TermDocMap (see 

Figure 79).  
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Figure 79: TermDocMap class modeled as UML class diagram 

Besides being a simple data structure, the TermDocMap class computes the values necessary 

to generate a TFIDF SVM model. Employing dynamic data structures like Java’s ArrayList and 

the already mentioned AVLTree, the TermDocMap is responsible for assigning consistent term 

ids to the found terms. The individual WordCounter threads do not know if a term was already 

found in another document. Therefore, the threads call the addTermForDoc method of the 

TermDocMap. The called method is shown in Listing 12. 

Listing 12: TermDocMap addTermForDoc method 

1. public synchronized void addTermForDoc(String term, long docId){   
2.     long termId;   
3.     if(!docIds.contains(docId)){   
4.         docIds.add(docId);   
5.     }   
6.     if(!terms.contains(term)){  //term is new   
7.         terms.add(term);   
8.         termId=terms.indexOf(term);   
9.         if(!wordOccurences.containsId(docId)){ //term is new and document is n

ew   
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10.             AVLTree<Integer> occurence = new AVLTree<Integer>();   
11.             occurence.setContent(1, termId);   
12.             wordOccurences.setContent(occurence, docId);   
13.         }else{  //term is new but document already exists   
14.                 wordOccurences.getContent(docId).setContent(1, termId);   
15.         }   
16.     }else{  //term is not new   
17.         termId=terms.indexOf(term);   
18.         if(!wordOccurences.containsId(docId)){ //term is not new and document 

is new: Must increase overall docFreq   
19.             AVLTree<Integer> occurence = new AVLTree<Integer>();   
20.             occurence.setContent(1, termId);   
21.             wordOccurences.setContent(occurence, docId);   
22.             //documentFrequency.set((int)termId, documentFrequency.get((int)te

rmId)+1);   
23.         }else{ //term is not new and the document already exists   
24.             if(!wordOccurences.getContent(docId).containsId(termId)){//term is

 not new, the document already exists and the term does not exist within the d
ocument   

25.                 wordOccurences.getContent(docId).setContent(1, termId);   
26.             }else{ //term is not new, the document already exists, the term al

ready exists within the document.   
27.                 wordOccurences.getContent(docId).setContent(wordOccurences.get

Content(docId).getContent(termId)+1, termId);   
28.             }   
29.         }   
30.     }   
31. }   

The WordCounter threads are spawned using the Trainer object as reference. After finishing 

their loop through their assigned documents, they call the Trainer’s awaitFeatureExtraction() 

method. This method implements a semaphore and only proceeds with its computation when all 

threads have finished counting term occurrences. When all WordCounter threads have finished, 

this thread calls the TermDocMap’s computeDocumentFrequency() and computeTfidf() meth-

ods. As soon as both have finished computing the document frequency and TFIDF values, the 

Trainer calls its own getControlledVocabularyIds() method. As shown in Listing 13, this meth-

od identifies the top TFIDF value terms per category and document implementing the scheme 

described in subsection 3.1.7. 

Listing 13: TFIDF SVM Trainer getControlledVocabularyIds() method 

1. private ArrayList<Integer> getControlledVocabularyIds(){   
2.     ArrayList<Integer> ids = new ArrayList<Integer>();   
3.     int idsPerCat = refHub.getConfigurationManager().getByAddress(configId).ge

tTopTermsPerCat();   
4.     Category[] cats = refHub.getCategoryManager().getCategoryArray();   
5.     for(int i=0;i<cats.length;i++){   
6.         Assignment[] ass = refHub.getTargetFunctionManager().getCategoryAssign

ments(cats[i].getId());   
7.         double[] maxTfidf = new double[idsPerCat];   
8.         int[] maxIndex = new int[idsPerCat];   
9.         for(int j=0;j<idsPerCat;j++){       
10.             for(int k=0; k<ass.length;k++){   
11.                 long docId = ass[k].getDocumentId();   
12.                 double maxDocTfidf=0.0; //otherwise many documents can have no

 non-
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zero values in their feature vectors. So now the top of all docs + top N per C
ategory   

13.                 int maxDocIndex=-1;   
14.                 AVLTree<Double> values=tdm.getTfidf().getContent(docId);   
15.                 ArrayList<Long> termIds = values.getUsedIds();   
16.                 for(int l=0; l<termIds.size();l++){   
17.                     long termId = termIds.get(l);   
18.                     if(values.getContent(termId)>maxTfidf[j]&&!Utilities.isIn(

maxIndex, (int)termId)){   
19.                         maxTfidf[j]=values.getContent(termId);   
20.                         maxIndex[j] = (int) termId;   
21.                     }   
22.                     if(values.getContent(termId)>maxDocTfidf){   
23.                         maxDocTfidf=values.getContent(termId);   
24.                         maxDocIndex=(int) termId;   
25.                     }   
26.                 }   
27.                 if(!ids.contains(maxDocIndex)){   
28.                     ids.add(maxDocIndex);   
29.                 }   
30.             }   
31.             if(!ids.contains(maxIndex[j])){   
32.                 ids.add(maxIndex[j]);   
33.             }   
34.         }                      
35.     }   
36.     return ids;   
37. }   

Using the returned ids, the awaitFeatureExtraction() method creates the final controlled vo-

cabulary for the used model. Depending on the used parameters, this can greatly reduce the 

dimensionality of the created model implementing an integrated feature selection scheme (see 

subsection 2.3.6). As soon as the new controlled vocabulary is available, the Trainer spawns 

individual threads for each fold in the n-fold cross-validation process (see subsection 2.4.5 and 

section 4.4). The remaining process is largely the same as with the common API implementa-

tion. The threads are TfidfSvmFold objects. They use the TfidfFeatureExtractor to get a vector 

representation of their documents and use them for LibSVM. The original LibSVM C imple-

mentation is not object oriented but procedural. The Java version is a line-by-line source code 

port of the library. Therefore, its interface does not use common object oriented procedures such 

as using getter and setter methods or constructors that can initialize all object attributes. In order 

to comply with research objective 2.4, many parameters are computed automatically. Listing 14 

shows how the parameter object is generated. 

Listing 14: LibSVM parameter object generation 

1. svm_parameter param = config.getSvmParameter();   
2. param.probability = 1;   
3. param.gamma = 1.0/(double)model.getControlledVocabulary().length;   
4. Category[] allCategories = refHub.getCategoryManager().getCategoryArray();   
5. param.nr_weight = allCategories.length;   
6. int weightLabels[] = new int[allCategories.length];   
7. AVLTree<Integer> sumAssignments = new AVLTree<Integer>();   
8. int allSumAssignments=0;   
9. for(int i=0;i<allCategories.length;i++){   
10.     weightLabels[i]=(int)allCategories[i].getId();   
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11. }   
12. param.weight_label=weightLabels;  

Within Listing 14, line 1 shows how the majority of parameters are loaded from the Model ob-

ject’s Configuration object. As mentioned in subsection 3.1.7, the probability attribute’s value 

is hard coded to one, so that probability values can be used within the generated models. Also 

the gamma attribute’s value should be the inverse of the used dimensions. Lines 4 to 12 show 

how the weight labels are assigned to the param object. Line 7 initializes the data structure used 

to count how many documents are assigned to which category so that the weight array of the 

param object can be parameterized accordingly. Besides preparing the weights, the code shown 

in Listing 15 starts the definition of the LibSVM problem object. This problem object encodes 

feature vectors for all documents. This is done by using a TfidfFeatureExtractor object (named 

fe in the listing). If a document implicitly belongs to another category, this implicit assignment 

is also used as part of the problem model. The code makes use of the LibSvmWrapper class. 

Among other functionality, it provides static methods to generate the required svm_node objects 

from a double array. 

Listing 15: TFIDF SVM LibSVM problem generation 

1. svm_problem problem = new svm_problem();   
2. ArrayList<Double> y=new ArrayList<Double>();   
3. ArrayList<svm_node[]> featureVectors= new ArrayList<svm_node[]>();   
4. for(int i=0; i<trainingIds.length; i++){   
5.     Assignment[] explicitAssignments=refHub.getTargetFunctionManager().getDocu

mentAssignments(trainingIds[i]);   
6.     for(int j=0;j<explicitAssignments.length;j++){   
7.         y.add((double)explicitAssignments[j].getCategoryId());   
8.         if(!sumAssignments.containsId(explicitAssignments[j].getCategoryId()))

{   
9.             sumAssignments.setContent(1, explicitAssignments[j].getCategoryId(

));   
10.         }else{  sumAssignments.setContent(sumAssignments.getContent(explicitAs

signments[j].getCategoryId())+1, explicitAssignments[j].getCategoryId());   
11.         }   
12.         allSumAssignments++;   
13.         double[] features = fe.getDimensionNormalizedVector(explicitAssignment

s[j].getDocumentId());   
14.         featureVectors.add(LibSvmWrapper.buildSvmNodes(features));         
15.     }   
16.     if(includeImplicits){   
17.         long[] implicitAssignments = refHub.getTargetFunctionManager().getImpl

icitCatIdsForDocument(trainingIds[i]);   
18.         if(implicitAssignments!=null){   
19.             for(int j=0; j<implicitAssignments.length; j++){   
20.                 y.add((double)implicitAssignments[j]);   
21.                 if(!sumAssignments.containsId(implicitAssignments[j])){   
22.                     sumAssignments.setContent(1, implicitAssignments[j]);   
23.                 }else{   
24.                     sumAssignments.setContent(sumAssignments.getContent(implic

itAssignments[j])+1, implicitAssignments[j]);   
25.                 }   
26.                 allSumAssignments++;       
27.                 double[] features = fe.getDimensionNormalizedVector(trainingId

s[i]);   
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28.                 featureVectors.add(LibSvmWrapper.buildSvmNodes(features));    
     

29.             }   
30.         }   
31.     }   
32.     model.incrementCompletedSteps();   
33. }   

After the code in Listing 15 has finished execution, the code in Listing 16 finishes the genera-

tion of the required LibSVM problem and param objects. 

Listing 16: TFIDF SVM LibSVM parameter and problem object completion 

1. double[] weights = new double[param.nr_weight];   
2. for(int i=0;i<weights.length;i++){   
3.     long catId = (long)param.weight_label[i];   
4.     if(sumAssignments.containsId(catId)){   
5.         weights[i]=(double)sumAssignments.getContent(catId);   
6.     }else{   
7.         weights[i]=0.0;   
8.     }   
9. }   
10. param.weight=weights;   
11. double[] catAssignmentArray=new double[y.size()];   
12. svm_node[][] vectors = new svm_node[y.size()][];   
13. for(int i=0;i<y.size();i++){   
14.     catAssignmentArray[i]=y.get(i);   
15.     vectors[i]=featureVectors.get(i);   
16. }   
17. problem.y=catAssignmentArray;   
18. problem.x=vectors;   
19. problem.l=y.size();   

Listing 17 shows how the LibSVM svm_model object is generated and evaluated. Note that 

these executions throw exceptions which are caught by catch-clause later in the method. Line 1 

shows the actual training of the model. This step can take a long time depending on problem 

size and processor speed. When the model is generated, its results are stored in a temporary 

CategorizationManager object named evalCznMan that is used by the Trainer object to identify 

the best model. The assignment itself occurs in lines 6 to 9; Lines 6 and 7 use the TfidfFea-

tureExtractor and LibSvmWrapper classes to compute a feature vector representing the docu-

ment. Line 8 and 9 perform the actual categorization. In order to get probability values for the 

documents, LibSVM requires the reference to an array to which it writes the individual proba-

bilities. This array has one double entry for each available category. This value expresses the 

computed probability for the document to belong to this category. Besides a reference to the 

probabilities array, the svm_predict_probability method also requires the generated svm_model 

object as well as the computed feature vector in the form of an array of svm_node objects as 

parameters. Lines 10 to 16 show how the probabilites array is used for the subsequent evalua-

tion of the generated model: If the probability for category l, expressed as probabilities[l], is 

above the assignment threshold stored in the Configuration Object used for this training, docu-

ment i identified by its id stored in evaluationIds[i], is assigned to a category l. This assignment 

is stored in a CategorizationManager object that has been created in line 2 specifically for the 
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purpose of evaluating the model generated in this thread. If the model takes implicit categoriza-

tions into account, lines 19 to 29 show how implicit categorizations are also stored in this evalu-

ation CategorizationManager object: A loop goes through all previously generated direct as-

signments. For each, all super categories are identified using the TargetFunctionManager ob-

ject’s findAllImplicitCatIds method. If such implicit assignments are found, they are also added 

to the evaluation CategorizationManager object. 

Listing 17: LibSVM model training and evaluation 

1. svm_model svmModel= svm.svm_train(problem, param);   
2. CategorizationManager evalCznMan = new CategorizationManager();   
3. for(int i=0; i<evaluationIds.length; i++){   
4.     Assignment[] explicitAssignments=refHub.getTargetFunctionManager().getDocu

mentAssignments(evaluationIds[i]);   
5.     long[] implicitAssignments = refHub.getTargetFunctionManager().getImplicit

CatIdsForDocument(evaluationIds[i]);     
6.     double[] features = fe.getDimensionNormalizedVector(evaluationIds[i]);   
7.     svm_node[] vector = LibSvmWrapper.buildSvmNodes(features);   
8.     double[] probabilities = new double[svmModel.label.length];   
9.     double prediction = svm.svm_predict_probability(svmModel, vector, probabil

ities);   
10.     for(int l=0;l<probabilities.length; l++){   
11.         if(probabilities[l]>=config.getAssignmentThreshold()){   
12.             evalCznMan.addCategorizationWithoutId(evaluationIds[i],    
13.                 (long)svmModel.label[l],   
14.                 probabilities[l], "");   
15.         }              
16.     }   
17.     model.incrementCompletedSteps();   
18.     if(includeImplicits){   
19.         Categorization[] czns = evalCznMan.getCategorizationArray();   
20.         for(int j=0; j<czns.length; j++){               
21.             long[] implicitCategorizations=refHub.getTargetFunctionManager().f

indAllImplicitCatIds(czns[j].getCategoryId(), SearchDirection.Ascending);   
22.             if(implicitCategorizations!=null){   
23.                 for(int k=0; k<implicitCategorizations.length; k++){          

  
24.                     if(implicitCategorizations[k]!=czns[j].getCategoryId()){   
25.                         evalCznMan.addCategorizationWithoutId(evaluationIds[i]

, implicitCategorizations[k], czns[j].getProbability(), "");   
26.                     }   
27.                 }   
28.             }   
29.         }   
30.     }   
31. }   

Like the Trainer object in the reference API implementation, the Trainer object of the TFIDF 

SVM microservice selects the best generated model according to the selected effectiveness 

measure (see section 4.4). This best model is then stored in the computed Model object stored in 

the ModelManager object thus implementing the API shown in Figure 52. Having the LibSVM 

model and the controlled vocabulary, the POST /categorizations method of the TFIDF 

SVM microservice is implemented in such a way, that a CategorizationThread is spawned 

for every request. At the core of their run methods, the CategorizationThread objects implement 
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lines 6 to 16 of Listing 17. Additionally, the explanations described in subsection 3.4.3 are gen-

erated by the information provided from the model.  

The next subsection shows how to use the C3 API by explaining the implementation of the C3 

CLI and Library implementation.  

4.4.3 CLI and Java Communication Library Implementation 

The CLI specified in subsection 3.1.8 has to be able of network communication with each mi-

croservice. Additionally it has to have the ability to access the file system for read and write 

operations. The necessary operations are wrapped in a library which in turn is called by the CLI 

when interpreting the user commands. The library can be reused by any Java application that 

needs to interact with the C3 microservices. 

The library is kept as simple as possible. Therefore, it only consists out of two classes: The 

Connection class and the static FileSystem class. Connection’s constructor requires an URL, 

which it parses from a String. This is stored in the endpoint property of the object. This way, 

every Connection object represents a C3 microservice that can be controlled by the program 

using this library.  

The class internally uses four methods to communicate with the microservice. These are 

namely implement the CRUD verbs CREATE, READ, UPDATE, and DELETE. Their parame-

ters specify which URI of the microservice should be accessed and which payload is to be 

transmitted ad body parameter for CREATE and UPDATE requests (see subsection 3.1.8).  

It also provides upload functions to construct all entities (see Ubiquitous Language defined in 

subsection 3.1.3), encode them as JSON objects and upload them to the microservice. To ease 

usage, the library also provides a collection of static file system methods that can be used to 

read files from the file system and use them as parameter for the Connection objects. They can 

additionally store downloaded files (obtained using the getJSON method) and to sanitize the 

text, namely removing special characters that could interfere with JSON creation.  
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Figure 80: C3 control library 

The CLI classes make use of the created library and uses it to communicate with the micro-

services. The CLI is implemented in such a way, that it does not use any additional dependen-

cies but the Java system library. This is done so that the introduction of code to call any C3 mi-

croservice is as easy as possible, if necessary by copy-pasting the source code into an existing 

Java project. Listing 18 shows how to generate a GET request and returning the transmitted 

message body as String. The parameter path defines which resource on the microservice is re-

quested.  

Listing 18: C3 Connection library getJSON method 

1. public String getJSON(String path) throws IOException{   
2.     URL url = new URL(endpoint+path);   
3.     HttpURLConnection connection = (HttpURLConnection) url.openConnection();   
4.     connection.setRequestMethod("GET");   
5.     connection.setRequestProperty("Content-

Type", "application/json; charset=UTF-8");   
6.     connection.setUseCaches(false);   
7.     connection.setDoOutput(true);   
8.     connection.setDoInput(true);               
9.     InputStream in = new BufferedInputStream(connection.getInputStream());     
10.     BufferedInputStream bis = new BufferedInputStream(in);   
11.     ByteArrayOutputStream buf = new ByteArrayOutputStream();   
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12.     int result = bis.read();   
13.     while(result != -1){   
14.         buf.write((byte) result);   
15.         result = bis.read();   
16.     }   
17.     String output = buf.toString("UTF-8");   
18.     in.close();   
19.     connection.disconnect();   
20.     return output;   
21. }   

Listing 18 also shows the design philosophy for error handling: Fail hard and fail fast. If any-

thing in the process goes wrong, an exception is thrown and no additional work is performed to 

rectify the problem. This way, programmers using this library get informed about what is wrong 

immediately and can handle potential problems in their own code. As Listing 19 shows, the 

code to send a POST request is very similar. I have been using the postJSON method during 

development to also assess different microservices. Therefore, its url parameter behaves slightly 

different from that of the getJSON method in that it can also access other services. This method 

is internally used by the uploadJSON method which behaves similarly to getJSON. The json 

parameter is a string encoding of what needs to be sent to the microservice.  

Listing 19: C3 Connection library uploadJSON and postJSON methods 

1. public String postJSON(String json, URL url) throws UnsupportedEncodingExcepti
on, IOException{   

2.     HttpURLConnection connection = (HttpURLConnection) url.openConnection();   
3.     connection.setRequestMethod("POST");   
4.     connection.setRequestProperty("Content-

Type", "application/json; charset=UTF-8");   
5.     connection.setUseCaches(false);   
6.     connection.setDoOutput(true);   
7.     connection.setDoInput(true);   
8.     OutputStream os = connection.getOutputStream();   
9.     os.write(json.getBytes("UTF-8"));   
10.     os.close();   
11.     InputStream in = new BufferedInputStream(connection.getInputStream());     
12.     BufferedInputStream bis = new BufferedInputStream(in);   
13.     ByteArrayOutputStream buf = new ByteArrayOutputStream();   
14.     int result = bis.read();   
15.     while(result != -1){   
16.         buf.write((byte) result);   
17.         result = bis.read();   
18.     }      
19.     String output = buf.toString("UTF-8");     
20.     in.close();   
21.     connection.disconnect();   
22.     return output;   
23. }   
24. pub-

lic void uploadJson(String json, String path) throws UnsupportedEncodingExcept
ion, IOException{   

25.     URL url = new URL(endpoint+path);   
26.     postJSON(json,url);    
27. }   
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Listing 20 shows the putJSON and delete methods. putJSON is essentially a modification of 

the postJSON method, while delete is a modification of the getJSON method.  

Listing 20: C3 Connection library putJSON and delete methods. 

1. public void putJSON(String json, URL url) throws UnsupportedEncodingException,
 IOException{   

2.     HttpURLConnection connection = (HttpURLConnection) url.openConnection();   
3.     connection.setRequestMethod("PUT");   
4.     connection.setRequestProperty("Content-

Type", "application/json; charset=UTF-8");   
5.     connection.setUseCaches(false);   
6.     connection.setDoOutput(true);   
7.     connection.setDoInput(true);   
8.     OutputStream os = connection.getOutputStream();   
9.     os.write(json.getBytes("UTF-8"));   
10.     os.close();   
11.     connection.disconnect();   
12. }   
13. public void delete(String path)throws UnsupportedEncodingException, IOExceptio

n{   
14.     URL url = new URL(endpoint+path);   
15.     HttpURLConnection connection = (HttpURLConnection) url.openConnection();   
16.     connection.setRequestMethod("DELETE");   
17.     connection.setRequestProperty("Content-

Type", "application/json; charset=UTF-8");   
18.     connection.setUseCaches(false);   
19.     connection.setDoOutput(true);   
20.     int resp = connection.getResponseCode();   
21.     if(resp!=200){   
22.         throw new IOException("Unable to delete on server");   
23.     }else{   
24.         System.out.println("Deleted "+path);   
25.     }   
26. }   

The other methods of the Connection class are simple methods to generate appropriate JSON 

strings and send them to the microservice or to return the output of different endpoints to the 

user.  

The CLI is implemented in a single class. Its main method parses the provided arguments to 

trigger the appropriate methods. These receive the entire args array as parameter, so that they 

can extract the necessary parameters or can trigger the method to display usage tips if any are 

wrong. This is done so that a minimum of prior knowledge is necessary to use the CLI. When-

ever the provided parameters are wrong, the correct syntax is displayed. Listing 21 shows the 

CLI’s main method. The other methods are implemented similarly. The methods to print the 

usage are all static so that they can always be called even if no CLI object can be built. As 

shown in line 6, the CLI object is built using a Connection object as parameter. After parsing the 

provided arguments, the CLI object’s methods use the connection object to interact with the 

microservices. 
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Listing 21: The C3 CLI's main method 

1. public static void main(String[] args) {   
2.     try {   
3.         if(args.length<=1||!args[0].startsWith("http")){   
4.             printUsage();   
5.         }else{   
6.             CLI cli = new CLI(new Connection(args[0]));   
7.             if(args[1].equals("upload")){   
8.                 cli.determineUpload(args);   
9.             }else if(args[1].equals("download")){   
10.                 cli.downloadResource(args);   
11.             }else if(args[1].equals("delete")){   
12.                 cli.deleteResource(args);   
13.             }else if(args[1].equals("train")){   
14.                 cli.train(args);   
15.             }else if(args[1].equals("categorize")){   
16.                 cli.categorize(args);   
17.             }else if(args[1].equals("version")){   
18.                 System.out.println("This CLI is compatible with the classifier

 trainer and athlete API v.1.0.7");   
19.             }else if(args[1].equals("help")){   
20.                 CLI.printUsage();   
21.                 CLI.printUploadUsage();   
22.                 CLI.printUploadDocumentUsage();   
23.                 CLI.printUploadDocumentWithCategoryUsage();   
24.                 CLI.printUploadCategoryUsage();   
25.                 CLI.printUploadRelationshipUsage();   
26.                 CLI.printUploadAssignmentUsage();   
27.                 CLI.printUploadDocumentsUsage();   
28.                 CLI.printUploadDirectoryUsage();   
29.                 CLI.printUploadCategoriesUsage();   
30.                 CLI.printUploadRelationshipsUsage();   
31.                 CLI.printUploadTargetfunctionUsage();   
32.                 CLI.printUploadConfigurationsUsage();   
33.                 CLI.printUploadModelUsage();   
34.                 CLI.printDownloadUsage();   
35.                 CLI.printDeleteUsage();   
36.                 CLI.printTrainUsage();   
37.                 CLI.printCategorizeUsage();   
38.             }else {   
39.                 printUsage();   
40.             }   
41.         }   
42.     }catch (IOException e) {   
43.         e.printStackTrace();   
44.     }   
45. }   

To fulfill research objective 2.5, the CLI is implemented in such a way that it always displays 

help and little knowledge is necessary to use the microservices. To even improve the ease of 

use, I implemented the web based GUI according to the design in subsection 3.2.2. The next 

subsection provides details about this implementation. 
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4.4.4 Web GUI implementation 

This subsection describes the implementation of the web based GUI implementing the UI 

specification in subsection 3.2.2, which is part of the fulfillment of research objective 2.5. The 

web GUI is static and gets served by the microservice itself. This means, that the displayed 

HTML code is not generated by the microservice when it is executed but simply transferred to 

the users’ browser. It contains a HTML page for every relevant collection (see Ubiquitous Lan-

guage specified in subsection 3.1.3), each of which constitutes a sub-UI as defined in in subsec-

tion 3.2.2. This page calls multiple JavaScript libraries that are used to interact with the API. 

The first is jQuery. It offers methods to access REST/JSON interfaces as well as methods to 

modify the content of the displayed website. This way, it performs everything necessary to in-

teract with the API and render objects within the web browser. The jQuery library as well as all 

other required libraries are part of the microservice as they are stored in the 

src/main/resources directory of each Dropwizard project and therefore subsequently put 

into the fat jar. Publicly available JavaScript libraries could alternatively be loaded from content 

delivery networks every time they are needed. C3 GUIs are intentionally implemented different-

ly in order to be able to function without connection to the internet. Libraries that are also stored 

in the fat jar are: Firstly, a standard C3 API that wraps all standard calls to the API as defined in 

subsections 3.1.4 and 3.1.5. Secondly, a classifier specific API that wraps the 

/configuration, /model, and /wordembeddings URI specific methods. Separating 

these in different libraries circumnavigates caching issues in browsers when working with dif-

ferent C3 microservices simultaneously. For instance, if the calls were all in a library of the 

same name but differently implemented for different microservices, the browser would assume 

them to be the same library and cache the wrong JavaScript. In this way, incompatible calls are 

generated and the browser cache needs to be emptied between using different C3 web GUIs.  

The delivered GUI is stored in the source code repository in the sub-directory 

src/main/resources/assets. In order to provide a responsive GUI that works on any client device, 

be it a PC’s browser, tablet or phone, I based the web GUI on the web design a designer named 

Forty provided named HTML5 UP which is distributed under the CCA 3.0 license. This is pure-

ly aesthetic and can be changed at any time. However, it makes using the microservices onboard 

web clients cognitively more efficient than simple HTML. To use this design, a number of de-

sign specific JavaScript scripts are called before the C3 specific ones are started. Listing 22 

shows how calling the necessary JavaScript scripts is implemented. 

Listing 22: Called JavaScript scripts from the TFIDF-SVM configurations Web GUI 

1. <script src="assets/js/jquery.min.js"></script>   
2. <script src="assets/js/jquery.scrolly.min.js"></script>   
3. <script src="assets/js/jquery.scrollex.min.js"></script>   
4. <script src="assets/js/browser.min.js"></script>   
5. <script src="assets/js/breakpoints.min.js"></script>   
6. <script src="assets/js/util.js"></script>   
7. <script src="assets/js/c3.ct.trainer-api.js"></script>   
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8. <script src="assets/js/c3.ct.tfidf-svm.js"></script>   
9. <script src="assets/js/c3.ct.configurations.js"></script>  

The jQuery library is used by both, the C3 and the aesthetic scripts. Therefore, it is loaded first 

in line 1. Lines 2 to 6 are all design specific scripts. Line 7 loads the general C3 trainer API 

library. Line 8 loads the classifier specific library and line 9 loads the sub-UI specific script. As 

it is also using the design features, the sub-UI specific script starts with a number of purely aes-

thetic function calls. It then starts with the jquery calls shown in Listing 23.  

Listing 23: Hiding unused GUI elements and rendering the primary view. 

1. $("#createForm").hide();   
2. $("#uploadForm").hide();   
3. $("#deleteConfirm").hide();   
4. renderConfigurations();   

Lines 1 to 3 of Listing 23 hide parts of the GUI that are not used when it is first opened. These 

are identified using HTML5 <div /> tags. Line 4 is specific for every sub-UI. It usually gen-

erates a GET request to the appropriate API method and renders the results in a <div /> tag 

named list. Listing 24 shows this process for rendering all available configurations on the mi-

croservice. 

Listing 24: Web GUI JavaScript renderConfigurations() method 

1. function renderConfigurations(){   
2. $("#list").empty();   
3. $("#list").append("<h2>Available configurations:</h2>");   
4. $.getJSON("../configurations",function(json){      
5.     if(json.configurations==null){   
6.         $("#list").append("<h3>There are currently no configurations in this m

icroservice. You can add one</h3>");   
7.     }else{   
8.         for (var i=0; i< json.configurations.length; i++){   
9.             $("#list").append("<li><a href=\"configuration.html?confId="+json.

configurations[i].id+"\">/configurations/"+json.configurations[i].id+"</a></li
>");   

10.         }   
11.     }   
12. });   
13. }   

In Listing 24 lines 4 to 12 show the usage of jQuery to generate a GET request. The second 

parameter of the getJSON function is the function that is called when the data is received. To 

keep it simple, it is implemented within the request which actually ends in line 12. The method 

checks if there are configuration objects in the returned data from the microservice. If so, these 

are displayed by generating HTML5 <a /> tags with links to access their specific sub-UIs in 

lines 8 to 10. If there is no data, users are reminded, that they can create a configuration for the 

service. This is largely the same for all reading operations of all endpoints.  
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If the data within the microservice is manipulated, collection specific modification functions 

within the microservice specific or general C3 API JavaScript libraries are called. They make 

use of the jQuery ajax function that allows the programmer to specify which request needs to be 

sent to the microservice. Listing 25 illustrates this for a HTTP PUT request accessing the UP-

DATE /document method of the API (see subsection 3.1.4). 

Listing 25: c3.ct.trainer-api.js JavaScript updateDocument() function 

1. function updateDocument(form,docId){   
2.     var json = "{\"id\":"+form[0].value+   
3.     ",\"label\":\""+form[1].value;   
4.     json = json+"\",\"content\":\"";   
5.     json = json+form[2].value.replace(/(\r\n|\n|\r)/gm," ");;   
6.     json = json+"\",\"url\":\""+form[3].value+"\"}";       
7.     var url="../documents/"+docId;   
8.     $.ajax({   
9.         url: url,   
10.         headers: {   
11.             'Accept': 'application/json',   
12.             'Content-Type':'application/json'   
13.         },   
14.         method: 'PUT',   
15.         dataType: 'json',   
16.         data: json,   
17.         success: function(data){   
18.              console.log('succes: '+data);   
19.         }   
20.      });   
21. }   

Listing 25 shows in lines 2 to 6 how a valid Document object is constructed as JSON object 

from an input form in the GUI. Line 7 illustrates how the appropriate URI for the method is 

generated and stored in url variable. Lines 8 to 20 contain the call to the jQuery ajax method. 

Line 9 specifies to which URL the request is sent. Due to the content of the url variable, it is 

sent to the appropriate method of the microservice. Lines 10 to 13 specify http header variables 

defining which encoding is used for the transmitted Document object as well as which encoding 

is expected for a possible response. Line 14 specifies which http verb is used. Line 16 specifies 

the body parameter which is stored in the json variable generated in lines 2 to 6. The JavaScript 

functions interfacing with different API methods are very similar to the updateDocument func-

tion shown in Listing 25. They differ in the content of the body parameter (specified in lines 2 

to 6 of Listing 25), which URI is accessed (specified in line 7 of Listing 25), and which http 

method and therefore CRUD verb is used (specified in line 14 of Listing 25). 

The development of the web GUI for the NTFC microservice has produced an unex-

pected problem. Namely that word embeddings are too large to be effectively transferred as 

JSON object in a single http request before running into timeouts or other limitations. Another 

issue is, that their character string representation is too large for a single JavaScript variable to 

store. The way this is overcome as well as the rest of the NTFC microservice implementa-

tion is described in the next section. 
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4.5 NTFC Microservice Implementation 

In order to implement the NTFC microservice, the common microservice oriented archi-

tecture as previously described has been adopted. However, there are some major differences. 

The NTFC microservice implements the DPCC and NTFC algorithms (see subsection 

3.3.2). Both rely on word embeddings (see subsection 2.3.8). Preliminary experiments have 

shown, that word embeddings are too large to easily be encoded in JSON and transferred as part 

of a Model object in a http request. Word embeddings are usually stored as large files on a file 

system. To better handle these large files, the NTFC microservice implements the 

/wordembeddings URI methods as described in subsection  3.3.3. These methods are im-

plemented using a Dropwizard Resource class, similar to all other Resource classes described in 

subsection 4.4.1. The method listening for the POST /wordembeedings API method is 

different because it is expecting multipart form data instead of JSON encoded payloads. This 

means, that larger amounts of data can be uploaded to the microservice over time. Listing 26 

shows the implementation of the uploadWordEmbedding method.  

Listing 26: NTFC uploadWordEmbedding method 

1. @POST   
2. @Consumes(MediaType.MULTIPART_FORM_DATA)   
3. @Produces( {"text/xml"})   
4. public Response uploadWordEmbedding(@FormDataParam("file") final InputStream f

ileInputStream,   
5.         @FormDataParam("file") final FormDataContentDisposition fileDetail,    
6.         @FormDataParam("id") final long id,    
7.         @FormDataParam("technicalInformation") final String technicalInformati

on,   
8.         @FormDataParam("structuralMetadata") final String structuralMetadata, 

  
9.         @FormDataParam("naturalLanguage") final String naturalLanguage,   
10.         @FormDataParam("modelSubject") final String modelSubject,   
11.         @FormDataParam("creator") final String creator,   
12.         @FormDataParam("keyWords") final String keyWords,   
13.         @FormDataParam("algorithm") final String algorithm,   
14.         @FormDataParam("creationDate") final String creationDate){   
15.     String fileLocation="/opt/wordembeddings/"+fileDetail.getFileName();       
16.     try {   
17.         refHub.getFileSystemManager().writeToFile(fileInputStream, fileLocatio

n);   
18.         String fileType = "text";   
19.         MlrType mlrType = MlrType.WordEmbedding;   
20.         String newCreationDate = "";   
21.         if(creationDate==null||creationDate.length()==0){   
22.             Date newDate = new Date();   
23.             newCreationDate = newDate.toString();   
24.         }else{   
25.             newCreationDate = creationDate;   
26.         }   
27.         String modelName = fileDetail.getFileName();   
28.         int dimensions = 0;   
29.         int terms = 0;   
30.         WordEmbeddingMetadata wordEmbedding=WordEmbeddingMetadata.buildWordEmb

eddingMetadata(id, fileType, mlrType, newCreationDate,    
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31.                     technicalInformation, structuralMetadata, naturalLanguage,
 modelSubject,    

32.                     modelName, creator, keyWords, dimensions, terms, algorithm
, fileLocation);             

33.         if(id!=-1){   
34.             refHub.getWordEmbeddingManager().setWordEmbedding(wordEmbedding); 

  
35.             new WordEmbeddingAnalyzer(id,fileLocation,refHub).run();   
36.         }else{   
37.             long newId = refHub.getWordEmbeddingManager().addWordEmbeddingWith

outId(wordEmbedding);   
38.             new WordEmbeddingAnalyzer(newId,fileLocation,refHub).run();   
39.         }   
40.         URI uri = new URI("/html/wordembeddings.html");   
41.         ResponseBuilder builder = Response.seeOther(uri);      
42.         Response redirect = builder.build();   
43.         return redirect;   
44.     } catch (IOException e) {   
45.         e.printStackTrace();   
46.         return Response.status(500).build();   
47.     } catch (URISyntaxException e) {   
48.         e.printStackTrace();   
49.         return Response.status(500).build();   
50.     }          
51. }   

The method’s signature uses @FormDataParam annotations to extract the relevant data from 

the transmitted form. This requires an adequately generated HTML form as shown in Listing 

27. The data is used to generate a Metadata object that is managed by the WordEmbedding-

Manager object. The word embedding itself is written to the microservice’s file system The 

necessary code is provided by the FileSystemManager class which is accessible via the Refer-

enceHub object named refHub. As response, the uploadWordEmbedding method transmits a 

redirect package that instructs the browser to display the /wordembeddings sub-UI which 

automatically lists the metadata of all wordembeddings available on the NTFC micro-

service.  

Listing 27: HTML word embedding upload form 

1. <form action="../wordembeddings" id="createF" method="post" enctype="multipart
/form-data">   

2.     <div class="field half">   
3.         <label for="id">ID:</label>   
4.         <input type="text" name="id" id="id"  
5.             placeholder="-1 if you don't know the ID" />   
6.     </div>   
7.     <div class="field half">   
8.         <label for="language">Technical information:</label>   
9.         <input type="text" name="technicalInformation" id="technicalInformatio

n"          placeholder="Technical Information about the word embedding. E.g. 
hyperparameters used in training." />   

10.     </div>   
11.     <div class="field half">   
12.         <label for="language">Structural metadata:</label>   
13.         <input type="text" name="structuralMetadata" id="structuralMetadata"  

            placeholder="Is this word embedding part of a larger model?" />   
14.     </div>   
15.     <div class="field half">   
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16.         <label for="naturalLanguguage">Natural language:</label>   
17.         <input type="text" name="naturalLanguage" id="naturalLanguage"        

            placeholder="Natural language this wordembedding is for. E.g. Engl
ish, German, Polish, ..." />   

18.     </div>   
19.     <div class="field half">   
20.         <label for="model">Model subject:</label>   
21.         <input type="text" name="modelSubject" id="modelSubject"    
22.             placeholder="For wordembeddings what text was analyzed. E.g. Wikip

edia, news articles, ..." />   
23.     </div>   
24.     <div class="field half">   
25.         <label for="model">Algorithm:</label>   
26.         <input type="text" name="algorithm" id="algorithm"    
27.             placeholder="The algorithm used to create this word embedding. E.g

. Word2Vec Skip-Gram, CBOW or GloVe" />   
28.     </div>   
29.     <div class="field half">   
30.         <label for="creator">Creator:</label>   
31.         <input type="text" name="creator" id="creator"    
32.             placeholder="Who created this word embedding?" />   
33.     </div>   
34.     <div class="field half">   
35.         <label for="creator">Key words:</label>   
36.         <input type="text" name="keyWords" id="keyWords"    
37.             placeholder="Your keywords describing this word embedding" />   
38.     </div>   
39.     <div class="field half">   
40.         <label for="wordembedding">Wordembedding file:</label>   
41.         <input name="file" type="file" accept="test/*">   
42.     </div>   
43.     <ul class="actions">   
44.         <li><input type="submit" value="Upload wordembedding" class="primary" 

/></li>   
45.         <li><input type="reset" value="Clear" /></li>   
46.     </ul>   
47. </form>      

Relying on a web interface to manage and transfer word embeddings to the appropriate micro-

service is not easily automatable. However, one can work around this issue by building new 

Docker containers containing the required word embeddings for a specific task. These new word 

embeddings are then automatically referenced as the word embedding with id 1. Using the word 

embeddings, both algorithms can perform TC without a target function. 

As both, the DPCC as well as the NTFC, are unsupervised learning algorithms (see subsection 

2.4.1), they do not strictly need to be trained in order to perform TC. Therefore, their Model 

objects only include the configuration parameters in combination with a reference to the utilized 

word embeddings on the file system of the microservice. Never the less the service is imple-

mented to fit the C3 API. Therefore, a training process has to be triggered to generate a model 

object that can then be used as active model by the microservice. As the model is very simple, it 

is generated and available immediately. In order to assess its effectiveness, the microservice 

automatically generates an evaluation that is available at the /evaluations endpoint.  

Internally, the NTFC and DPCC use the WordEmbedding object shown in Figure 81 which con-

tains a static factory class to generate it from the word embedding file stored in the local file 

system. Besides strictly representing the word embeddings in memory, the class provides meth-
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ods to compute cosine similarity and distance (see subsection 2.4.2). Additionally, it imple-

ments the word2vec-plus model (see subsection 2.3.8) and can return the n closest terms (meas-

ured in cosine distance) to a term or coordinate within the word embedding’s semantic space 

(see subsection 2.3.8).  

 

Figure 81: NTFC WordEmbedding class modeled as UML class diagram 

The following subsections provide details about the implementation of the NTFC and the 

DPCC algorithms within artifact 2, the NTFC microservice.  

4.5.1 NTFC Algorithm Implementation 

As described in subsection 3.3.2, the NTFC algorithm is implemented to use two different dis-

tance measures. This is achieved by providing two implementations of the abstract class Dis-

tanceMeasure as shown in Figure 82.  
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Figure 82: Distance measure implementations modeled as UML class diagram 

Obviously, the two implementations of the abstract class differ in their implementation of the 

getDistance method. Listing 28 shows how it is implemented for the WordMoverDistance class. 

Firstly, the text is stripped from digits and non-Latin letters using the Utilities class’ sanitizeText 

method. Then, the distance between both strings is initialized as zero (line 4) and the texts split 

into arrays of strings. Lines 8 to 12 ensure, that string array A is always shorter than B by 

switching both if necessary. As explained in subsections 2.3.9 and 3.3.2, the word movers dis-

tance is defined as the minimum cumulative distance of words between two documents in a 

common semantic space (see subsection 2.3.8). To implement this, an outer loop goes through 

the longer string array A. For every word in array A, the representing vector is queried from the 

WordMoverDistance object’s WordEmbedding object and stored in the double array vecA. If the 

word does not exist within the WordEmbedding object, what is represented by having a term 

index of -11, a new vector is generated using the Word2Vec-plus algorithm (see subsection 

2.3.8) in the WordEmbedding object’s generateVectorFromContext method. In this outer loop is 

an inner loop that loops through the words in array B, storing the representing vector in the dou-

ble array vecB and also using the Word2Vec-plus algorithm if necessary. As soon as  vecA and 

vecB are known, the cosine distance between both is computed in line 36. The shortest distance 

from word a in array A to all words in array B is determined by the code in lines 14, an 40-42. 

As soon as it is known, it is added to the overall distance between both strings. After looping 

through all words, the word mover’s distance between both strings is returned. 
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Listing 28: WordMoverDistance getDistance() method 

1. public double getDistance(String a, String b) {   
2.     a = Utilities.sanitizeText(a);   
3.     b = Utilities.sanitizeText(b);   
4.     double wmd=0.0;   
5.     String[] A = a.split(" ");   
6.     String[] B = b.split(" ");   
7.     //always check distance from shorter text to longer text. Swich texts if n

ecessary.   
8.     if(B.length<A.length){   
9.         String[] C=A;   
10.         A=B;   
11.         B=C;   
12.     }   
13.     for(int aw=0; aw<A.length; aw++){   
14.         double wordDistance= DOUBLE.MAX_VALUE;   
15.         int ia=this.getWordEmbedding().getTermIndex(A[aw]);   
16.         double[] vecA = new double[this.getWordEmbedding().getDimensions()];   
17.         if(ia!=-1){   
18.             vecA=this.getWordEmbedding().getVectors()[ia];   
19.         }else{   
20.             if(aw>0&&aw<A.length-1){   
21.                 this.getWordEmbedding().generateVectorFromContext(A[aw], A[aw-

1], A[aw+1]);   
22.                 vecA=this.getWordEmbedding().getVectorForTerm(A[aw]);   
23.             }   
24.         }   
25.         for(int bw=0; bw<B.length; bw++){   
26.             int ib=this.getWordEmbedding().getTermIndex(B[bw]);   
27.             double[] vecB = new double[this.getWordEmbedding().getDimensions()

];   
28.             if(ib!=-1){   
29.                 vecB=this.getWordEmbedding().getVectors()[ib];   
30.             }else{   
31.                 if(bw>0&&bw<A.length-1){   
32.                     this.getWordEmbedding().generateVectorFromContext(A[bw], A

[bw-1], A[bw+1]);   
33.                     vecB=this.getWordEmbedding().getVectorForTerm(A[bw]);   
34.                 }   
35.             }   
36.             double distance = Utilities.cosineDistance(vecA, vecB);   
37.             if(A[aw].equals(B[bw])){   
38.                 distance = 0.0;   
39.             }   
40.             if(distance < wordDistance){   
41.                 wordDistance = distance;    
42.             }          
43.         }   
44.         wmd=wmd+wordDistance;      
45.     }   
46.     return wmd;   
47. }   

 

The second distance measure implements the basic additive model (see subsection 2.3.9). It 

generates an average value using a stream of word vectors in line 17. It also implements the 

Word2Vec-plus algorithm (see subsection 2.3.8) so that novel terms within texts do not generate 

null pointer exceptions.  
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Listing 29: BAMDistance getDistance() impelementation 

1. public double[] getVector(String text){   
2.     double[] average = new double[wordEmbedding.getDimensions()];   
3.     text = Utilities.sanitizeText(text);   
4.     String words[] = text.split(" ");   
5.     for(int i=0;i<words.length;i++){   
6.         int termIndex = wordEmbedding.getTermIndex(words[i]);   
7.         double[] vector = new double[average.length];   
8.         if(termIndex!=-1){   
9.             vector=wordEmbedding.getVectors()[termIndex];   
10.         }else{   
11.             if(i>0&&i<words.length-1){   
12.                 wordEmbedding.generateVectorFromContext(words[i], words[i-

1], words[i+1]);   
13.                 vector=wordEmbedding.getVectorForTerm(words[i]);   
14.             }   
15.         }   
16.         for(int j=0; j<average.length; j++){   
17.             average[j]=(average[j]*i+vector[j])/(i+1);   
18.         }   
19.     }   
20.     return average;   
21. }   

These distance measures are then used in the Java implementation of Pseudocode 3 (see sub-

section 3.3.2). The next subsection describes the implementation of the existing word embed-

ding based text categorization algorithm by Dai et al. (see subsections 2.3.11 and 3.3.2). 

4.5.2 DPCC Algorithm Implementation 

The DPCC algorithm described in subsection 3.3.2 consists of two parts. Firstly a clustering 

algorithm that transforms a document into a set of clusters and secondly the DPCC which pro-

vides the actual classifier by utilizing the generated clusters.  

The DPCC algorithm itself is implemented in the performCategorization() method of the Dai-

Thread class which is an extension of the general CategorizationThread class described in sec-

tion 4.4. The clustering algorithm is implemented in an additional class named DaiClusterer 

which requires a WordEmbedding object as constructor argument. The DaiClusterer’s get-

DaiClusters method returns an ArrayList of DaiCluster objects. These are constructed by start-

ing with a first term vector. Afterwards, vectors can be added using the addVector(double[] 

vector) method which updates the average vector of the cluster. To do so, it keeps count of how 

many terms have already been added to the cluster. This interaction is illustrated in Figure 83.  
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Figure 83: Illustration of the DPCC implementation's core classes as UML class dia-

gram 

When performing the categorizations, the method also generates explanations as described in 

subsection 3.4.4.  

This description concludes the portrayal of the implementation of the NTFC micro-

service. In concert with the TFIDF-SVM microservice and Committee micro-

service, powerful TC functionality can be added to existing applications by simply calling 

REST Interfaces from within the application. The NTFC microservice fulfills research 

objective 3.5. As it also generates explanations, research objective 4.5 is also fulfilled by the 

NTFC microservice.. The next section focuses on the implementation of a tool to extend 

existing proto-taxonomies to enable text categorization when knowledge emerges. 

4.6 TEEK Implementation 

As described in section 3.5, the goal of the TEEK artifact is to aid text categorization by ex-

tending existing proto-taxonomies when knowledge emerges. In order to fit into the overall 

microservice oriented architecture style, the TEEK algorithms are also implemented in a Drop-

wizard based microservice that reuses multiple methods and interfaces from the other C3 ser-

vices.  

To implement the API methods using the /suggestions URI as specified in subsection 

3.5.3, three additional Resource objects were created: SuggestionsResource, CategorySugges-
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tionsResource and RelationshipSuggestionsResource. While the SuggestionsResource utilizes 

TEEK microservice specific Suggestions objects (see Figure 68) as return values, the other 

two resources use Categories objects (see Figure 37) and Relationships objects (see Figure 38), 

that are also used in all other C3 microservices, for this purpose. Listing 30 shows the imple-

mentation of the SuggestionsResource class. As shown in the listing, the resource connects to 

the ReferenceHub object to access the Suggestor object.  

Listing 30: SuggestionsResource implementation 

1. @Path("/categories/{cat}/suggestions/{m}")   
2. @Produces(MediaType.APPLICATION_JSON)   
3. @Consumes(MediaType.APPLICATION_JSON)   
4. public class SuggestionsResource {   
5.     private ReferenceHub refHub;   
6.    
7.     public SuggestionsResource(ReferenceHub refHub) {   
8.         this.refHub = refHub;   
9.     }   
10.        
11.     @GET   
12.     @Timed   
13.     public Response getCategory(@PathParam("cat") long cat, @PathParam("m") in

t m){   
14.         if(!refHub.getCategoryManager().containsCategory(cat)){   
15.             return Response.status(Response.Status.NOT_FOUND).build();   
16.         }   
17.            
18.         try{   
19.             TCSuggestions output = refHub.getSuggestor().generateOutput(cat, m

);   
20.                
21.             return Response.ok(output).build();   
22.         }catch(Exception e){   
23.             System.err.println(e.getMessage());   
24.             System.err.println(e.getStackTrace());   
25.             return Response.serverError().build();   
26.         }      
27.     }   
28. }   

The Suggestor object is created in the constructor of the TEEK microservice’s Refer-

enceHub object. Besides its constructor, the Suggestor object contains the generateOutput 

method which actually generates the suggestions based on the configuration in the current active 

Model object. Listing 31 shows the implementation of this method. The AVSP and RVSP algo-

rithms (see subsection 3.5.4) are implemented in individual classes which both extend the ab-

stract class VectorStreamPredictor. Lines 4 to 8 decide which of both is used in line 16 to pre-

dict the next term in the underlying word embedding based semantic space (see subsection 

2.3.8).  
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Listing 31: Suggestor generateOutput method 

1. public TCSuggestions generateOutput(long cat, int m) throws IOException{   
2.         long[] path = refHub.getCategoryManager().findAllImplicitCatIds(cat, S

earchDirection.Ascending);   
3.         VectorStreamPredictor predictor;   
4.         if(refHub.getActiveModel().getConfiguration().getAlgorithm().equals("a

vsp")){   
5.             predictor = new ArithmeticVectorStreamPredictor();   
6.         }else{   
7.             predictor = new RegressionVectorStreamPredictor();   
8.         }      
9.         WordEmbedding we = WordEmbedding.buildFromLocalFile(refHub.getActiveMo

del().getWordEmbedding());   
10.         BamFeatureExtractor fe = new BamFeatureExtractor(we);   
11.         double[][] vectorstream = new double[path.length][we.getDimensions()];

   
12.         for(int i=0;i<path.length;i++){   
13.             Category cate = refHub.getCategoryManager().getByAddress(path[i]);

   
14.             vectorstream[path.length-1-

i]=fe.getVector(cate.getLabel()+" "+cate.getDescription());   
15.         }   
16.         double[] nextVector = predictor.getNextVector(vectorstream);   
17.         String[] closestWords = we.getClosestWords(nextVector, m);   
18.         TCCategory[] categories = new TCCategory[m];   
19.         TCRelationship[] relationships = new TCRelationship[m];   
20.         long maxCat = refHub.getCategoryManager().getMaxCatId();   
21.         long maxRel = refHub.getCategoryManager().getMaxRelId();   
22.         for(int i=0;i<m;i++){               
23.             categories[i]=new TCCategory(maxCat+i, closestWords[i], "");   
24.             relationships[i]=new TCRelationship(maxRel+i,cat,maxCat+i, "Sub");

   
25.         }   
26.         TCSuggestions output = new TCSuggestions(categories, relationships);   
27.         return output;   
28.     }   

The CategorySuggestionsResource and RelationshipSuggestionsResource classes use the same 

method to generate their output but only return their respective content arrays (categories or 

relationships) to the caller.  

Subsection 3.5.4 describes how the AVSP and RVSP work. For its graphical user interface a 

web GUI is implemented. Its JavaScript functions are collected in the microservice specific 

c3.ct.teek.js library. Its code is largely identical to that of the /targetfunction sub-UI 

implementation as it displays sub-categories below its super-categories. The functionality to 

assign documents has been removed. Instead, links to the actual suggestion GUI are generated 

as shown in Figure 84. 
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Figure 84: Suggestions GUI 

When following the suggest sub-categories link, users are taken to another GUI in which they 

can select how many suggestions for the selected category are to be generated. Besides render-

ing the suggestions, a text field displays the Suggestions object encoded in JSON. In this way, 

users can copy, edit and paste it in any C3 microservice to adapt the available knowledge organ-

ization systems in these microservices. Figure 85 shows this GUI for a model using word em-

beddings generated from Wikipedia . 
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Figure 85: Suggestions for Panthera sub-categories after training on Wikipedia 

Listing 32 shows the necessary JavaScript to generate the GUI in Figure 85. The call in line 7 

is enough to retrieve the suggestions from the microservice and use them as desired. 

Listing 32: retrieveSuggesions JavaScript function 

1. function retrieveSuggestions(catId, amount){   
2.     $("#suggestions").empty();   
3.     $("#content").hide();   
4.     $("#content").empty();   
5.     $("#suggestions").append("<img src=\"images/loading.svg\" />");   
6.     $("#suggestions").append("generating suggestions ...");   
7.     $.getJSON("../categories/"+catId+"/suggestions/"+amount,function(json){    
8.         if(json.categories==null){   
9.             $("#suggestions").append("<h3>No suggestions were generated</h3>")

;   
10.         }else{   
11.             $("#suggestions").empty();   
12.             for (var i=0; i< json.categories.length; i++){   
13.                 $("#suggestions").append("<li>"+json.categories[i].id+": "+jso

n.categories[i].label+"</li>");   
14.             }   
15.             var pretty = JSON.stringify(json, undefined, 2);   
16.             $("#content").val(pretty);   
17.             $("#content").show();   
18.         }   
19.     });   
20. }   

After illustrating the implementation of the individual artifacts, the next subsection showcases 

how they are practically used as committee for a MLTC problem. 
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4.7 C3 Microservice Multi-Platform Example Usage 

The aim of this section is to illustrate the usage of a C3 committee on multiple platforms. 

Firstly a Mac OS X system, secondly a Windows 10 machine. The committee consists of three 

microservices. Each one is running as Trainer as they already include an Athlete. The three mi-

croservices are the NTFC microservice, listening to port 8080, the TFIDF-SVM micro-

service, listening to port 8082 and the Committee microservice listening to port 

8084. Both machines are signed in to the dockmaster.azurecr.io container registry using the 

docker login command. All three services are started using the same set of commands on BASH 

as well as in PowerShell. 

 

Figure 86: Spinning up a classifier committee using BASH on Mac OS X 

The Docker images were not locally stored on the Windows machine. Therefore, Docker au-

tomatically pulled the images from the repository as shown in Figure 87.  

 

Figure 87: Spinning up a classifier committee using PowerShell on Windows 10 

The NTFC does not require a target function or model to work. The TFIDF-SVM and commit-

tee both require models that need to be created. One can use the CLI or GUI to manually upload 

data and create a target function. Alternatively one can create an individual piece of software 

that uses the APIs, for instance by using the created Java library described in subsection 4.4.3. 

For this usage example, examples from the SemEval-2016 stance recognition challenge were 

copied into the GUI of TFIDF-SVM as shown in Figure 88. 
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Figure 88: Using the TFIDF-SVM GUI to upload documents, in this case from a stance 

dataset. 

After uploading the documents and creating the categories AGAINST, FAVOR, and NONE, 

one can assign documents to these categories to create a target function using the GUI as shown 

in Figure 89.  
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Figure 89: Using the TFIDF-SVM GUI to create a target function 

The GUI subsequently lists the created target function as shown in Figure 90. Note that the up-

loaded example dataset is highly skewed with much more AGAINST assignments than other 

assignments.  
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Figure 90: TFIDF-GUI showing targetfunction 

One can then proceed to create a model for this target function. The creation of this model is 

also triggered using the GUI. 
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Figure 91: Model evaluation in GUI 

Figure 91 shows the evaluation of the created model. The few example documents I have en-

tered only had very little FAVOR or NONE documents. In fact so little, that they have not been 

seen at all during training of the fold shown on Figure 91. Therefore, only the AGAINST cate-

gory had any assignments during evaluation.  

Alternatively to the GUI, users can also use a REST client to configure any of the micro-

services. Figure 92 shows the configuration of the committee microservice in order to combine 

the results of both individual microservices. 
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Figure 92: Committee configuration using a REST Client GUI 

Subsequently, the committee microservice can create a model and use it for future 

MLTC activity. The GUI and API is identical to the TFIDF-SVM already shown. 

All created models can be downloaded and saved to the file system. One can automatically as-

sign the created models to the microservices using the CLI when restarting them.  

This concludes the description of the implementation and usage of the envisioned artifacts. 

The next sections summarizes chapter 4 on a per research goal basis and describes the remain-

ing challenge for the rest of this dissertation.  

4.8 Summary of Prototype Implementation Activities 

This chapter aimed at fulfilling 5 research objectives. These were spread out across three arti-

facts that in turn were split up into multiple components and sub components.  

Research Goal 1 is to create a rapidly deployable artifact that provides TC for any application 

by providing an external interface.  

Summary of remaining challenge 1 before chapter 4: Prototypes of the Committee 

Trainer microservice, Committee Athlete microservice, TFIDF SVM 
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Trainer microservice, TFIDF SVM Athlete microservice, and CLI needed to 

be developed and subsequently evaluated in terms of effectiveness, efficiency and effort to im-

plement an application using MLTC with these components.  

Implementation summary (research objective 1.5): Implementation started with a selection 

of base technologies in section 4.1. These base technologies are the Java programming lan-

guage, Dropwizard microservice framework, LibSVM, REST/JSON as interface, and Docker as 

container management and packaging technology. Supporting technologies are the Eclipse IDE, 

GitHub as source code management, and Azure Container Registry as Docker container regis-

try. Section 4.2 describes the common setup for all microservices. For the microservices, a 

common side-car (see subsection 2.8.2) was developed first. Every microservice is a fork of this 

common implementation. As the common sidecar and therefore all implemented microservices 

are based on Dropwizard, details about this framework are provided in section 4.3. Users can 

configure if a microservice is running as Trainer or Athlete. Therefore only a single micro-

service per classification algorithm was implemented. 

Subsection 4.4.1 contains details about the implementation of the Committee micro-

service. Subsection 4.4.2 describes similar details about the implementation of the TFIDF 

SVM microservice. Subsection 4.4.3 provides implementation details for the CLI and Java 

communication library. 

Remaining challenge 1 after prototype implementation in chapter 4: The developed mi-

croservices need to be evaluated in multiple ways: Firstly, by determining their effectiveness 

and efficiency using target functions in the context of argument mining which is relevant for 

RecomRatio. Additionally, standard TC benchmarks can be used for this evaluation purpose. 

Another important aspect for the evaluation is the required effort for integrating C3 into an ap-

plication requiring MLTC functionality. This second aspect measures the rapid deployability of 

the microservice. 

Research Goal 2 is to create a TC performing artifact that works with as little manually creat-

ed resources as possible.  

Summary of remaining challenge 2 before chapter 4: The MLTC performing artifacts need 

to be implemented as specified so that they require as little humanly created resources and tacit 

knowledge as possible. This has been the case for all developed microservices. Additionally, all 

microservices need to contain their metadata and a web GUI. Subsequently, the created artifacts 

need to be evaluated in the context of needing minimal manually provided resources.  

Implementation summary (research objective 2.5): The metadata models specified in sub-

sections 3.2.3 and 3.2.4 have been implemented in all microservice prototypes. Additionally, a 

GUI has been developed to interface with each microservice. For this GUI, an appropriate base 

technology was selected in section 4.1. Namely JavaScript as it can quickly interoperate with 

JSON objects that are used in the API. The GUI is largely identical on all services stemming 

from the common sidecar. Details about its implementation are provided in subsection 4.4.4. 
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Remaining challenge 2 after prototype implementation in chapter 4: The developed arti-

facts need to be evaluated in the context of requiring minimal external resources. This can main-

ly be achieved by working with default configurations during the evaluation of all artifacts.  

Research Goal 3 is to create an artifact that can perform MLTC when there is a predefined set 

of possibly interrelated categories but no example categorizations.  

Remaining challenge 3 before chapter 4: The specified algorithms need to be implemented 

as C3 microservice and subsequently evaluated. The evaluation procedure is identical to that of 

artifact 1: Classic MLTC efficiency and effectiveness measures as well as the effort required to 

integrate the functionality into any arbitrary application. 

Implementation summary (research objective 3.5): A prototype of the NTFC micro-

service was implemented using the same sidecar as all other microservices of C3. Subsection 

4.5.1 provides details about the NTFC algorithm while subsection 4.5.2 contains details about 

the implementation of Dai et al’s algorithm.  

Remaining challenge 3 after prototype implementation in chapter 4: The developed 

MLTC microservice needs to be evaluated in the same way as the TFIDF-SVM micro-

service and committee microservice. Additional information about the utility of Dai 

et al’s algorithm and the NTFC algorithm can be gained by directly comparing both with each 

other.   

Research Goal 4 is to create explainability for all implemented classifiers.  

Remaining challenge 4 before chapter 4: The specified explanation methods need to be im-

plemented in the committee microservice , TFIDF-SVM microservice, and NTFC 

microservice. Subsequently the explanation quality needs to be evaluated.  

Implementation summary (research objective 4.5): The explanation component was im-

plemented as specified in the committee microservice , TFIDF-SVM micro-

service, and NTFC microservice.  

Remaining challenge 4 after prototype implementation in chapter 4: The quality of the 

generated explanations needs to be assessed.  

Research Goal 5 is to create an artifact that can adapt an existing knowledge organization 

system when knowledge emerges by proposing novel categories.  

Remaining challenge 5 before chapter 4:  A prototype of the TEEK microservice 

needs to be implemented. The generated knowledge organization system extension suggestions 

have to be experimentally evaluated after implementation. This evaluation can occur by hiding 

parts of an existing knowledge organization system and check if the suggestions match the al-

ready existing parts of the knowledge organization system. Alternatively, one can evaluate if the 

suggestions are reasonable at this point of the knowledge organization system so that the system 

has performed as desired. 
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Implementation summary (research objective 5.5): A prototype of the TEEK microservice 

has been developed using the selected base technologies. Details about the implementation are 

described in section 4.6.  

Remaining challenge 5 after prototype implementation in chapter 4: Experimental evalua-

tion of the generated knowledge organization systems extension suggestions by hiding parts of 

existing knowledge organization systems and manually checking suggestion reasonability. 

This concludes the description of the implementation fulfilling research objective 1.5, 2.5, 3.5, 

4.5, and 5.5. All developed source code is located on the RecomRatio KM-EP as well as on the 

following GitHub repositories:  

 https://github.com/SirTobiSwobi/c3-api contains the CLI as well as the Java API clas-

ses. 

 https://github.com/SirTobiSwobi/c3-committee contains the Committee micro-

service 

 https://github.com/SirTobiSwobi/tfidf-svm contains the TFIDF-SVM micro-

service 

 https://github.com/SirTobiSwobi/ntfc contains the NTFC microservice 

 https://github.com/SirTobiSwobi/teek contains the TEEK microservice 

 https://github.com/SirTobiSwobi/classifier-trainer contains the common sidecar that 

can be forked to create additional microservices. 

The next chapter describes the evaluation of the developed artifacts.  
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5 Evaluation 

In keeping with the adopted research approach, the artifacts to fulfill all research goals have 

been designed in chapter 3. Their implementation was described in chapter 4. This chapter eval-

uates the created artifacts on their utility to fulfill the individual research goals. Thus, it focuses 

on research objectives 1.6, 2.6, 3.6, 4.6, and 5.6. The utilized evaluation methodologies are de-

scribed in section 5.1, sections 5.2 to 5.6 describe the individual evaluations per prototype and 

research goal while section 5.7 concludes chapter 5 with a summary of the evaluation activities 

and results. 

5.1 Evaluation methodologies 

Different research goals require different evaluation methodologies. Determining these has al-

ready been part of the desk research focused research objectives 1.2, 2.2, 3.2, 4.2, and 5.2. This 

subsections recapitulates the appropriate evaluation methods with regard to the individual re-

search goals.  

Research goal 1 is to create a rapidly deployable artifact that provides TC for any application 

by providing an external interface.  

Research objective 1.6 is to evaluate how well the implemented prototypes fulfill this goal. To 

assess it, the C3 microservices will be used for  MLTC by different applications using their API. 

When doing so, the evaluation process is two-fold. Firstly, the required effort to deploy and 

integrate C3 into the application is measured. This is measured by the time that is required to 

install C3 and writing the appropriate methods to call it from a software system. Secondly, the 

effectiveness of the categorization needs to be assessed. Subsection 2.4.5 introduces multiple 

different methods to do so. As not all available sample datasets have explicit test- and evalua-

tion sets, 3-fold cross-validation is going to be primarily used.  

One core idea of C3 is to create committees out of individual classifiers. The effectiveness of 

the individual classifiers is also relevant for evaluating its overall effectiveness. Therefore, sec-

tion 5.2 evaluates the TFIDF-SVM microservice’s effectiveness, section 5.3 evaluates the 

NTFC microservice’s effectiveness and section 5.4 evaluates their combined committee’s 

effectiveness when using the Committee microservice. An obviously important aspect 

of this evaluation is the application domain in which MLTC is used. C3 was primarily devel-

oped in the context of the RecomRatio project. Therefore, argument mining is a relevant appli-

cation that is supported by C3 in two ways: Firstly by argument stance recognition and secondly 

for article triage. This is reflected by subsections 5.2.1, 5.2.2, 5.3.1, 5.3.2, 5.4.1, and 5.4.2 in 

which the different microservices are used in this capacity. Due to its flexibility and focus on 

bootstrapping MLTC for emergent knowledge domains, C3’s utility extends beyond these two 

applications. Another common use case for MLTC is news article classification in which news 
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articles are assigned to common topics. This application was chosen because it caters for more 

categories than argument stance recognition (2 categories) and article triage (2 categories). Sub-

sections 5.2.3, 5.3.3, and 5.4.3 evaluate the C3 mircoservices for the news article classification 

application. C3 was also developed with the intent of being directly applicable to different natu-

ral languages that use Latin letters. Therefore, subsections 5.2.4, 5.3.4, and 5.4.4 evaluate the 

C3 microservices for the application of German offensive language detection thus illustrating 

C3’s capability to function across different natural languages. Lastly, a great benefit of micro-

service oriented architecture is the ability to compose applications by combining different mi-

croservices with each other. Intent detection is the task of a digital assistant interpreting voice 

commands to determine the user’s intent. At its core is MLTC in combination with named entity 

recognition. NER is used in different capacities by digital assistants, for instance to identify 

song names from voice commands. Therefore, subsections 5.2.5, 5.3.5, and 5.4.5 compare the 

application of C3 microservices for MLTC in the context of digital assistants with and without 

the benefit of decoding named entities to their abstract class, which can be handled by another 

microservices. 

Research goal 2 is to create a TC performing artifact that works with as little manually creat-

ed resources as possible.  

Research objective 2.6, the evaluation of the C3 microservices with regard to research goal 2, 

is spread out throughout sections 5.2, 5.3, and 5.4. The TFIDF-SVM microservice re-

quires no manually created resources except for the target function. Performing all evaluations 

using its default settings therefore evaluate it in this regard. The NTFC microservice re-

quires no target function but needs precomputed word embeddings instead. These are actually 

not manually but machine created. Besides creating word embeddings themselves, users can 

download them from freely available sources. This means, that the NTFC microservice 

requires no manually created resources. The Committee microservice also requires a 

target function to create its model. Besides these, no other manually created resources or tacit 

knowledge about the MLTC process are needed.  

Research goal 3 is to create an artifact that can perform MLTC when there is a predefined set 

of possibly interrelated categories but no example categorizations.  

The evaluation of the NTFC microservice (research objective 3.6) occurs the same way 

as with all other MLTC artifacts and previously described for research objective 1.6. There is 

however an additional interest here. Firstly, which unsupervised text categorization algorithm 

(Dai et al.’s algorithm or my NTFC algorithm) is more effective? Secondly, which impact have 

different word embeddings on the effectiveness of both algorithms when used for different ap-

plications? To also address these questions, section 5.3 performs the evaluation for the five dif-

ferent applications using both algorithms of the NTFC microservice while using word 

embeddings computed from different sources using different word embedding creation algo-

rithms.  

Research goal 4 is to create explainability for all implemented classifiers.  
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All classifiers have been developed in such a way, that explanations for their results are gener-

ated. To cater for this, the Categorization objects (see Figure 40 in subsection 3.1.4) used in the 

API have an explanation property that as filled with English language explanations as explained 

in subsections 3.4.2, 3.4.3, and 3.4.4. Two approaches for evaluating the quality of these expla-

nations are used. Firstly, the generated explanations are qualitatively evaluated using criteria 

found in desk research that are described in subsection 2.1.2. Secondly, a quantitative evaluation 

is performed by performing a survey that was answered by 26 participants. Subsection 5.5.1 

contains the qualitative evaluation while subsection 5.5.2 describes the quantitative evaluation’s 

result. 

Research goal 5 is to create an artifact that can adapt an existing knowledge organization sys-

tem when knowledge emerges by proposing novel categories.  

To fulfill research objective 5.6, the quality of the generated taxonomy extensions is measured 

using recall (see subsection 2.4.5). To do so, one needs to know what a true positive result is. 

This is performed in two ways: Firstly, subsections of a real existing knowledge organization 

system are hidden from the TEEK microservice. If the microservice suggests what already 

is a real subcategory, it was obviously a true positive result. Other suggestions require desk 

research to determine if this would be an appropriate subcategory. The raison d’être of the 

TEEK microservice is to add new subcategories in the context of emerging knowledge. So 

it is entirely possible that a suggested subcategory is appropriate even though it is not part of the 

hidden subcategories. Similar to the NTFC microservice evaluated for research objective 

5.6, the TEEK microservice also implements two different algorithms and is operated with 

word embeddings. Therefore, similar questions about the performance of different algorithms 

and word embedding can be answered. 

As the RecomRatio project supports the medical field, the extended taxonomy is MeSH (see 

subsection 2.2.1) with word embeddings computed from PubMed medical paper abstracts 

[@PM18]. 

5.2 Using the TFIDF-SVM Microservice in Different Applications 

Research goal 1 is to create a rapidly deployable artifact that provides machine learning based 

text categorization for any application by providing an external interface. To prove that C3’s 

TFIDF-SVM microservice is such an artifact, its rapid deployment has to be proven first. 

All C3 microservices can be deployed as either Docker containers or Java .jar files. This 

means, that either Docker or Java needs to be installed on the machine that is intended to per-

form MLTC. The installation of both environments is simple as both are provided in simple 

installers for most current operating systems. While Docker is currently only available on rela-

tively new Linux, Mac OS X and Windows operating systems, Java Virtual Machines are avail-

able for virtually any operating system currently in use.  
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This means that no matter what the available computer system is, the software prerequisites 

for any variant of C3 microservice deployment are easily and quickly achieved, especially since 

no GPUs are required. Starting any deployment form of a C3 microservice requires one line on 

the CLI as shown in Listing 33. Line one shows the call to start the jar file. To do so, one re-

quires the jar file and the configuration YAML file. Both are packaged in the Docker container, 

which is started using the second line.  

Listing 33: Methods to start a C3 microservice 

1. java -jar target/tfidfsvm-1.1.2-SNAPSHOT.jar server tfidfsvm.yml   
2. docker run -d -p 8080:8080 dockmaster.azurecr.io/tfidf-svm:1.1.2   

If the prerequisites are available, the software can be deployed on the system in seconds to 

minutes depending on the connection speed to the Docker container registry or to where the jar 

file is stored. Once the microservice is started, C3 can be used to provide machine learning 

based text categorization for any application that can benefit from it. This is showcased in the 

following subsections. 

After starting C3 microservices, the GUI can already be used to provide MLTC functionality 

without requiring any programming knowledge. Using the C3 API or CLI, custom applications 

can quickly be developed. The next five subsections describe the effort to create classifiers and 

their respective effectiveness values for five different tasks: Subsection 5.2.1 describes the us-

age of the TFIDF-SVM microservice for argument mining within the RecomRatio pro-

ject. More specifically the application of quickly creating an argument stance classifier that also 

delivers features useful to create a topic specific ontology. Subsection 5.2.2 describes the appli-

cation of the TFIDF-SVM microservice for article triage, the act of filtering relevant arti-

cles from irrelevant articles based on their topic. This is another direct application of C3 in the 

context of RecomRatio. Subsection 5.2.3 describes the TFIDF-SVM microservice’s effec-

tiveness in a standard news article classification benchmark. Even though this task is not related 

to RecomRatio, it highlights the versatility of the TFIDF-SVM microservice to bootstrap 

MLTC in any application if there is a target function. Subsection 5.2.4 applies the TFIDF-SVM 

microservice to the task of German language offensive language detection in Twitter 

tweets. In this section, the TFIDF-SVM microservice is used to solve a competition task. 

The interesting aspect of this task is, that it is in another natural language than English thus 

highlighting C3’s ability to provide TC in any language that is using Latin characters. Subsec-

tion 5.2.5 evaluates the TFIDF-SVM microservice’s performance in intent detection. This 

is an important task for digital assistants like Apple’s Siri or Amazon’s Alexa. The classifier’s 

task is to identify what type of tasks should be executed. This evaluation is interesting, because 

the available training set can be used either completely as natural language sentences or with 

integrated named entity recognition that can for example substitute the words “relaxed evening” 

with “playlist” as the tool knows the names of the playlists managed by the assistant. This 

shows how the TFIDF-SVM microservice or any other C3 microservice can be used ei-
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ther completely unaided by preprocessing or with the aid of preprocessing in a more complex 

application.  

5.2.1 Using the TFIDF-SVM Microservice for Argument Stance 
Recognition in RecomRatio 

As presented at and published in the proceedings of the 8th International Conference on Data 

Science, Technology and Applications (DATA 2019), the TFIDF-SVM microservice is 

used in a triple capacity for the RecomRatio project [EEH19]. The first capacity is for argument 

stance recognition. This means that the task of the tool is to determine if an argument is pro, 

supporting a specific claim, or contra, refuting this claim. The second capacity is to provide 

article triage functionality as described in subsection 5.2.2. An additional interest is to identify 

argument stance features in order to use them in the construction of ontologies for additional 

argument mining software systems within the RecomRatio project.  

To validate the TFIDF-SVM microservice’s capability for argument stance recognition, 

two corpora of pro- and contra arguments are used as source material to evaluate and train the 

system. The Annotated Corpus of Argumentative Microtexts (ACAM) and the UKP Sentential 

Argument Mining Corpus [@P16][SMSRG18]. The first consists out of argument pairs and was 

originally used to determine if both arguments are on the same side (both pro or both contra). It 

contains 25,351 argument pairs from 795 different topics ranging from online music sales to 

immigration policy. Querying Google to eight controversially discussed topics and collecting 

sentences from Google’s previews generated the second corpus. These sentences were then 

annotated by crowd workers into the categories No Argument, Argument For, and Argument 

Against.  

The TFIDF-SVM microservice (see subsections 3.1.7 and 4.4.2) is uniquely suited for 

the described argument mining tasks. Given the available initial corpora, target functions can 

easily be constructed. Using these target functions, the Model objects (see Figure 52 in 3.1.7) 

generated by the TFIDF-SVM microservice contain lists of the most distinguishing terms 

which can be used as stance features in argument mining ontologies (the third capacity to sup-

port RecomRatio). The following examples showcase the ease of integrating machine learning 

based text categorization into the argument mining application.  

Using the Connection class from the library described in subsection 4.4.3, Listing 34 generates 

two categories, reads examples from the corpus and uploads them to the classifier while gener-

ating the target function. The class of which the uploadArguments() method is a part of, is con-

structed by creating a Connection object to the utilized classifier. Lines 2 – 5 are necessary to 

set up the functionality to read from the file system. Lines 6-7 generate the categories. The loop 

of line 9 reads the file, parses it and uploads the argument as document to the classifier as well 

as creating the target function by uploading assignments.  



Evaluation 275 

Listing 34: Generating categories and argument examples 

1. public void uploadArguments() throws ProtocolException, UnsupportedEncodingExc
eption, IOException{   

2.     String readFile;   
3.     BufferedReader br;   
4.     String line;   
5.     ArrayList<File> files = FileSystem.getAllFiles(readLocation);   
6.     connection.uploadCategory(0,"no argument");   
7.     connection.uploadCategory(1,"argument");   
8.     int docId=0;   
9.     for(int i=0;i<files.size();i++){   
10.         readFile = files.get(i).getAbsolutePath();   
11.         br = new BufferedReader(new FileReader(readFile));   
12.         while((line = br.readLine())!=null){   
13.             String[] l = line.split("\\t");   
14.             if(l[5].equals("NoArgument")){   
15.                 connection.uploadDocument(docId, "", l[4]);   
16.                 connection.uploadAssignment(docId, 0);   
17.             }else if(l[5].equals("Argument_against")||l[5].equals("Argument_fo

r")){   
18.                 connection.uploadDocument(docId, "", l[4]);   
19.                 connection.uploadAssignment(docId,1);   
20.             }              
21.             docId++;   
22.         }   
23.     }   
24. }   

For my work on the paper presented at the 8th International Conference on Data Science, 

Technology and Applications, the University of Hagen provided me with a Linux server more 

powerful than my personal computer [EEH19]. This allowed for an interesting evaluation of the 

time required to get a C3 service up and running on an unprepared machine. The setup is shown 

in Figure 93. I downloaded the necessary target function files to my local machine where I 

wrote the Java code partly shown in Listing 34 to upload the examples and train the TFIDF-

SVM microservice. The TFIDF-SVM microservice ran on the University’s server 

while the executed Docker Container resided in Docker Container Registry of Microsoft’s Az-

ure cloud. This highlights the flexibility of C3 which allows to perform TC on any environment.  
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Figure 93: Argument mining setup 

It is noteworthy, that C3 microservices do not implement any authentication mechanisms as 

this would introduce another layer of complexity. This was irrelevant for these experiments. 

However, when sensitive data is used for training, one can limit access to the containers by us-

ing container management software (see subsection 2.8.3), firewalls, or virtual private networks 

(VPNs). Dropwizard supports, e.g., SSL encryption and different authentication mechanisms, 

which can easily be added to the services at a later stage. 

When setting up the environment for the experiment, Docker was not installed on the server. 

Following the publicly available installation instructions, I was able to install Docker on the 

server in less than 15 minutes. During my work on this dissertation I rented a SaaS Docker Con-

tainer Registry in the Microsoft Azure Cloud. This proved to be an additional hurdle because 

authentication for the Azure Container Registry from a Linux machine requires the installation 

of the Microsoft az CLI tool. This took me another 30 minutes which would not be necessary if 

a non-Microsoft container registry would store the containers.  

Writing the necessary code partly shown in Listing 34 required less than 30 minutes. It reads 

the arguments from files on my local file system and sends them to the provided server hosting 

the TFIDF-SVM microservice within a Docker container. In the TFIDF-SVM micro-

service, the necessary machine learning to generate models and thus identifying potential 

features was performed. 

Including the time required to install all necessary prerequisites, it took less than 75 minutes 

(which could have been less than 45 minutes without Microsoft Azure), to start training for the 

application on a completely unprepared environment. After this initial setup, other C3 services 

can be started in few minutes as all prerequisites are now met by the system. This initial exper-

iment indicates the rapid deployment capability of C3 microservices on arbitrary computing 
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environments. Similar experiments measuring the required deployment effort and speed are 

described in subsections 5.2.2, 5.2.3, 5.2.4, 5.2.5, 5.3.1, 5.3.2, 5.3.3, 5.3.4, 5.3.5, 5.4.1, 5.4.2, 

5.4.3, 5.4.4, and 5.4.5. 

Even though strict TC effectiveness (see subsection 2.4.5) was beside the point of C3, a classi-

fier that does not deliver useful results is superfluous. Therefore, the evaluation feature of the 

C3 microservices is used to collect effectiveness data after training. Training was performed 

with the TFIDF-SVM microservice’s default configuration (see appendix in section 7.2). 

Using this default, no additional knowledge about the TC process was required which serves as 

experimental validation of research goal 2.  

At first, the classifier was trained using the ACAM (see beginning of this subsection). It con-

tains 795 topics. Training was at first limited to the first topics. Table 15 shows the best F1 re-

sults of this evaluation along with the amount of arguments that were used for training and the 

number of identified terms by the feature extraction scheme. The TFIDF-SVM micro-

service uses n-fold cross-validation to automatically select the most appropriate model. The 

default configuration uses n=3 in this process. Using these defaults, microaverage F1 values of 

>.85 were achieved marking usable results for the application. When increasing n to a value of 

10, results of >.91 microaverage F1 were achieved.   

Table 15: TFIDF-SVM microservice results for the ACAM AM corpus 

Topic 1 to 10 1 to 20 1 to 40 

Arguments 202 449 813 

Terms: 84 157 260 

F1 (n=3): .88 .89 .85 

F1 (n=10): .95 .91 .96 
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Figure 94: Visualization of TFIDF-SVM microservice results for the ACAM AM corpus 

Figure 94 visualizes the TFIDF-SVM microservice’s results. The Terms and Arguments 

bars are scaled appropriately to fit into the interval of the microaverage F1 results. On can clear-

ly see, that the microaverage F1 results are similar while the amount of terms grows with the 

amount of arguments due to the TFIDF-SVM microservice’s integrated feature extraction 

and selection scheme explained in subsection 3.1.7. 

In order to determine how well the generated model generalizes and is applicable for other 

topics, another experimental setup was created. Figure 95 illustrates this setup for which two C3 

microservices were used. The TFIDF-SVM microservice and the Committee micro-

service. The previously computed model based on ACAM topics 1-40 was used in a 

TFIDF-SVM microservice Athlete. The Committee microservice was tasked to 

compute its model for the remaining topics using this single Athlete. As described in subsection 

3.1.6, the model is created by externally measuring the effectiveness of the underlying classifi-

ers and thus weighting them in the committee model. The Committee microservice 

provides users with evaluation results for the individual Athlete microservices. In this way, the 

Committee microservice can be used to automatically evaluate other C3 microservices 

with a previously unseen evaluation set.  
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Figure 95: Evaluation of different topics 

The setup shown in Figure 95 yielded the results shown in Table 16. The model generated 

from topics 1 to 40 is evaluated with arguments from the remaining topics of the ACAM corpus. 

The microaverage F1 values decrease from >.85 to > .57 when working with arguments from 

previously unseen topics. Interestingly, the results of detecting contra arguments are much bet-

ter than those for detecting pro-arguments with >.7 compared to >.21 microaverage F1. As this 

is only a 2-class problem, one can rely on the contra-detection results to determine if something 

is a pro- or contra argument and subsequently increase the overall results to >.7 microaverage 

F1. Such results are useful for argument stance recognition especially when performed on pre-

viously unseen topics. For comparison, the winner of the 2016 Association for Computational 

Linguistics Detecting Stance in Tweets challenge achieved .56 F1 when detecting stance for a 

previously unseen topic [MKSZC16]. The precision with which contra arguments were identi-

fied is >.82. This information can also be leveraged in the calling AM application to maximize 

overall effectiveness by constructing rules of how to use the TFIDF-SVM microservice’s 

results. Figure 96 visualizes these effectiveness values and clearly shows that contra arguments 

are detected more reliably than pro arguments. 

Table 16: TFIDF-SVM microservice results for different ACAM AM topics 

Topics: 41 to 120 41 to 200 41 to 795 (all topics) 

F1 .6 .57 .57 

Precision .6 .57 .57 

Recall .6 .57 .57 

Pro F1 .23 .21 .21 

Pro Precision .17 .16 .15 

Pro Recall .35 .34 .35 
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Contra F1 .73 .7 .71 

Contra Precision .83 .82 .83 

Contra Recall .64 .62 .62 

 

 

Figure 96: Visualization of TFIDF-SVM microservice results for different ACAM AM 

topics 

To further evaluate the TFIDF-SVM microservice’s utility in the context of emerging 

knowledge and previously unseen data, the previous experiments are repeated using the UKP 

corpus. To do so, ACAM (topics 1-40) and UKP based models are used in the TFIDF-SVM 

microservice while the other corpus was used for the Committee microservice in 

the pattern illustrated in Figure 95. The results are shown in Table 17. It is noteworthy, that Stab 

et al. reported microaverage F1 values of .67 when using their own attention-based neural net-

work for the task, which was fine-tuned for the dataset in question. This is to be compared to the 

.6 microaverage F1 that we got in the UKP on UKP column (best result of a 3-fold cross-

validation), which can also be boosted to .64 when only focusing on the pro-results in that col-

umn. This means that the TFIDF-SVM microservice achieves comparable albeit slightly 

inferior (.03) results to a fine-tuned system on the same dataset when working with its default 

configuration.  
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Table 17: TFIDF-SVM microservice argument stance recognition results when applying 

models to different corpora 

Experiment UKP on ACAM UKP on UKP ACAM on UKP 

F1 .48 .6 .46 

Precision .48 .6 .46 

Recall .48 .6 .46 

Pro F1 .25 .64 .25 

Pro Precision .16 .62 .55 

Pro Recall .52 .65 .16 

Contra F1 .6 .56 .58 

Contra Precision .83 .57 .44 

Contra Recall .47 .55 .83 

 

Figure 97 visualizes the data listed in Table 17, clearly showing the better contra argument 

performance whenever the ACAM is involved. The UKP on UKP experiment shows more bal-

anced results. This could be explained by the fact, that the UKP uses arguments from a smaller 

topic mix providing more uniform terms as features. 
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Figure 97: Visualization of TFIDF-SVM microservice argument stance recognition re-

sults when applying models to different corpora 

When using the UKP model on the ACAM dataset or the ACAM model on the UKP dataset, 

the F1 results were decreased to .48 or .46 compared to its own training results. Whenever the 

ACAM is involved the model (either when being evaluated with the ACAM or having been 

created from the ACAM) does much better when identifying contra arguments as was already 

shown in Table 16 and Figure 97. This shows that the UKP is a more difficult dataset to learn 

than the ACAM. It also shows, that the TFIDF-SVM microservice’s models can general-

ize to different topics when using their default settings while delivering comparable results to 

other AM MLTC systems in literature. Different to other AM MLTC systems in literature, C3 

microservices are setup and can start delivering useful and explainable results in less than two 

hours while simultaneously providing human readable explanations for their results. 

5.2.2 Using the TFIDF-SVM Microservice for Article Triage 

An important additional AM subtask within RecomRatio is the identification of relevant stud-

ies to extract arguments from. As AM is a computationally intensive task, a method to filter 

relevant from irrelevant studies within corpora is important. MLTC can be used for this applica-

tion.  



Evaluation 283 

To test the TFIDF-SVM microservice’s utility for this task, 200 abstracts about mela-

noma as well as 200 abstracts about leukemia were downloaded from PubMed [@PM18]. Both, 

melanoma and leukemia are types of cancer which is also referred to as neoplasm in medical 

literature [@M17]. The test is to determine how well the TFIDF-SVM microservice can 

distinguish between articles about these two related diseases. Developing the software to extract 

the articles from their XML format and uploading them to the TFIDF-SVM microservice 

required less than 15 minutes using the C3 Java library.  

To test the TFIDF-SVM microservice’s effectiveness, the classifier was provided with 

all 400 abstracts and instructed to compute a model using its default 3-fold cross-validation. The 

best of all three fold evaluations yielded .81 microaverage F1, while the worst yielded .66 mi-

croaverage F1. As with the argument stance recognition, individual F1 results for one class were 

higher than for the other. In all cases leukemia had better F1 detection results than melanoma. 

Table 18 lists these results while Figure 98 provides a visualization for them showing that albeit 

having the best precision, the melanoma class has mediocre recall resulting in the decreased F1 

value.  

Table 18:TFIDF-SVM PubMed article triage results  

Category Precision Recall F1 

All microaverage .81 .81 .81 

All macroaverage .82 .78 .79 

Melanoma .85 .64 .73 

Leukemia .79 .92 .85 
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Figure 98: Visualization of TFIDF-SVM microservice PubMed article triage results 

These results are comparable to those obtained for argument stance recognition within the 

same topic as shown in 5.2.1. Similar to the performed argument stance recognition task, this is 

a binary classification problem (see subsection 2.3.1). This means, that the results of the better 

performing category can be used to boost overall effectiveness. The next subsection illustrates a 

completely different text categorization problem, where there are 10 instead of two categories 

and the documents are covering financial news articles instead of arguments or medical texts.  

5.2.3 Using the TFIDF-SVM Microservice for News Article Classifi-
cation 

The Reuters21578 benchmark is a collection of 21578 financial news articles that are assigned 

to 135 categories. Some of these predefined categories however do not have a single document 

assigned to them. It serves as standard benchmark for multiple TC algorithms when focusing on 

the 10 categories with the most documents assigned to them [S02][@L19].  

Setting up the software to read the news articles and upload them to the TFIDF-SVM classifier 

was similarly quick as described in subsection 5.2.1. The documents and their assignments are 

distributed across 22 XML files. Unfortunately these XML files contained a number of syntax 

errors. Therefore, a regular parser did not work. To address this issue, I created a custom parser 

ignoring these syntax errors for this task. This required four hours of development and testing. 

In this case, the difficulty was not in implementing MLTC but to address syntax errors in XML 

files.  
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Table 19 shows the results of the TFIDF-SVM microservice when performing this 

standard effectiveness benchmark. Similar to the argumentation mining application, setting up 

the service required less than an hour after the required custom XML parser was developed.  

Table 19: TFIDF-SVM microservice Reuters21578 results 

Category Precision Recall F1 

All microaverage .84 .71 .77 

All macroaverage .66 .39 .45 

Acquisitions .74 .94 .83 

Corn 0 0 0 

Crude 1 .27 .43 

Earn .96 .91 .94 

Grain .82 .56 .66 

Interest .5 .06 .12 

Money foreign Ex-

change 

.62 .32 .42 

Ship 1 .45 .625 

Trade .1 .38 .55 

Wheat 0 0 0 

 

It is noteworthy, that the categories corn and wheat have no true positives. This can be ex-

plained by them being comparatively small categories with corn containing only 14 and wheat 

containing only 18 documents. This means that for these categories, there are very little exam-

ples that the supervised learning process can learn from. Figure 99 visualizes the data of Table 

19 clearly showing that while microaverage F1 approaches 80%, the effectiveness values for 

individual categories vary greatly. This is a result of selecting for maximum microaverage F1 

during training of the model and a highly skewed dataset in which some categories are strongly 

underrepresented. This can also be seen from the comparatively low macroaverage effectiveness 

values when compared with the microaverage values (see 2.4.5). 
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Figure 99: Visualization of TFIDF-SVM microservice Reuters21578 results 

Using its default settings, the TFIDF-SVM microservice achieved a .77 microaverage 

F1 score in the Reuter21578 benchmark. This means, that the TFIDF-SVM microservice 

provides MLTC for different tasks without requiring a deeper understanding of the topic. It can 

subsequently be fine-tuned by modifying the hyper parameters used during the creation of the 

model. Therefore, it fulfills research goals 1 and 2.  

5.2.4 Using the TFIDF-SVM Microservice for German Offensive 
Language Detection 

The GermEval 2018 Shared Task on the Identification of Offensive Language is a competition 

aiming to identify offensive language in German Twitter tweets [WSR18]. It contains a training 

set consisting out of 5009 tweets. 1778 of these micro-texts are offensive in nature. It addition-

ally contains a test set consisting out of 3532 tweets, 1202 of which contain offensive language.  

For the original competition, any language resource, such as lexicons or ontologies, could be 

used. To evaluate the TFIDF-SVM microservice’s utility, no resources other than the 

original training set are used. The setup is similar to the argument stance recognition setup de-

scribed in subsection 5.2.1 and shown in Figure 95 using the Committee microservice 

to evaluate the results generated by a TFIDF-SVM microservice Athlete.  
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Table 20:TFIDF-SVM GermEval 2018 results using its default configuration 

Category Precision Recall F1 

All microaverage .6 .6 .6 

All macroaverage .56 .56 .56 

OTHER .7 .7 .7 

OFFENSE .41 .4 .41 

 

 

Figure 100: Visualization of TFIDF-SVM microservice GermEval 2018 results using its 

default configuration 

Setting this up only required a few modifications to the code used for the argument stance 

recognition task. The experiment was able to start after less than 15 minutes of preparation us-

ing the TFIDF-SVM’s default configuration. The results are shown in Table 20 and visualized 

in Figure 100. 

The original GermEval 2018 competition had 51 entries. If C3 would have participated, it 

would have been on place 42. The evaluation of the n-fold cross-validation during training on 

the training set has shown, that detecting the OTHER category had more than twice as good F1 

values in all of three validations. Therefore, the simple rule of flagging a tweet as offensive if it 

is not considered to be of the category OTHER directly improves F1 to .7 theoretically putting it 

place 22 of the competition. The winner of the competition had a F1 value of .77. This means 
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that without any external resources and less than an hour of work, C3 is capable to deliver TC 

results in a challenging scenario only 7% below those of a competition winner, which used a 

committee of three classifiers along with a sophisticated tokenization and word embedding fea-

ture extraction scheme. This result illustrates the flexibility of the TFIDF-SVM micro-

service to switch between natural languages without requiring additional resources.   

5.2.5 Using the TFIDF-SVM Microservice for Intent Recognition 

Another interesting MLTC application is intent recognition, which is one of the primary tasks 

of digital assistants [C18]. In order to evaluate and compare their Snips voice platform spoken 

language understanding system, Coucke et al. created a benchmark for digital assistants, that 

contains seven different categories [C18]. Their system actually goes beyond recognizing the 

intent as a TC problem but also covers the necessity to transform speech to text and extract 

known named entities from the spoken command. To measure systems in a benchmark, their 

dataset encodes named entities along with their concepts within the JSON format shown in List-

ing 35 as example. If there is a named entity to be matched by a concept, these are notated in the 

same data object.  

Listing 35: Intent recognition training example from [C18] 

1. {   
2.   "AddToPlaylist": [   
3.     {   
4.       "data": [   
5.         {   
6.           "text": "add "   
7.         },   
8.         {   
9.           "text": "Stani, stani Ibar vodo",   
10.           "entity": "entity_name"   
11.         },   
12.         {   
13.           "text": " songs in "   
14.         },   
15.         {   
16.           "text": "my",   
17.           "entity": "playlist_owner"   
18.         },   
19.         {   
20.           "text": " playlist "   
21.         },   
22.         {   
23.           "text": "música libre",   
24.           "entity": "playlist"   
25.         }   
26.       ]   
27.     }   
28. ]}   
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The benchmark’s training set contains 400 examples per category resulting in 2,800 example 

documents. The evaluation set contains 100 documents per category resulting in 700 evaluation 

documents.  

Using the C3 API, these examples are first transformed into Document objects (see Figure 39 

in subsection 3.1.4) and then uploaded to the TFIDF-SVM microservice. Admittedly, I 

am quite practiced in creating evaluation applications for C3 microservices by the time of creat-

ing this evaluation. Therefore, I required less than 15 minutes developing a test application that 

can switch the use of named entities on and off. This means that either the text or the matched 

entity is written into the document and used for training. This allows for effectiveness compari-

sons between using the TFIDF-SVM microservice with additional knowledge resources 

but the target function or not using these knowledge resource. For instance, named entity recog-

nition can occur in a separate microservice that calls the TFIDF-SVM microservice after 

extracting named entities and substituting them with their entity class names in the document 

object.  

Table 21 shows the TFIDF-SVM classifier’s performance during training. This means that this 

is the best of three results created during 3-fold cross validation is shown. It provides relatively 

high precision results with mediocre recall which is also visualized in Figure 101.  

Table 21: TFIDF-SVM microservice training performance without decoding named 

entities  

Category Precision Recall F1 

All microaverage .81 .54 .64 

All macroaverage .8 .54 .63 

Add to Playlist .74 .39 .51 

Book Restaurant .9 .62 .73 

Get Weather .8 .41 .54 

Play Music .74 .46 .57 

Rate Book .84 .87 .85 

Search Creative Work .69 .34 .46 

Search Screening Event .86 .66 .75 
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Figure 101: Visualization of TFIDF-SVM microservice training performance without 

decoding named entities 

After creating the model using the default configuration, the model was evaluated with the 

evaluation set using a similar setup as described in subsection 5.2.1 and shown in Figure 95. 

This created the results shown in Table 22 and visualized in Figure 102.  

Table 22: TFIDF-SVM microservice evaluation performance without decoding named 

entities  

Category Precision Recall F1 

All microaverage .73 .57 .64 

All macroaverage .72 .57 .64 

Add to Playlist .73 .27 .39 

Book Restaurant .79 .69 .74 

Get Weather .78 .54 .64 

Play Music .6 .48 .53 

Rate Book .82 .89 .85 

Search Creative Work .52 .32 .4 

Search Screening Event .8 .78 .79 
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Figure 102: Visualization of TFIDF-SVM microservice evaluation performance without 

decoding named entities 

As shown in Table 22 and Figure 102, precision decreased in comparison to the 3-fold cross-

validation when applying the computed model to the evaluation set. At the same time, recall 

was increased so that the overall F1 values are equal (microaverage) or even slightly better 

(macroaverage) than during training. This shows that C3’s default 3-fold cross-validation pro-

duces a model that is well generalizable to other instances than those already encountered dur-

ing training. 

For the next round of evaluations, the named entities were decoded. This means, that different 

instances are represented by their concept within the document uploaded to the TFIDF-SVM 

microservice. 

Table 23: TFIDF-SVM microservice training performance with decoded named entities  

Category Precision Recall F1 

All microaverage .98 .97 .98 

All macroaverage .98 .97 .98 

Add to Playlist 1 .99 .99 

Book Restaurant .99 .98 .98 
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Get Weather .99 .99 .99 

Play Music .99 .94 .96 

Rate Book 1 1 1 

Search Creative Work .94 .97 .96 

Search Screening Event .97 .94 .95 

 

 

Figure 103: Visualization of TFIDF-SVM microservice training performance with de-

coded named entities 

These results, listed in Table 23 and Figure 103, the n-fold cross-validation results with de-

coded named entities are almost perfect, having the Rate Book category without a single false 

positive or false negative. Take note of the different scale in Figure 103 when comparing it with 

Figure 101 showing the same results without decoded named entities. Overall, precision is a 

little higher than recall. The worst results (albeit still very high for MLTC applications), were 

obtained for the Search Creative Work and Search Screening Event categories. If additional 

resources, like named entity ontologies are available, the TFIDF-SVM microservice can 

make good use of them. As it already was the case when no named entities were used, applying 

the computed model to the evaluation set decreased precision but increase recall. As shown in 

Table 24 and Figure 104, the increase in recall did not counteract the decrease in precision so 

that F1 values were reduced to .89.   
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Table 24: TFIDF-SVM microservice evaluation performance with decoded named enti-

ties  

Category Precision Recall F1 

All microaverage .81 .98 .89 

All macroaverage .81 .99 .89 

Add to Playlist .91 1 .95 

Book Restaurant .82 .94 .88 

Get Weather .81 1 .89 

Play Music .76 .99 .86 

Rate Book .83 1 .9 

Search Creative Work .76 .99 .86 

Search Screening Event .82 .98 .89 

 

 

Figure 104: Visualization of TFIDF-SVM microservice evaluation performance with 

decoded named entities 

These results show, that providing external knowledge in the form of named entities can boost 

classification results by about .3 F1. They also show, that highly effective results can be ob-
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tained without requiring any additional fine tuning of classifier. If TFIDF-SVM micro-

service is used as part of an digital assistant after a speech-to-text process, it would perform 

the desired intent in 98% of the cases (.98 recall) if named entities are known. The microservice 

oriented architecture is highly scalable and can be integrated in any application further proving 

the versatility of the developed artifact.  

5.2.6 Evaluation Summary for the TFIDF-SVM Microservice 

These experiments demonstrate, that the TFIDF-SVM microservice can quickly deliver 

tangible MLTC results for five different tasks across two different natural languages without 

requiring any additional language or topic specific resources or special knowledge about tunable 

hyper parameters by the user. If additional resources become available, they can easily be inte-

grated into C3 microservices as shown for the intent detection task. Even though the results are 

a few percent points of effectiveness below that of systems fine-tuned for a specific task (argu-

ment stance recognition, offensive language detection, …) C3 can be applied to solve different 

problems using its default settings. Binary classification task effectiveness can be boosted by 

determining which category is identified most effectively during n-fold cross-validation and 

then base the overall application decision on the result for this more reliably detected category. 

In multi-class problems with underrepresented categories, the TFIDF-SVM microservice 

can learn to not assign any categories to these underrepresented categories to boost overall ef-

fectiveness. Circumnavigating this issue is an opportunity for future research. 

The created models are well generalizable and can be applied to different topics as shown for 

the argument stance recognition task. Therefore, the TFIDF-SVM microservice fulfills 

research goals 1 and 2. It also supports the RecomRatio project in three different capacities and 

can easily be integrated into the developing AM application. Besides the ease of integration, the 

Trainer/Athlete pattern on which the microservices are based on allows for scaling out the ap-

plication as required.  

In order to comply with research goal 2, only the default configuration has been used. Fine 

tuning the learning hyperparameters has the potential to greatly increase effectiveness. This can 

also be addressed in future research.  

The five applications used for evaluation display a broad range of MLTC tasks. Two of them, 

specifically argument stance recognition and offensive language detection use relatively abstract 

categories of stance (pro / contra) and offensiveness. The remaining three applications of article 

triage, news article classification, and intent detection have more descriptive categories.  

The next section describes the experimental evaluation of the NTFC artifact and compares the 

results of its two utilized algorithms used as well as the impact of different word embeddings on 

the process. To do so, the same five tasks as with the TFIDF-SVM microservice are used.  
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5.3 Using the NTFC Microservice for Unsupervised TC in Different 
Applications 

In order to address research goal 3.6, this section describes the experiments performed on the 

NTFC microservice (artifact 2). To do so, the same applications as in section 5.2 are im-

plemented using the NTFC microservice as text classification system. As described in 

section 4.5, this artifact implements the NTFC algorithm and Dai’s algorithm (subsection 3.3.2). 

Both algorithms rely on word embeddings that can be created from different sources (see sub-

sections 2.3.8 and 2.5.1). The NTFC algorithm can implement different distance measures (see 

subsections 2.4.2 and 2.3.9). For all English language tasks, the word embeddings were either 

created by a Google News dump or the first billion characters of Wikipedia. Based on these two 

long texts, word embeddings were generated using Skip-Gram, CBOW, and GloVe. This 

means, that there are six different word embeddings with which to perform the evaluations. 

Additionally, the NTFC artifact has three different algorithm configurations it can run: The 

NTFC algorithm using the WMD distance measure, the NTFC algorithm using the BAM dis-

tance measure and Dai’s Algorithm, which does not use an exchangeable distance measure. 

Therefore, 18 different configurations for each task exist.  

This allows for some interesting comparisons across different problems that can help to de-

termine the best combination of algorithm, word embedding and distance measure. It also helps 

to determine whether Dai’s Algorithm or the NTFC Algorithm is better suited for different 

tasks.  

Preliminary experimentation results informed the following default configuration of the 

NTFC microservice: The NTFC microservice contains a Skip-Gram based word 

embedding generated from the first billion characters of Wikipedia. It is using an assignment 

threshold of .1 and assigns a maximum of 1 category per document. It is configured to use the 

NTFC algorithm with the WMD distance measure (see subsections 2.3.8, 2.3.9, 3.3.2 and 4.5). 

In accordance with research goal 2 and research objective 2.6, all applications are evaluated 

with this default configuration. As previously mentioned, the evaluation of the NTFC micro-

service alternates the algorithms, distance measures and word embeddings to enable an ef-

fectiveness comparison of these aspects.  

5.3.1 Using the NTFC Microservice for Unsupervised Argument 
Stance Recognition in RecomRatio 

To determine the NTFC microservice’s usefulness for unsupervised argument stance de-

tection, the application described in subsection 5.2.1 used the NTFC as MLTC component. As 

described in the previous section, there are 18 different configurations in which to use the 

NTFC artifact. In a first experiment, the categories were simply configured as pro and con 

without any description. As the NTFC does not need any training set, the evaluations were per-

formed with the first 40 topics of the ACAM AM corpus (see subsection 5.2.1).  
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Table 25: NTFC microservice microaverage F1 results for the ACAM AM corpus 

Source text WE Algorithm NTFC-BAM NTFC-WMD Dai 

Google News CBOW .1 .13 .04 

Google News Skip-gram .11 .08 .15 

Google News GloVe .17 .15 .08 

Wikipedia CBOW .12 .14 .09 

Wikipedia Skip-Gram .07 .05 .18 

Wikipedia GloVe .17 .17 .04 

 

 

Figure 105: Visualization of NTFC microservice microaverage F1 results for the 

ACAM AM corpus 

As shown in Table 25 and Figure 105, the microaverage F1 results are unsatisfactory. Random 

assignment of documents to the available 2 categories would result in .5 F1. Further investiga-

tion of the individual results (see appendix 7.3), shows some high individual precision or recall 

scores per category. For instance, the NTFC algorithm employing the WMD distance measure 

while using the Google News / CBOW word embedding achieved .88 precision in the contra 

category. It however only produced .03 recall, resulting in .06 F1. These results are unsurpris-

ing, as pro and con are better suited to be expressed as offsets in word embedding space. Here, a 

term can be a con or a pro to an existing topic (see subsections 2.3.8 and 2.3.9).  
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Even though all NTFC versions performed poorly on this specific task, some conclusions 

about individual algorithms, distance measures and word embeddings can be drawn. For in-

stance, if Skip-gram based word embeddings are used, Dai’s algorithm performed better than 

the NTFC implementations. For the four other word embeddings, the WMD distance measure 

was better than the BAM distance measure in two cases. Once, BAM was better than WMD and 

once both produced equal effectiveness measures.  

Another interesting consideration are the time requirements for different distance measures 

and word embeddings. To measure it without putting additional strain on the microservices run-

ning directly on Java on a laptop computer with a 2013 2.3 GHz Intel Core i7, the NTFC mi-

croservice’s progress was queried in 10 second intervals. Table 26 and Figure 106 show the 

measured time requirements. 

Table 26: Argument stance detection: Time needed to perform 814 classifications dur-

ing evaluation in seconds.  

Source text WE Algorithm NTFC-BAM NTFC-WMD Dai 

Google News CBOW < 60s < 60s < 40s 

Google News Skip-gram < 60s < 50s < 40s 

Google News GloVe < 80s < 60s < 40s 

Wikipedia CBOW < 190s < 160s < 120s 

Wikipedia Skip-Gram < 220s < 210s < 130s 

Wikipedia GloVe < 240s < 180s < 130s 
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Figure 106: Visualization of time needed to perform 814 classifications during evalua-

tion in seconds 

As shown in Table 26 and Figure 106, all Google News based word embeddings yielded faster 

results. This is easy to explain with the size of these word embeddings as Google News has a 

much more limited vocabulary than Wikipedia. The results also show, that NTFC with BAM 

usually required the longest time to compute. NTFC with WMD was always at least as fast as 

NTFC with BAM or up to 60 seconds faster. Dai’s algorithm always created the fastest results.  

The next subsection investigates the effectiveness of the NTFC microservice for the 

same article triage task as described in subsection 5.2.2. 

5.3.2 Using the NTFC Microservice for Unsupervised Article Triage 

To evaluate the NTFC microservice’s effectiveness for article triage, a similar setup to 

that described in subsections 5.2.2 and 5.3.1 is used: The articles are extracted from their XML 

files. Subsequently, the evaluation software loops through different configurations to employ 

different word embeddings, algorithms and distance measures to the task. The results of this 

experiment are listed in Table 27 and visualized in Figure 107. 

Table 27: NTFC microservice microaverage F1 results for the article triage problem 

Source text WE Algorithm NTFC-BAM NTFC-WMD Dai 
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Google News CBOW .37 .25 .07 

Google News Skip-gram .45 .24 .09 

Google News GloVe .4 .25 .05 

Wikipedia CBOW .21 .26 .04 

Wikipedia Skip-Gram .59 .26 .08 

Wikipedia GloVe .67 .26 .05 

 

 

Figure 107: Visualization of NTFC microservice microaverage F1 results for the article 

triage problem 

For this problem, the NTFC-BAM algorithm provided the best results, followed by the NTFC-

WMD. Dai’s algorithm is much less effective than the NTFC algorithm employing different 

distance measures. It is noteworthy, that the NTFC-WMD configuration generated very con-

sistent overall F1 results. Appendix 7.4 contains the detailed results of these experiments. The 

overall most effective iteration was obtained using the NTFC algorithm with the BAM distance 

measure on the word embeddings learned from Wikipedia by GloVe. Table 28 and Figure 108 

contains the detailed results of this most effective experiment.  
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Table 28: NTFC microservice PubMed article triage results for NTFC-BAM with Wik-

ipedia / GloVe based word embeddings 

Category Precision Recall F1 

All microaverage .82 .57 .67 

Melanoma 1 .02 .04 

Leukemia .82 .93 .87 

 

 

Figure 108: Visualization of NTFC microservice PubMed article triage results for 

NTFC-BAM with Wikipedia / GloVe based word embeddings 

As one can see in Figure 108, the effectiveness in detecting melanoma related documents is 

much inferior to that of detecting leukemia related documents. This knowledge can be applied to 

boost the individual effectiveness in this binary classification problem to an overall .87 F1 

which surpasses the effectiveness of the TFIDF-SVM microservice. The supervised learn-

ing approach of the TFIDF-SVM microservice is however much more robust so that both 

individual categories obtained more similar effectiveness results.  

Similar to Table 26 and Figure 106, Table 29 and Figure 109 show the required time for this 

task. For article triage, using Google News based work embeddings also work faster than Wik-

ipedia based. Also, Dai’s algorithm is among the fastest. For Wikipedia based word embed-
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dings, the WMD based computations took the longest. This differs from the article triage exper-

iments, where the BAM based computations took the most time.  

Table 29: PubMed article triage: Time needed to perform 400 classifications during 

evaluation in seconds. Measurements were taken in 10s increments.  

Source text WE Algorithm NTFC-BAM NTFC-WMD Dai 

Google News CBOW < 60s < 60s < 50s 

Google News Skip-gram < 50s < 50s < 50s 

Google News GloVe < 50s < 60s < 50s 

Wikipedia CBOW < 160 s < 210s < 140s 

Wikipedia Skip-Gram < 150 s < 210s < 140s 

Wikipedia GloVe < 160 s < 210s < 150s 

 

 

Figure 109: Visualization of the time needed to perform 400 classifications during 

evaluation in seconds 

Departing from binary classification problems, the next subsection describes the usage of the 

NTFC for  unsupervised news article classification.  
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5.3.3 Using the NTFC Microservice for Unsupervised News Article 
Classification 

To evaluate the NTFC microservice, the Reuters21578 benchmark is used. The same test 

software calling the TFIDF-SVM microservice in subsection 5.2.3 is. Instead of the 

TFIDF-SVM microservice, the NTFC microservice is called. Table 30 and Figure 

110 show the results for the default configuration of the NTFC algorithm using the WMD dis-

tance measure, assigning one category per document while using a .1 assignment threshold and 

Wikipedia/Skip-Gram based word embeddings.  

Table 30: Reuters21578 results for NTFC microservice’s default configuration 

Category Precision Recall F1 

All microaverage .42 .39 .41 

All macroaverage .47 .49 .42 

Acquisitions .56 .47 .52 

Corn .53 .57 .55 

Crude .68 .73 .7 

Earn .46 .2 .28 

Grain .74 .33 .45 

Interest .12 .43 .19 

Money foreign Ex-

change 

.2 .01 .03 

Ship .8 .82 .81 

Trade .19 .91 .31 

Wheat .37 .39 .38 

 



Evaluation 303 

 

Figure 110: Visualization of Reuters21578 results for NTFC microservice’s default 

configuration 

Compared to the TFIDF-SVM microservice’s performance shown in Table 19, the 

NTFC microservice has worse microaverage results. This means there are overall less true 

positives generated by the unsupervised approach in comparison to the supervised approach. 

Interestingly, macroaverage F1 is almost on par (.45 for TFIDF-SVM microservice and 

.42 for the NTFC microservice). In some categories, the NTFC microservice outper-

forms the supervised TFIDF-SVM microservice. For example corn and wheat where the 

supervised learning implementation only had little examples to learn from. But also other cate-

gories like crude (oil) and ship (shipping and shipments). This shows, that unsupervised learn-

ing based classification can step in when no target function or only poor examples exist. It is 

noteworthy, that if the documents were equally distributed and documents would be randomly 

assigned to each category, each would have an F1 value of .1. The NTFC significantly outper-

forms this probabilistic baseline by a factor of four in its standard configuration.  

In comparison, Table 31 and Figure 111 show the results of DAI’s algorithm as implemented 

within the NTFC microservice when run with the same word embedding. The NTFC algo-

rithm outperforms DAI’s algorithm by a wide margin of .4 macroaverage F1. Interestingly, the 

category acquisitions has precision of 1. Most categories however did not manage to obtain a 
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single true positive result. The overall results are worse than random assignment of documents 

to each category would have been.  

Table 31: Reuters21578 results for DAI’s algorithm  

Category Precision Recall F1 

All microaverage .02 .01 .01 

All macroaverage .11 .02 .01 

Acquisitions 1 .01 .01 

Corn .04 .14 .06 

Crude 0 0 0 

Earn 0 0 0 

Grain .02 .02 .02 

Interest 0 0 0 

Money foreign Ex-

change 

0 0 0 

Ship 0 0 0 

Trade 0 0 0 

Wheat 0 0 0 
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Figure 111: Visualization of Reuters21578 results for DAI’s algorithm 

To further compare the NTFC algorithm with Dai’s algorithm, Table 32 list microaverage F1 

results for both algorithms. No matter which word embedding source and algorithm is used, the 

NTFC algorithm using the WMD distance measure works best. The NTFC  algorithm using the 

BAM distance measure always performs second best. Dai’s algorithm is always an order of 

magnitude below the performance of the NTFC algorithm. The NTFC algorithm using the BAM 

distance measure is better than random assignment, if a CBOW based word embedding is used. 

The NTFC algorithm using the WMD distance measure is more stable with regards to the uti-

lized word embedding. Interestingly, the NTFC algorithm using the WMD distance measure 

obtains better results when using a Wikipedia based corpus while the BAM distance measure 

works slightly better with Google News based word embeddings. Dai’s algorithm always per-

forms significantly below the NTFC algorithm and even random assignment. 

Table 32: Reuters21578 results comparing microaverage F1 performance of the NTFC 

algorithm and Dai’s algorithm when used with different word embeddings 

Source text WE Algorithm NTFC-BAM NTFC-WMD Dai 



306 Evaluation 

Google News CBOW .18 .34 .02 

Google News Skip-gram .08 .3 .02 

Google News GloVe .08 .2 .01 

Wikipedia CBOW .15 .36 .02 

Wikipedia Skip-Gram .08 .41 .01 

Wikipedia GloVe .07 .19 .01 

 

 

Figure 112: Visualization of Reuters21578 results comparing microaverage F1 perfor-

mance of the NTFC algorithm and Dai’s algorithm when used with different 

word embeddings 

These results show, that the NTFC algorithm outperforms Dai’s algorithm in the unsupervised 

text categorization task of news article classification. They also show, that the default configura-

tion of Wikipedia based word embeddings generated using CBOW and then utilized by the 

NTFC using the WMD leads to the best results for this problem. In the Reuters21578 bench-

mark, it even outperforms the TFIDF-SVM microservice’s supervised classification algo-

rithm in the categories corn, crude, interest, ship, and wheat. As these are smaller categories in 

terms of documents, the overall performance of the supervised TFIDF-SVM microservice 

remains superior. If the target function is already known users can evaluate supervised and un-

supervised classifiers to determine which performs best in which category. One can base a 
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committee on this information by weighting the classification decision based on the classifiers 

performance for specific categories.  

5.3.4 Using the NTFC Microservice for Unsupervised German Offen-
sive Language Detection 

For the task of German offensive language detection, word embeddings trained on English 

source material are obviously useless. For this evaluation, I downloaded pre-computed German 

word embeddings from https://deepset.ai, a machine learning agency focusing on NLP, that 

shares their computed word embeddings. Different from the other word embeddings used 

throughout this evaluation, these have 300 dimensions instead of 200. According to deepset.ai, 

the word embeddings were computed using word2vec. They did not specify whether CBOW or 

skip-gram was used. 

Different from the English language, German contains many compound words. These com-

pound words are all expressed with an individual coordinate. While the used word embeddings 

trained on the English Wikipedia had 218,316 coordinates, this German language word embed-

ding had 718,103 coordinates. Paired with 1.5 times as many dimensions, the resulting memory 

footprint was almost five times that of the largest English word embedding. This resulted in 

Out-of-Memory exceptions on my available hardware. Therefore, I only evaluated the NTFC 

microservice with every 10th entry of the GermEval evaluation set. In the original source 

data, the categories are referred to as OFFENSE and OTHER. For this evaluation, these terms 

were substituted with their German counterparts Beleidigung and Anderes. This was performed 

by using a minimal modification of the piece of software used for the evaluation of the TFIDF-

SVM microservice in subsection 5.2.4. Table 33 shows the results for this task 

Table 33: NTFC microservice results for the GermEval2018 task 

Algorithm NTFC-BAM NTFC-WMD Dai 

Measure π ρ F1 π ρ F1 π ρ F1 

All microaverage .35 .2 .26 .35 .27 .3 .5 .2 .28 

All macroaverage .51 .28 .25 .5 .39 .28 .5 .21 .28 

OTHER .73 .08 .14 .69 .07 .13 .65 .18 .28 

OFFENSE .3 .49 .37 .31 .7 .43 .36 .24 .29 
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Figure 113: Visualization of NTFC microservice results for the GermEval2018 task 

The effectiveness results for unsupervised offensive language detection are clearly inferior to 

that of supervised classification algorithm implemented by the TFIDF-SVM micro-

service. The highest microaverage F1 result was obtained using the NTFC algorithm with 

the WMD distance measure. The best F1 per category (offense) was also obtained by the same 

combination. Overall, offense detection has better F1 results than the other category. Interest-

ingly, all three variations obtained better precision in the other category. The NTFC algorithm 

in combination with the BAM distance measure even slightly outperformed the TFIDF-SVM 

microservice’s precision in the other category, however with vastly inferior recall. 

5.3.5 Using the NTFC Microservice for Unsupervised Intent Detec-
tion 

In order to evaluate the NTFC microservice with the same benchmarks as the TFIDF-

SVM microservice, the same intent detection component described in subsection 5.2.5 was 

used to evaluate the NTFC using the same evaluation set. As in subsection 5.2.5, the classifier 

was evaluated either with decoding the named entities or without decoding them. Table 34 

shows the results without decoding the known named entities. The intent detection results com-

paring microaverage F1 performance of the NTFC algorithm using different distance measures 

and Dai’s algorithm when using different wordembeddings without decoding named entities are 

listed in Table 34 and visualized in Figure 114. 
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Table 34: NTFC microservice  intent detection microaverage F1 results without decod-

ing named entities 

Source text WE Algorithm NTFC-BAM NTFC-WMD Dai 

Google News CBOW .48 .6 .05 

Google News Skip-gram .52 .56 .07 

Google News GloVe .41 .52 .06 

Wikipedia CBOW .47 .6 .05 

Wikipedia Skip-Gram .63 .62 .18 

Wikipedia GloVe .44 .55 .05 

 

 

Figure 114: Visualization of NTFC microservice intent detection microaverage F1 re-

sults without decoding named entities 

Figure 114 shows that the NTFC algorithm outperformed Dai’s algorithm between 3.5 and 12-

times in microaverage F1. For five out of six word embeddings, NTFC-WMD outperformed 

NTFC-BAM. In the one other case, NTFC-BAM was only one percent more effective than 

NTFC-WMD. The best results actually come close to those of the TFIDF-SVM micro-

service without requiring a target function (.63 microaverage F1 from the NTFC micro-

service, .64 microaverage F1 from the TFIDF-SVM microservice  in Table 22). Table 



310 Evaluation 

35 and Figure 115 show the results of the next experiments in with the known named entities 

were decoded. 

Table 35: NTFC microservice intent detection results comparing microaverage F1 with 

decoding of known named entities 

Source text WE Algorithm NTFC-BAM NTFC-WMD Dai 

Google News CBOW .46 .59 .26 

Google News Skip-gram .61 .61 .32 

Google News GloVe .46 .59 .26 

Wikipedia CBOW .44 .6 .21 

Wikipedia Skip-Gram .59 .61 .21 

Wikipedia GloVe .47 .59 .2 

 

 

Figure 115: Visualization of NTFC microservice intent detection results comparing 

microaverage F1 with decoding of known named entities 

While the effectiveness of Dai’s algorithm was strongly increased by decoding the named en-

tities, this was much less the case for NTFC-BAM and NTFC-WMD, which in some instances 
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even had a performance decrease. The overall best results, no matter if named entities were 

decoded or not, were created by using Skip-Gram in combination with a Wikipedia based cor-

pus without decoding named entities. Table 36 shows the time requirements for the intent detec-

tion task. It shows, that the NTFC-BAM algorithm worked quickest, followed by NTFC-WMD. 

Dai’s algorithm varies greatly in its required computation time which can be explained by the 

randomized nature of the algorithm (see subsections 2.3.11 and 3.3.2). 

Table 36: Intent Detection: Time needed to perform 700 classifications during evalua-

tion in seconds. Measurements were taken in 10s increments.  

Source text WE Algorithm NTFC-BAM NTFC-WMD Dai 

Google News CBOW < 30s < 40s < 130s 

Google News Skip-gram < 30s < 40s < 60s 

Google News GloVe < 30s < 40s < 250s 

Wikipedia CBOW < 70s < 100s < 90s 

Wikipedia Skip-Gram < 70s < 110s < 220s 

Wikipedia GloVe < 60s < 100s < 160s 

 

 

Figure 116: Visualization of time needed to perform 700 classifications during evalua-

tion in seconds 
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The NTFC algorithm using the BAM or the WMD distance measure is almost on par in terms 

of effectiveness with the TFIDF-SVM microservice when named entities are not decoded 

and Wikipedia based word embeddings computed by skip-gram are used (.63 F1 or .62 F1 com-

pared to .64 F1 of the NTFC). Decoding named entities massively increases the TFIDF-SVM 

microservice’s effectiveness while it does not help the NTFC algorithm. It is also notewor-

thy that Dai’s algorithm required much more time in comparison to the NTFC algorithm when 

working on intent detection. This could be explained with the comparatively short texts within 

the Document objects because of which the generation of BAM representations or WMD dis-

tance measures is greatly sped up.   

The next subsection summarizes the evaluation results for the NTFC microservice across 

different application domains. In this way it allows to compare different word embeddings as 

well as different unsupervised MLTC algorithms and distance measures with each other.  

5.3.6 Evaluation Summary and Overall Comparison of the NTFC 
Microservice’s Algorithms and Distance Measures with differ-
ent Word Embeddings across Five Tasks 

This subsection provides a summary of evaluation results for the NTFC microservice. 

This way it also serves as comparison between the NTFC algorithm using the BAM distance 

measure, the NTFC algorithm using the WMD distance measure, and Dai’s algorithm while 

using different word embeddings and different tasks. Overall, the NTFC microservice 

fulfills research goal 3 in creating an MLTC performing artifact that requires no target function. 

However, the NTFC microservice’s effectiveness is usually lower than that of the super-

vised TFIDF-SVM microservice’s approach. The NTFC microservices can be inte-

grated into any application equally as fast as the TFIDF-SVM microservice as both pro-

vide the same interface to the calling application. There are some notable differences in effi-

ciency and effectiveness with regards to the used algorithm, word embedding, distance measure 

and MLTC problem that are addressed in this subsection.  

Table 37 and Figure 117 show the best and average results per algorithm, distance measure 

and MLTC tasks. This allows for some interesting observations. Firstly, the best classification 

results were achieved for the tasks of article triage, Reuters21578, and intent detection, each 

with a microaverage F1 >.41. Argument mining and offensive language detection only obtained 

<.3 F1. Secondly, the single best result were obtained by NTFC-BAM (article triage), while the 

best average results were generated by NTFC-WMD. Thirdly, no matter the task, Dai’s algo-

rithm never was the most effective and on average only has a third of the effectiveness of the 

NTFC with different distance measures. The Best F1 result for the German offensive language 

detection task is equal to the average result because only one word embedding was used for the 

task.  



Evaluation 313 

Table 37: Best and average F1 results per algorithm, distance measure and TC task  

Task Best F1 Result Average F1 Results 

NTFC-

BAM 

NTFC-

WMD 

Dai NTFC-

BAM 

NTFC-

WMD 

Dai 

Argument Mining .17 .17 .18 .12 .12 .10 

Article Triage .67 .26 .09 .45 .25 .06 

Reuters21578 .18 .41 .02 .11 .30 .02 

German Offensive Language .26 .3 .28 .26 .3 .28 

Intent Detection .63 .62 .18 .49 .58 .08 

Best .67 .62 .28 .49 .58 .28 

Average .38 .35 .15 .29 .31 .11 

 

 

Figure 117: Visualization of best and average F1 results per algorithm, distance meas-

ure and TC task. 

Table 38 and Figure 118 show the best obtained results per word embedding independent of 

the utilized algorithm and distance measure. As shown, the single best result was generated 

using word embeddings learned from Wikipedia using GloVe. Also, the best result using skip-
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gram based word embeddings were learned from Wikipedia instead of Google News. One can 

also clearly see, that the best performing MLTC task is usually intent detection, followed by 

article triage and Reuters21578 news article classification. Argument stance recognition usually 

has the lowest effectiveness. Note that German offensive language detection is not listed in Ta-

ble 38 and Figure 118 because the required word embedding was not generated from the same 

English language sources and therefore is not comparable. 

Table 38: Best F1 results per word embedding and MLTC task.  

Task Google 

CBOW 

Google 

SG 

Google 

GloVe 

Wiki 

CBOW 

Wiki 

SG 

Wiki 

GloVe 

Argument Mining .13 .15 .17 .14 .18 .17 

Article Triage .37 .45 .4 .26 .59 .67 

Reuters21578 .34 .3 .2 .36 .41 .19 

Intent Detection .6 .56 .52 .6 .63 .55 

Best .6 .56 .52 .6 .63 .67 

 

 

Figure 118: Visualization of best F1 results per word embedding and MLTC task 
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Table 39  and Figure 119 show the average F1 results of all algorithms and distance measures 

per word embedding and task. On average, the best results were obtained using Wikipedia based 

word embeddings trained on Wikipedia source data.  

Table 39: Average F1 results per word embedding and MLTC task.  

Task Google 

CBOW 

Google 

SG 

Google 

GloVe 

Wiki 

CBOW 

Wiki 

SG 

Wiki 

GloVe 

Argument Mining .09 .11 .13 .12 .10 .13 

Article Triage .23 .26 .23 .17 .31 .33 

Reuters21578 .18 .13 .10 .18 .17 .09 

Intent Detection .38 .38 .33 .37 .48 .35 

Average .22 .22 .20 .21 .26 .22 

 

 

Figure 119: Visualization of average F1 results per word embedding and MLTC task 

These findings support the decision to make the NTFC algorithm with the WMD distance 

measure using Wikipedia based word embeddings generated by skip-gram the default configu-

ration for the NTFC microservice. Depending on the MLTC task, other configurations can 

achieve higher effectiveness. If a target function is available, the optimal configuration can be 

identified experimentally.  



316 Evaluation 

Efficiency strongly depends on the word embedding source and size. A bigger vocabulary ob-

viously means, that more vectors need to be stored and searched for terms. Another issue is the 

dimensionality of the word embeddings. For instance the German language 300 dimension word 

embedding exceeded the capability of my hardware while English language 200 dimension 

word embeddings worked well. Dai et al.’s algorithm usually works faster than the NTFC algo-

rithm but fluctuates in its required computation time which can be a result of its use of random 

numbers. In the NTFC algorithm, the BAM distance measure usually requires less time than 

WMD except during the argument stance recognition task.  

Overall, the NTFC microservice can achieve results that are on par with the supervised 

learning based TFIDF-SVM microservice in terms of effectiveness if the used categories 

are not abstract like the argument stance or if something is offensive. For certain, potentially 

underrepresented categories of the target function, the NTFC microservice can even out-

perform the TFIDF-SVM microservice. This makes the NTFC microservice useful in 

two ways: Firstly, it can aid in collecting a target function where none exists by providing cate-

gorization suggestions. Secondly, it can augment a supervised classifier by smartly integrating it 

into a committee based on its performance as measured by the target function.  

Section 5.4 investigates the combined results of forming a committee of the TFIDF-SVM mi-

croservice and the NTFC microservice for the previously described tasks.  

5.4 Using a Committee of C3 Microservices in Different Applica-
tions 

The name Cloud Classifier Committee suggests, that the microservices form a classifier com-

mittee. In section 5.2, the developed Committee microservice was used as to evaluate 

the TFIDF-SVM microservice on previously unseen data. For this subsection, the Com-

mittee microservice combines the results of the TFIDF-SVM microservice and 

NTFC microservice as described in section 3.1.6. The same applications as with the 

TFIDF-SVM microservice and NTFC microservice are used to evaluate the commit-

tee’s effectiveness.  

All experiments were performed with an assignment threshold of .1 (see subsection 3.1.6). 

The individual Athlete results are weighted and added. If they are above said assignment 

threshold of .1 for a specific category, the document is assigned there. The value of .1 is rela-

tively low, likely resulting in relatively high recall results. One can of course edit this to in-

crease the precision of the generated results. To build a committee out of individual classifiers, 

one at least needs to know what a committee is, how to address the used Athlete microservices 

and edit the Committee microservice’s configuration. As the configuration has to be 

adapted to correctly address the used Athletes over the network in any case, there is no such 

thing as a default configuration for the Committee microservice. 
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5.4.1 Using a Committee of C3 Microservices for Argument Stance 
Recognition in RecomRatio 

For this evaluation, a committee consisting out of the TFIDF-SVM microservice and the 

NTFC microservice perform the argument stance recognition task described in section 

5.3.1. Specifically, topics 41 to 120 of the ACAM AM corpus were used as evaluation set. This 

was possible with minimal modifications to the software written for section 5.3.1. The TFIDF-

SVM microservice was trained on topics 1 to 40. Table 40 shows results comparable to the 

first column of Table 16, which is showing the same MLTC task’s evaluation results for the 

TFIDF-SVM microservice. The committee results are better than the NTFC micro-

service’s alone, that had a maximum of .17 F1 (see Table 25). Similar to the TFIDF-SVM 

microservice’s result, the effectiveness of detecting contra arguments is much higher than 

that to detect pro arguments. However, the overall Committee microservice’s results are 

less effective than that of the TFIDF-SVM microservice alone. Interestingly, recall and 

subsequently F1 for the pro category are slightly better in the committee. However, this is out-

weighed by the loss in recall for the contra category. 

Table 40:TFIDF-SVM microservice and NTFC microservice Committee results for ar-

gument stance recognition within the ACAM corpus’ topics 40-120 

Category Precision Recall F1 

All microaverage .5 .5 .5 

All macroaverage .5 .5 .44 

Pro .16 .5 .25 

Con .83 .5 .63 
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Figure 120: Visualization of TFIDF-SVM microservice and NTFC microservice Com-

mittee results for argument stance recognition within the ACAM corpus’ 

topics 40-120 

The results indicate, that the NTFC microservice’s results for this problem effectively act 

as noise decreasing the effectiveness of the TFIDF-SVM microservice. The next subsec-

tion investigates the Committee microservice’s effectiveness for the article triage prob-

lem.  

5.4.2 Using a Committee of C3 Microservices for Article Triage 

This section describes the usage of the C3 committee in the article triage experiment described 

in sections 5.2.2 and 5.3.2. Essentially, the same software that was used to evaluate the TFIDF-

SVM microservice and NTFC microservice is used to trigger the training process of 

the Committee microservice. In pursuit of research goal 2, all C3 microservices are 

designed to work with as little manually provided resources as possible. As described in sec-

tions 3.1.6 and 4.4.1, the Committee microservice is trained by querying all Athletes 

with all available Document objects that are assigned to known Category objects. The 

intent behind this design is to make use of any available manually created resources.  

For this setup, one of the Athletes is the TFIDF-SVM microservice. The article triage 

experiment does not have a predefined training set / evaluation set split. Accordingly, the 

TFIDF-SVM microservice has been trained on the same documents used to create the 

Committee microservice’s model in a 3-fold cross-validation fashion. This means, that 
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the TFIDF-SVM microservice has been trained on two thirds of the documents used to 

train the committee which drastically boosts its performance to far over .66 F1. Such F1 values 

surpass that achieved by the NTFC. As the C3 committee weights the Athlete’s decisions by 

their respective effectiveness measures, the TFIDF-SVM microservice’s decision out-

weighs the NTFC microservice’s. This means that for experiments without an explicitly 

available evaluation set, the Committee microservice’s results are the TFIDF-SVM 

microservice’s results boosted with every training set sample being a true positive. Table 

41 and Figure 121 show these results. As previously stated, the results are independent from 

which NTFC algorithm, distance measure and word embedding was used, as the results are 

overwritten by the TFIDF-SVM microservice’s results that already know > .66 of the 

results.  

Table 41: Committee microservice PubMed article triage results for a committee of the 

TFIDF-SVM microservice and the NTFC microservice 

Category Precision Recall F1 

All microaverage .93 .93 .93 

Melanoma .94 .88 .91 

Leukemia .92 .96 .94 

 

 

Figure 121: Visualization of Committee microservice PubMed article triage results for 

a committee of TFIDF-SVM and NTFC 
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Admittedly this experiment did not provide the desired information about the combined effec-

tiveness of a committee for the article triage MLTC task. It was mainly carried out to evaluate 

the committee setup with the same data as the individual microservices. To address this issue, a 

new TFIDF-SVM microservice model was generated. For this model, one third of the 400 

example documents were hidden from the training set. The resulting n-fold cross-validation of 

the sub-evaluation set yielded the results shown in Table 42 and Figure 122. 

Table 42: TFIDF-SVM PubMed article triage results for n-fold cross-validation train-

ing with two thirds of the available document set as training set.  

Category Precision Recall F1 

All microaverage .68 .68 .68 

Melanoma .79 .25 .38 

Leukemia .66 .96 .78 

 

 

Figure 122: Visualization of TFIDF-SVM PubMed article triage results for n-fold 

cross-validation training with two thirds of the available document set as 

training set. 

The resulting model performs similar to that generated with all training samples (see Table 18 

and Figure 98 in subsection 5.2.2) in the Leukemia category with better recall but lower preci-

sion resulting in .07 less F1. The Melanoma category however performs much worse with only 
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.38 F1 resulting in overall reduced effectiveness. This shows, that model creation can benefit 

from having more training and evaluation samples to learn from. However, using this model 

provides a disjoint evaluation set that can be used to evaluate the entire committee. This new 

model, created from a smaller training set has a much more similar overall performance as the 

NTFC microservice evaluation shown in Table 28 and Figure 108 in subsection 5.3.2. 

Unfortunately, this previous NTFC microservice evaluation was also performed using the 

full dataset. Table 43 and Figure 123 show the NTFC microservice’s evaluation results on 

this new, smaller training set. 

Table 43: NTFC microservice PubMed article triage results for n-fold cross-validation 

training with two thirds of the available document set as training set.  

Category Precision Recall F1 

All microaverage .95 .76 .84 

Melanoma 0 0 0 

Leukemia .95 .93 .94 

 

 

Figure 123: Visualization of NTFC microservice training effectiveness for two thirds of 

the article triage dataset 

As shown in Table 43 and Figure 123, the NTFC microservice when running in its opti-

mal configuration for article triage (see subsection 5.3.2) did not assign a single document to the 
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Melanoma category. As the randomly divided dataset is relatively skewed towards the Leuke-

mia class, this provides better microaverage F1 values as with the entire dataset.  

Knowing that both microservices produce higher effectiveness results for the Leukemia cate-

gory,  one could manually program a committee that only take categorizations to the Leukemia 

class into account essentially increasing the effectiveness values of each classifier to that of the 

Leukemia category. The aim of this subsection is to evaluate the developed Committee mi-

croservice. Having a new evaluation set enabled the setup and subsequent evaluation of 

classifier committee consisting out of the Committee microservice, the TFIDF-SVM 

microservice and the NTFC microservice. The results of this evaluation are shown in 

Table 44 and Figure 124 which show, that the resulting committee is more balanced in its effec-

tiveness for Leukemia and Melanoma categorizations. The overall effectiveness is between that 

of both Athletes used as committee members.  

Table 44: Committee microservice PubMed article triage results for an evaluation set 

consisting of one third of the documents.  

Category Precision Recall F1 

All microaverage .71 .72 .71 

Melanoma .67 .59 .63 

Leukemia .74 .8 .77 
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Figure 124: Visualization of Committee microservice PubMed article triage results for 

an evaluation set consisting of one third of the documents. 

In this case, creating a classifier committee provided a more robust system with an overall mi-

croaverage F1 performance between that of its individual Athletes. In the next subsection, the 

committee is applied to the Reuters21578 news classification benchmark.  

5.4.3 Using a Committee of C3 Microservices for News Article Classi-
fication 

For the Reuters21578 news classification benchmark, the committee outperforms the individ-

ual classifier performance described in sections 5.2.3 and 5.3.3. The software to query the 

committee only required minimal modification to that required for querying individual classifi-

ers. Different from the argument mining experiments described in sections 5.4.1 and 5.4.2 the 

individual classifiers effectiveness for the Reuters21578 benchmark (.77 microaverage F1 for 

the TFIDF-SVM microservice and .41 microaverage F1 for the NTFC microservice) 

is much closer to each other. During training, the weighing of individual Athletes now created a 

system in which the NTFC does not simply create noise for the other. In certain categories, the 

TFIDF-SVM microservice’s results were better than the TFIDF-SVM micro-

service’s results (see section 5.3.3). This results in a committee that produces genuinely bet-

ter results than the individual classifiers as shown in Table 45 and Figure 125.  
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Table 45: Committee Reuters21578 results 

Category Precision Recall F1 

All microaverage .62 .92 .74 

All macroaverage .6 .82 .66 

Acquisitions .7 .94 .8 

Corn .53 .57 .55 

Crude .69 .94 .8 

Earn .78 .96 .86 

Grain .87 .93 .9 

Interest .19 .73 .31 

Money foreign Ex-

change 

.89 .84 .87 

Ship .8 .89 .84 

Trade .2 .97 .33 

Wheat .37 .39 .38 
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Figure 125: Visualization of committee Reuters21578 results 

These results suggest, that more effective results can be obtained by a committee if the indi-

vidual classifiers’ effectiveness is closer to teach other. The next subsection assesses the com-

mittee effectiveness for the problem of German language offensive language.  

5.4.4 Using a Committee of C3 Microservices for German Offensive 
Language Detection 

For this experiment, a committee based on the NTFC microservice and the TFIDF-SVM 

microservice was trained on the German offensive language detection challenge (see sec-

tion 5.3.4). Because of the same memory limitation problems described in section 5.3.4, it is 

also only possible to evaluate the committee with every 10th entry to the evaluation set on my 

available hardware.  

The NTFC microservice’s results, running its default configuration, are identical to those 

reported in Table 33 with .3 microaverage F1. Only using every 10th entry of the evaluation set 

produced .05 better microaverage F1 evaluation results for the TFIDF-SVM microservice 

as shown in Table 46 and Figure 126. 
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Table 46:TFIDF-SVM microservice GermEval 2018 results using its default configura-

tion when only using every 10th evaluation tweet. 

Category Precision Recall F1 

All microaverage .61 .69 .65 

All macroaverage .58 .66 .61 

OTHER .77 .73 .75 

OFFENSE .4 .59 .47 

 

 

Figure 126: Visualization of TFIDF-SVM microservice GermEval 2018 results using its 

default configuration when only using every 10th evaluation tweet. 

While the TFIDF-SVM microservice is more than twice as effective as the NTFC for 

this task, forming a committee slightly improved the overall microaverage F1 by .01. Table 47 

and Figure 127show the exact results of the committee.  

Table 47: Committee GermEval 2018 results using its default configuration when only 

using every 10th evaluation tweet. 

Category Precision Recall F1 
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All microaverage .66 .66 .66 

All macroaverage .60 .62 .61 

OTHER .77 .73 .75 

OFFENSE .45 .5 .47 

 

 

Figure 127: Visualization of committee GermEval 2018 results using its default config-

uration when only using every 10th evaluation tweet. 

This result is similar to those of the argument stance recognition task (section 5.4.1) because 

the NTFC microservice influences the overall result of the TFIDF-SVM micro-

service very little. However, in this case it does not reduce the overall effectiveness but in-

creases it slightly. The next subsection describes the result of the final committee experiment 

covering the intent detection problem. 

5.4.5 Using a Committee of C3 Microservices for Intent Detection 

To measure the intent detection effectiveness of the classifier committee, an only slightly 

modified version of the software described in section 5.2.5 is used. While the TFIDF-SVM 

microservice works much better when the named entities are decoded (see section 5.2.5), 

the NTFC microservice actually works slightly better when the named entities are not 
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decoded (see section 5.3.5). If named entities are not decoded, the effectiveness of the NTFC 

microservice is very close to that of the TFIDF-SVM microservice. 

Table 48 shows the intent detection evaluation results without decoding named entities of a 

committee based on the TFIDF-SVM microservice (evaluation results in Table 22 and 

Figure 102 in subsection 5.2.5) and the NTFC microservice running it’s default configura-

tion of the NTFC algorithm with the WMD distance measure on a Wikipedia based word em-

bedding generated using skip gram (see Table 34 and Figure 114 in subsection 5.3.5).  

Table 48: Committee evaluation effectiveness for intent detection without decoding 

named entities  

Category Precision Recall F1 

All microaverage .6 .84 .7 

All macroaverage .65 .85 .71 

Add to Playlist .86 .91 .88 

Book Restaurant .61 .96 .74 

Get Weather .37 1 .54 

Play Music .51 .96 .67 

Rate Book .81 .92 .86 

Search Creative Work .57 .39 .46 

Search Screening Event .8 .78 .79 
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Figure 128: Visualization of committee effectiveness performance for intent detection 

without decoding named entities 

The resulting microaverage F1 values of the committee (.7) are better than those of the 

TFIDF-SVM (.64) and the NTFC in its default configuration (.62) without decoding named 

entities. When switching to decoded named entities, the effectiveness changes greatly. TFIDF-

SVM has a microaverage F1 of .98  (see Table 24) while the NTFC has microaverage F1 of .61. 

Table 49 and Figure 129 show the committee results for decoding named entities.  

Table 49: Committee evaluation effectiveness for intent detection with decoding named 

entities  

Category Precision Recall F1 

All microaverage .67 .51 .58 

All macroaverage .73 .51 .54 

Add to Playlist .8 .04 .08 

Book Restaurant 1 .87 .93 

Get Weather .24 .24 .24 
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Play Music .49 .53 .51 

Rate Book .86 .62 .73 

Search Creative Work .74 1 .85 

Search Screening Event .94 .3 .46 

 

 

Figure 129: Visualization of committee evaluation effectiveness for intent detection with 

decoding named entities 

While the TFIDF-SVM microservice’s results are very satisfactory having .98 microav-

erage F1, the NTFC microservice has enough overall effectiveness to produce an effective 

noise signal that drags the overall effectiveness below that of both individual classifiers as it 

already was the case with the argument stance recognition task described in section 5.4.1.  

5.4.6 Evaluation Summary of C3 Committee Results 

In summary, creating a classifier committee out of the Committee microservice, the 

TFIDF-SVM microservice, and the NTFC microservice increases to the overall 

effectiveness or robustness achieved by single Athletes if the individual Athlete microservices 

generate comparatively effective results. Examples for this are the news article classification 

task (section 5.4.3) or the intent detection task without decoding named entities described in 
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subsection 5.4.5. If one Athlete microservice’s effectiveness vastly outmatches that of the other, 

like in the argument stance recognition task described in subsection 5.4.1, the committee essen-

tially repeats the more effective classifiers results. In this case, the less effective classifier does 

not add anything beneficial to the process but can produce a noise signal that slightly decreases 

the committee’s overall effectiveness. There is also an intermediate effectiveness relationship in 

which Athlete microservice creates worse results than the other Athlete microservice but not 

vastly inferior results so that they are not completely ignored by the Committee micro-

service. In this case, the inferior Athlete microservice creates a strong enough noise signal so 

that the overall committee results are less effective than simply using the more effective Athlete 

microservice. This was the case for the article triage task (section 5.4.1) and when performing 

intent detection with decoded named entities as described in subsection 5.4.5. This means, that a 

classifier committee implemented by using the Committee microservice in combination 

with the TFIDF-SVM microservice and the NTFC microservice is only beneficial to 

the overall effectiveness, if all Athletes contribute comparably effective results. Albeit the 

committee’s overall effectiveness in the article triage problem was lower than that of the better 

Athlete, the Committee microservice’s individual category effectiveness was much 

better balanced which is an additional benefit of using classifier committees. Better balanced 

individual categories were also observed when benchmarking the committee with the Reu-

ters21578 task.  

An opportunity for future research is to implement a different committee combination algo-

rithm that is not focusing on overall effectiveness of each called Athlete but instead focuses on 

the effectiveness per category of each classifier. In this way, the more reliable results per cate-

gory can be used. 

This concludes research objective 3.6. The next subsection assesses the automatically generat-

ed explanations created by the Artifacts 1 and 2, thus addressing research objective 4.6.  

5.5 Automatically Generated Explanations for TC Results 

To fulfill research objective 4.6, the explanations that were generated during the performed 

classifications have to be assessed. The best measure of an explanation is if people understand 

the reasons for a specific outcome. This allows two evaluation strategies for generated explana-

tions: Firstly, a qualitative evaluation using Zemla et al.’s criteria strongly correlated with high 

quality explanations (see subsection 2.1.2). Secondly, a quantitative evaluation in which a group 

of individuals grade the quality of the provided explanations. The following two subsections 

contain these evaluations.  
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5.5.1 Qualitative Evaluation 

This subsection applies Zemla et al.’s criteria strongly correlated with high quality explana-

tions (see subsection 2.1.2) to the explanation templates used by the different microservices (see 

subsections 3.4.2, 3.4.3, and 3.4.4). The criteria are: 

1. Number of possible alternative explanations. A good explanation does not have many al-

ternatives. 

2. Articulation of the explanation: Readers are capable of understanding the explanation. 

3. Whether there are gaps in the explanation (incompleteness). 

4. Internal coherence. 

5. Perceived truth. 

6. Principle consensus: Most people agree with a general rule that is represented by this ex-

planation. 

Applying Zemla et al.’s criteria to the individual explanation templates provides a qualitative 

evaluation of the generated explanations. 

The following template (see section 3.4.2) is used to explain the categorizations of the Com-

mittee microservice: 

“The document was assigned to category $c because a group of text classification systems 

agreed to do so. The decision of every system was influenced by how well it performed in an 

evaluation using |T| example documents. The agreed likelihood was $p. It has to be at least $t to 

be assigned to the category. The following systems were involved in generating this decision:” 

As this is exactly how the classifier committee functions, there is no alternative explanation 

for the outcome. This means that the first criterion for high quality explanations is fulfilled. The 

explanation is not using any technical vocabulary, therefore articulating itself in such a way that 

a lay-person can also understand it. This fulfills the second criterion. This explanation contains 

no gaps: A group of system has decided the outcome influenced by how well the individual 

systems have performed on a previous evaluation. Also, the likelihood to belong to the category 

in combination with the threshold is shown. After the basic explanation a list of classification 

systems is provided. This actually fulfills the third and fourth of the criteria for high explanation 

quality: There are no gaps in the explanation and it is internally coherent. Perceived truth (the 

fifth criterion) is hard to determine. But as this is no falsehood but the explanation of how the 

Committee microservice works, this explanation also fulfills this criterion. The last 

criterion is whether or not most people agree with a general rule portrayed. The general rule that 

is portrayed is, that the decision was made in a committee fashion by a group of systems. This is 

quite understandable. Therefore, this explanation also fulfills the last criterion. Based on Zemla 

et al.’s work, the committee explanation is very likely to be of high quality and well under-

standable.  
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The TFIDF-SVM microservice is explained using one of the following two templates 

depending on whether or not the necessary terms of the controlled vocabulary were found in the 

document (see section 3.4.3): 

“The document is considered to belong to category $c, because it contained occurrences of 

the terms $terms[]. In |T| previously analyzed documents, the occurrence of these terms in their 

relative amounts indicated a $p probability for a document to belong to category $c. The likeli-

hood has to be at least $t to be assigned to this category.” 

 “The document is considered to belong to category $c, because it contained no indicators to 

belong to another category. In |T| previously analyzed documents, the lack of these indicators 

represented a $p probability for a document to belong to category $c. The likelihood has to be 

at least $t to be assigned to this category.”  

As with the committee explanation, there are no alternative explanations for the results, thus 

fulfilling the first criterion. This explanation also uses no domain specific vocabulary providing 

a good articulation. The explanation essentially lists the features that provided a distance to the 

hyperplane which is expressed as probability to belong to a specific category. This means it is 

internally coherent and has no gaps. Even though the specifics of feature selection and SVM 

training are more complicated, this is abstracted by referring to the training set. This means that 

the first four criteria for high quality explanations are fulfilled. The perceived truth is again dif-

ficult to measure. As this explanation is a simplification but not a falsehood one can consider it 

as true. Lastly the explanation refers to the general rule, that the mentioned terms indicated the 

category in a large initial corpus. This means, that this explanation also fulfills all of Zemla et 

al.’s criteria for high quality explanations.  

The NTFC microservice generates explanations using the following pattern when run-

ning the NTFC algorithm: 

“The document is considered to belong to category $c, because the words making up the doc-

ument are similar enough in meaning to the words describing category $c. This created a likeli-

hood of $p to belong to this category. The likelihood has to be at least $t to be assigned to this 

category. Similarity is measured by using information learned from $we, available at 

/wordembeddings/$wi.” 

There are no alternative explanations for this result. Therefore, it fulfills the requirements of 

Zemla et al.’s first criterion. The explanation is articulated in a relatively simple language re-

fraining from the usage of technical vocabulary. For instance, instead of the term semantic, the 

term meaning is used. The explanation is without gaps and internally coherent. While in fact the 

NTFC algorithm uses a distance measure, this is simplified and expressed as likelihood to be-

long to a given category. This is no falsehood per se. Most people would agree with the fact that 

if a likelihood is above a specific threshold, the assignment should take place. Therefore, this 

explanation fulfills all of Zemla et al.’s criteria for high quality explanations. 

For the DPCC, the following pattern is used to generate explanations: 
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“The document is considered to belong to category $c, because the words making up the doc-

ument were grouped in $cl groups. At least one of these word groups was similar enough in 

meaning to the words describing category $c. This created a likelihood of $p to belong to this 

category. The likelihood has to be at least $t to be assigned to this category. Similarity is meas-

ured by using information learned from $we, available at /wordembeddings/$wi.” 

This explanation is very similar to that of the NTFC algorithm. It only adds the existence of 

clusters that can be close in meaning to categories. In order to not use a too difficult technical 

vocabulary, the term cluster was substituted with group. Following Zemla et al.’s criteria, this 

explanation should also be of high quality. Besides these formal criteria, the best measure of 

quality for explanations is to ask people if they understand the explanation. The following sub-

section describes the results of a survey taken about the quality of the explanations generated by 

C3 microservices.  

5.5.2 Quantitative Evaluation  

The best way to gauge if people understand an explanation and deem it to be a good explana-

tion is to ask people. To do so, the survey shown in Appendix 7.5 was conducted. There were 

26 replies. All survey participants were native German speakers. Some potential participants 

refused to participate because the level of English in the survey was to challenging for them. 

About 75 % of the actual participants have an university degree. About 80 % of the participants 

work in the field of information technology or computer science. However, some of these per-

sons work in supporting functions like sales, accounting, and marketing.  

The survey uses example explanations generated during the intent detection evaluations of 

subsections 5.2.5, 5.3.5, and 5.4.5. The task of all systems is to decide if the sentence “I’d like 

to have this track onto my Classical Relaxations playlist.” belongs to one of the following 

commands and should trigger the corresponding command:  

1. Add to Playlist 

2. Book Restaurant 

3. Get Weather 

4. Play Music 

5. Rate Book 

6. Search Creative Work 

7. Search Screening Event 

For each of the explanations, participants were asked to decide if they understand the explana-

tion, if they think whether or not the explanation is true and if it is a good explanation. The 

question if the explanation is true was included to measure if human beings believe the explana-

tion or think that it is not the reason for the specific decision of the classifier.  

Overall, 5 classifiers were evaluated. These classifiers are usage scenarios of the developed 

microservices and were defined by the used microservice, the used configuration and if the 
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named entities were decoded or not. The first of these classifiers is the TFIDF-SVM micro-

service using its default configuration for the intent detection task without decoding named 

entities. It correctly decided that the category is add to playlist and provided the following ex-

planation: “This document is considered to belong to category "Add to Playlist", because it 

occurrences of the terms classical, have, d. In 2100 previously analyzed documents, the occur-

rence of these terms in their relative amounts indicated a 99.97% probability for a document to 

belong to category “Add to Playlist”.  The likelihood has to be at least 10% to be assigned to 

this category. ” 

Of 26 participants, 19 understood this explanation. Only 11 believed it was true while only 4 

considered it a good explanation. Of those who understood the explanation, only 8 considered it 

true. This means, that 3 participants did not understand the explanation but considered it to be 

truthful none the less. There were written comments to this explanation specifically. The fact 

that the term d was used in the explanation confused almost all participants. As the TFIDF-

SVM filters all non-Latin letter characters and turns all remaining characters lower-case before 

analyzing, the term I’d became the two terms i and d. The single term d was part of the automat-

ically generated controlled vocabulary.  

The second classifier was referred to as TFIDF-SVM-NE. This is the TFIDF-SVM micro-

service using its default configuration but working with decoded named entities as explained 

in subsection 5.2.5. It also correctly identified the category add to playlist providing the follow-

ing explanation: “This document is considered to belong to category "Add to Playlist", because 

it occurrences of the terms playlist, add, item, music. In 2100 previously analyzed documents, 

the occurrence of these terms in their relative amounts indicated a 99.99% probability for a 

document to belong to category “Add to Playlist”.  The likelihood has to be at least 10% to be 

assigned to this category. ”  

Of 26 participants, 23 understood this explanation. 20 percent considered it to be true while 18 

considered it to be good explanation. These were the best results of all five assessed explana-

tions with an understanding rate of >.88 . Only one participant observantly commented, that the 

terms item and music did not occur in the original sentence. Therefore, this participant consid-

ered the explanation to be untruthful and bad. The high degree of understanding shows that de-

coded named entities provide more abstract reasons that human beings can understand better.  

The third classifier was the NTFC microservice using the NTFC algorithm in its default 

configuration. It correctly identified the category add to playlist and provided the following 

explanation: "The document is considered to belong to category "Add to Playlist", because the 

words making up the document are similar enough in meaning to the words describing category 

"Add to Playlist". This created a likelihood of 71.88 % to belong to this category. Similarity is 

measured by using information learned from skip-gram-wiki1stbill.txt available at 

/wordembeddings/1" 

Of 26 participants, 19 understood this explanation. 16 considered it true, while only 9 consid-

ered it a good explanation. This means, that the amount of participants that understood the 
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NTFC microservice’s explanation for the NTFC algorithm is equal to the amount of par-

ticipants that understood the TFIDF-SVM microservice’s explanation without decoding 

named entities. However, 5 more people believed the NTFC microservice’s explanation 

for the NTFC algorithm to be true and good. This explanation is also on a more abstract level 

and did not include the confusing term d. 

The fourth classifier was the NTFC microservice running the DPCC algorithm which de-

cided that the document should be assigned to all seven categories. The highest probability was 

identified for the wrong category get weather. The explanation is: “The document is considered 

to belong to category "Get Weather", because the words making up the document were grouped 

in 2 groups. At least one of these word groups was similar enough in meaning to the words de-

scribing category “Get Weather”. This created a likelihood of 100% to belong to this category. 

Similarity is measured by using information learned from skip-gram-wiki1stbill.txt available at 

/wordembeddings/1” 

Of 26 participants, 17 understood this explanation with 9 thinking it to be true and 4 consider-

ing it to be good. Of all explanations, this explanation was considered to be true by the least 

amount of participants.  

The final classifier was the entire C3 committee setup consisting of the Committee mi-

croservice, the TFIDF-SVM microservice and the NTFC microservice which 

correctly identified the category add to playlist and provided the following explanation: “The 

document was assigned to category “Add to Playlist”, because a group of text classification 

systems agreed to do so. The decision of every system was influenced by how well it performed 

in an evaluation using 2100 example documents. The agreed likelihood was 99.98 %. It has to 

be at least 10% to be assigned to the category. The following systems were involved in generat-

ing this decision: http://localhost:8082 http://localhost:8080” 

This explanation was understood by 21 of 26 participants. 20 considered it true and 11 be-

lieved it was a good explanation. Table 50 and Figure 130 show all results of the performed 

survey.  

Table 50: Explanation quality survey results. 

Classifier Understood True Good Understood 

and true 

Understood 

and good 

TFIDF-SVM 19 11 4 8 4 

TFIDF-

SVM-NE 

23 20 18 19 18 

NTFC 19 16 9 14 8 

DPCC 17 9 4 6 4 

Committee 21 20 11 18 11 
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Figure 130: Visualization of explanation quality survey results. 

The survey has shown, that the generated explanations were understood by at least .65 (17/26) 

of the survey participants. The explanation that was considered best by survey participants was 

also understood by over .88 of the participants. If participants do not understand the automati-

cally generated explanation, it was possible to elaborate on the underlying principles and to 

explain the results verbally to them.  

5.5.3 Evaluation Summary of Automatically Generated Explanations 
for TC Results 

In summary, the generated explanations all fulfill Zemla et al.’s criteria strongly correlated 

with high quality explanations (see subsection 5.5.1 and section 2.1). That means that from a 

qualitative point of view, the generated explanations are of a high quality. The quantitative 

evaluation shows that albeit at least .65 (17/26) of the survey participants claimed to have un-

derstood the explanation, usually much fewer considered the generated explanations true and 

good. The Committee microservice and TFIDF-SVM microservice were the best 

understood by all participants. The term d resulting from removing non-Latin letters from I’d 

caused much confusion among survey participants.  

Explaining a different document might result in different explanation ratings in a future sur-

vey. The utilized algorithms were selected to cater for explainability. Therefore, the aspect of 

explainability informed the decision on which classifier algorithm to use. Creating automated 

explanations for other MLTC approaches are an important and still largely unexplored field for 

future research. Approaches like LIME and SHAP (see subsection ) generate lists of terms re-
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sponsible for results. These features could be used in the TFIDF-SVM microservice’s 

explanation template to generate English explanations for other MLTC algorithms. They how-

ever require a large amount of computational resources which are not needed by the TFIDF-

SVM microservice. This concludes research objective 4.6. The next and final section eval-

uates the taxonomy extension suggestion component describing research objective 5.6.  

5.6 Taxonomy Extension Suggestions Evaluation 

In order to fulfill research goal 5, the TEEK microservice is designed to aid text catego-

rization by extending existing taxonomies when knowledge emerges. The TEEK micro-

service can do so, when the knowledge is captured in natural language texts about the topic. 

As described in sections 3.5 and 4.6, this extension relies on the information that is encoded in 

word embeddings about specific topics. This section describes the evaluation of the TEEK mi-

croservice in the medical domain because the medical domain is relevant for the Recom-

Ratio project. The TEEK microservice aids the RecomRatio project in the extension of 

relevant categories for browsing based information retrieval before the actual argument mining.  

The results of this evaluation have been presented at and published in the proceedings of the 

Collaborative European Research Conference 2019 [EEKH19]. In order to evaluate the effec-

tiveness, the TEEK microservice was tasked with extending seven categories of the medi-

cal MeSH taxonomy (see subsection 2.2.1) [@M17]. The specific categories are Neoplasms 

(cancer), Melanoma (three entries, skin cancer), Leukemia (blood cancer), Herpesviridae (her-

pes viruses), and Simplexvirus (a type of herpes virus). Figure 131 shows the location of the 

individual categories within the MeSH taxonomy. 

 

Figure 131: Extended categories within the MeSH taxonomy 

The categories used for this experiment have different depths from the taxonomy root. Mela-

noma and Leukemia are descendants of the Neoplasms category. Simplexvirus is a descendant of 
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the Herpesviridae category. These categories were chosen because each of them already has a 

number of existing sub-categories within the MeSH taxonomy. These existing sub-categories 

are useful to evaluate how appropriate the generated taxonomy extension suggestions are. As 

Nawroth et al. have shown, it can take decades between the description of a medical term in a 

natural language scientific publication and a machine readable data representation such as 

MeSH [NEEH18]. Therefore, appropriate medical terms that warrant sub-categories in MeSH 

are likely already described in source material but not added to MeSH. As the extension of cate-

gories is the goal of the TEEK microservice, finding category extension suggestions that 

are not already part of MeSH but should be part of MeSH are true positive results. Determining 

if these results are actually correct is difficult without medical training. I did so with the use of 

medical lexica, PubMed and Wikipedia. Detailed results along with sources why individual 

results are to be considered true positive are listed in Appendix 7.6. For this problem, the set of 

potentially true positive results per category is not known. Therefore, false negatives are impos-

sible to compute. This means, that only the precision of every individual experiment can be 

recorded (see subsection 2.4.5).  

To perform category extension suggestions, medical source text material is needed. The neces-

sary texts were obtained by downloading all abstracts PubMed returned after querying the fol-

lowing terms individually: Neoplasms, Melanoma, Leukemia, Herpesvirus, and Simplexvirus. 

For each of these text files, word embeddings were generated using CBOW and skip-gram (see 

subsection 2.3.8). As explained in subsection 3.5.4, there are two methods to extend the catego-

ries: The Arithmetic Vector Stream Predictor (AVSP) and the Regression Vector Stream Pre-

dictor (RVSP). This means, that there are four different word embeddings that can be used to 

generate suggestions for any category. Neoplasms is a hypernym of Melanoma and Leukemia. 

Similarly, Herpesviridae is a hypernym of Simplexvirus. This means that low-level categories 

such as Melanoma and Leukemia can be extended using word embeddings that are either based 

on more specific medical texts (those returned by PubMed when querying the specific medical 

term) or more general medical texts (those returned by PubMed when querying Neoplasms and 

Herpesviridae). The fact that there are three instances of Melanoma with different depths from 

the root within MeSH allow for multiple observations answering the following questions about 

suggestion precision: 

1. Which impact has the TEEK algorithm (AVSP or RVSP) on suggestion precision? 

2. Which impact has the word embedding algorithm (CBOW or skip-gram) on sugges-

tion precision? 

3. Does more general source material outperform more specific source material or vice-

versa in terms suggestion precision? 

4. What effect has the depth from the taxonomy root on the precision of the generated 

suggestions? 

Table 51 and Figure 132 contain the results of all experiments. TEEK was parameterized to 

find 10 suggestions per category. It always found the category itself as closest sub-category. 

Therefore, 9 suggestions are actually generated.  
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Table 51: TEEK precision for different categories, TEEK-Algorithms, word embedding 

algorithms and medical source texts  

Find sub-

categories for 

Depth Using PubMed 

abstracts about 

AVSP RVSP 

CBOW skip-gram CBOW skip-gram 

Neoplasms 1 Neoplasms .44 .44 .56 .33 

Melanoma(1) 6 Melanoma .11 .11 0 0 

Melanoma(2) 6 Melanoma .11 .11 0 0 

Melanoma(3) 4 Melanoma .33 .22 .67 .67 

Melanoma(1) 6 Neoplasms .44 .56 .33 .33 

Melanoma(2) 6 Neoplasms .44 .56 .33 .33 

Melanoma(3) 4 Neoplasms .67 .56 .67 .56 

Leukemia 3 Leukemia .67 .33 .56 .11 

Leukemia 3 Neoplasms .56 .89 .78 .89 

Herpesviridae 3 Herpesviridae .22 .56 .44 .56 

Simplexvirus 5 Simplexvirus .22 .11 0 0 

Simplexvirus 5 Herpesviridae .22 0 .22 .11 
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Figure 132: Visuaization of TEEK precision for different categories, TEEK-Algorithms, 

word embedding algorithms and medical source texts 

The experiments show, that the AVSP and RVSP perform similarly with an average precision 

of .37 (AVSP) and .35 (RVSP). While the RVSP found no single TP in 6 out of 24 experiments, 

the AVSP found no single TP in only 1 out of 24 experiments. Much more often than the 

AVSP, the RVSP returns category suggestions that are on the path between the root and the 

category that is extended. This has likely to do with the its method of extension as the line clos-

est to all previous categories in word embedding space is computed (see subsection 3.5.4).  

When comparing word embedding algorithms, CBOW and skip-gram perform similarly with 

.38 average precision for CBOW and .35 average precision for skip-gram. The single best result 

is generated by skip-gram based word embeddings.  

Using more general or more specific source texts to compute word embeddings has the highest 

impact on suggestion performance. The average precision when working with low-level ab-

stracts (Melanoma, Leukemia, Simplexvirus) is .22 while that for high-level abstracts (Neo-

plasms, Herpesviridae) is .47. This suggests a direct relationship between more general and 

lengthy texts for word embedding generation with better TEEK microservice effective-

ness. It follows, that the hypothetical best results could be obtained by word embeddings gener-

ated from the entirety of PubMed. Unfortunately, this is not possible on my available hardware.  
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Table 52: TEEK average precision for different category depths  

Depth 1 3 4 5 6 

Precision .44 .6 .54 .11 .24 

 

 

Figure 133: Visualization of TEEK average precision for different category depths in-

terpolating depth 2 

Table 52 lists the average precision based on the depth within the MeSH taxonomy. This data 

is visualized in Figure 133 which interpolates the value for a depth of two. When comparing the 

depth of the extended category within the taxonomy, the average best results with .6 precision 

were generated for a depth of 3. This can be explained with multiple intuitions. If there are few-

er steps between the taxonomy root and the category that is extended, there is less information 

from which to learn the direction of the next suggestion step. If there are more steps, the exten-

sion direction can overfit. Additionally, if the topic is more specific, it is less likely to find an 

appropriate sub-category suggestion as there are fewer more specific topics.  

5.6.1 Evaluation Summary for Taxonomy Extension Suggestions 

In summary, the TEEK microservice is suitable to help domain experts with maintaining a 

knowledge organization system when new knowledge emerges by suggesting extensions for the 

system. In .85 (41/48) of the experiments, the result set contained reasonable suggestions. This 

means that the created artifact fulfills research goal 5. 
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On average, the AVSP and RVSP algorithm have similar precision. Especially when using 

low level word embeddings (generated from texts about Melanoma, Leukemia, and Sim-

plexvirus), the RVSP tends to be more brittle with creating most of the 0 true positive results. 

Something similar has been observed when comparing the word embedding generation algo-

rithms CBOW and skip-gram. On average CBOW yielded slightly better results. On the other 

hand, skip-gram based word embeddings produced the single best results. Also, a depth of 3 

steps from the taxonomy root seems to be optimal for the suggestion of sub categories.  

An interesting finding is that the more general and lengthy the word embedding source texts 

are, the better the precision of both approaches is. This opens an opportunity for multiple future 

research endeavors. Firstly, given sufficient hardware, word embeddings from the entirety of 

PubMed abstracts could be created. Theoretically, these should provide the best results for the 

TEEK microservice. Having such medical word embeddings could also benefit the NTFC 

microservice when being applied to a medicine related MLTC tasks such as article triage. 

The TEEK microservice could also be evaluated for different taxonomies in other 

knowledge domains. This concludes research objective 5.6. The next sections provides an over-

all summary of all evaluation activities.  

5.7 Evaluation Summary 

Chapter 5 evaluated all created microservices with regard to the formulated research goals. 

Therefore, this subsections summarizes these findings on a per research goal and evaluation 

research objective basis. 

Research goal 1 is to create a rapidly deployable artifact that provides TC for any application 

by providing an external interface.  

Summary of results for research objective 1.6: Rapid deployability of an artifact that per-

forms MLTC via an external interface has been demonstrated with the evaluation of the 

TFIDF-SVM microservice in section 5.2. Setting up all prerequisites, installing the 

TFIDF-SVM microservice and programming a piece of software to communication with 

it takes less than 75 minutes on a completely unprepared computer. This would be less than 45 

minutes without additional complications that occurred because of using the Microsoft Azure 

container registry.  

In terms of effectiveness, the TFIDF-SVM microservice running its default configura-

tion achieves close to state of the art results in five different MLTC tasks, two of which are di-

rectly related to the RecomRatio project. The difference to these state of the art MLTC applica-

tions is, that the TFIDF-SVM microservice is well generalizable and can quickly be ap-

plied to different problems. This has been validated by using it in two different natural lan-

guages.  

The employed Trainer/Athlete pattern allows for great scalability with increased load. One can 

also implement committees of completely different classifiers that are implementing the C3 API 
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and the implemented microservices. As described in subsection 5.4.6, classifiers used in a 

committee should have a comparable effectiveness so that one does not act as noise for the oth-

er. Given the ability to form committees and fine tune the hyper-parameters, a MLTC applica-

tion based on C3 microservices has the potential for even higher effectiveness. This can be 

achieved by fine tuning the employed hyper-parameters and introducing additional steps such as 

decoding named entities as described in subsection 5.2.5.  

If some categories are strongly underrepresented in the initial corpus, the TFIDF-SVM mi-

croservice can learn to not assign any documents to these categories so that its overall ef-

fectiveness is comparably high (see subsection 5.2.3). Future research can look into overcoming 

this drawback. For example by creating a different committee combination method that takes 

individual classifiers’ performance for different categories into account or by creating synthetic 

samples for minority classes to artificially increase the size and balance of the available dataset. 

Of course, C3’s microservice oriented architecture is not limited to the TFIDF-SVM mi-

croservice as supervised MLTC application. Any other MLTC algorithm can be imple-

mented using the common sidecar for microservices in future works.  

Research goal 2 is to create a TC performing artifact that works with as little manually creat-

ed resources as possible.  

Summary of results for research objective 2.6: Given the fact that the MLTC experiments 

have been performed using the default configuration of the classifiers, only the target function 

or alternatively word embeddings were used. Having no target function is technically no MLTC. 

Therefore, using only the target function is the absolute minimum of manually provided re-

sources. 

The fact that word embedding based unsupervised MLTC could create reasonable effective 

results for non-abstract categories when no target function is available is amazing as word em-

beddings are technically not manually created but generated in an unsupervised fashion. The 

evaluation has shown, that research goal 2 has been fulfilled. 

Research goal 3 is to create an artifact that can perform MLTC when there is a predefined set 

of possibly interrelated categories but no example categorizations.  

Summary of results for research objective 3.6: The performed experiments have shown, 

that unsupervised MLTC is possible with a reasonable effectiveness when the categories are not 

abstract. The NTFC microservice struggled with abstract categories like pro, contra, offensive, 

and other. When determining intent without decoding named entities, performing article triage 

and performing news article classification a reasonable effectiveness that in some cases outper-

formed that of a supervised approach was achieved. For such applications, the NTFC micro-

service is useful in two ways: The first way is to support the collection of a target function by 

providing users with unsupervised categorizations which they can then confirm or correct. The 

second way is to participate in a classifier committee.  
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Another important part of research objective 3.6 is to determine the most effective unsuper-

vised MLTC algorithm, distance measure and word embedding. No matter the distance meas-

ure, the NTFC algorithm outperforms Dai et al.’s algorithm regarding effectiveness. Even 

though the single best result was achieved using the BAM distance measure, the WMD distance 

measure created better average results. In terms of which word embedding resulted in the best 

results, those based on Wikipedia while being computed using the skip-gram algorithm per-

formed best. This supports the decision to make this combination the default configuration for 

the NTFC artifact.  

The effort to integrate the NTFC microservice into any application is the same as inte-

grating the TFIDF-SVM microservice into any application as an identical interface is 

called. Experiments on the TEEK microservice have shown, that word embeddings that were 

generated from larger, more encompassing sources provide better effectiveness for the TEEK 

algorithm. The fact that Wikipedia based word embeddings oftentimes outperformed Google 

news based word embeddings during experiments on the NTFC microservice support this 

observation. An opportunity for future research is the application of word embeddings based on 

larger sources as well as alternative language models such as BERT into the NTFC algorithm or 

another new unsupervised text categorization algorithm. The second research opportunity is 

especially challenging because BERT represents the same term with different vectors depending 

on their position within the text. To the best of my knowledge no offsets encoding semantics for 

BERT representations have been observed.  

Research goal 4 is to create explainability for all implemented classifiers.  

Summary of results for research objective 4.6: All algorithms have been selected to enable 

the generation of explanations for all MLTC results within C3. Additionally the common API 

contains object properties that allow for the transmission of explanations with every generated 

categorization. An open question is how good these explanations are. Qualitative evaluation 

using Zemla et al.’s criteria strongly correlated with high quality explanations shows, that all 

explanations have a high quality (see subsection 5.5.1 and section 2.1). A quantitative survey 

resulted in most participants understanding the explanation. An interesting finding was, that 

more abstract features like decoded named entities resulted in a better understanding by survey 

participants.  

Research goal 5 is to create an artifact that can adapt an existing knowledge organization sys-

tem when knowledge emerges by proposing novel categories.  

Summary of results for research objective 5.6: The created TEEK microservice has gener-

ated useful suggestions for the extension of knowledge organization systems when new 

knowledge emerges in .85 of the experiments. Therefore, it fulfills the research goal. When 

comparing the different implemented algorithms, the AVSP and RVSP on average perform 

comparably well with an average precision of .37 and .35 respectively. The AVSP is much more 

consistent so that the RVSP has a higher deviation from this average. This means that it was 
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capable of producing highly precise result sets with .89 precision but also generated 6 result sets 

without a single true positive. Such 0 true positive results only happened once for the RVSP.  

When comparing word embedding sources and generation algorithms, CBOW and skip-gram 

performed similarly with CBOW slightly outperforming skip-gram on average. The single best 

result was created using a skip-gram word embedding. In terms of source texts, word embed-

dings that have been trained on larger, more general corpora clearly outperform those trained on 

smaller, more narrow corpora. This continues the trend observed in research objective 3.6 where 

Wikipedia based word embeddings outperformed Google news based word embeddings. This 

leads to the conclusion, that the more general texts are available, the better the performance of 

the word embedding for different applications such as unsupervised MLTC or the extension of 

knowledge organization systems.  

This concludes chapter 5 of this thesis. The next chapter will summarize observations regard-

ing each research goal made in every phase of the combined DISR and RFISR research meth-

odology. This will allow to draw final conclusions and provide an outlook on future works. 
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6 Conclusions 

This chapter summarizes the observations made in all previous chapters of this thesis. It then 

proceeds to draw final conclusions from these observations and provides an outlook on future 

research. This way, it fulfills the final research objective of each research goal (see section 1.4). 

It also gives answers to the research questions described in section 1.2 and provides solutions 

and approaches to solve the problems making up the problem areas surrounding the introduction 

of machine learning based text classification in the context of emerging knowledge described in 

section 1.1.  

This chapter is structured along the research goals. Section 6.1 draws conclusions about rapid-

ly deployable artifacts providing MLTC for any application by an external interface. These ap-

plications include multiple problems in the domain of argument mining like stance recognition 

and article triage which are useful for the RecomRatio project. Section 6.2 provides final con-

clusions about MTLC requiring as little manually created resources as possible. Section 6.3 

provides conclusions about MLTC without the most important manually provided resource of 

all: The target function. Section 6.4 focuses on the explainability of MLTC while section 6.5 

draws conclusions about the extension of knowledge organization systems when knowledge 

emerges. Section 6.6 summarizes all conclusions drawn throughout the thesis and provides an 

outlook on future research.  

6.1 On Rapidly Deployable Artifacts Providing Machine Learning 
based Text Categorization for any Application via an External 
Interface.  

The application of machine learning to the problem of text categorization has been a research 

interest for decades (see section 2.3). Existing methods are either available as researcher work 

benches, programming language libraries or part of a massive scale out architectures (see sec-

tion 2.5). All these available implementations have in common, that they require a potentially 

large upfront time-investment to learn how to use these tools. Afterwards, they cannot easily be 

added into existing applications, because the programming languages and versions can differ 

and the tools usually come with a substantial overhead. The functionality of persistently storing 

data has commonly been implemented using external databases for decades. Full text search is 

another complex functionality that has been successfully provided through an external interface. 

Popular examples for this are Apache Solr and Elastic Search (see subsection 2.5.4). The com-

paratively novel trend of Cloud Computing (see section 2.8) has brought the microservice ori-

ented architecture style to popularity (see subsection 2.8.2). Microservice oriented architectures 

focus on flexibility, interchangeability and rapid deployment of changes. There are existing 

public cloud based text categorization services (2.8.4). Many of these services are severely lim-

ited as categories can oftentimes not be adapted to a specific application’s need. If the services 
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are flexible enough, one has to transfer all training data to these cloud services. This has multi-

ple disadvantages, as the data can be too sensible to transfer and the transfer can take a long 

period of time. 

The field of Big Data has introduced multiple platforms for large scale data storage and pro-

cessing (see subsection 2.7.1). Besides the advantages of scaling out parallel problems, a fun-

damental take-away of the popular Hadoop and Spark scale out frameworks are, that it is easier 

to bring the application to where the data resides than vice-versa. This fundamental idea is well 

combinable with the application of microservices providing MLTC, as the microservice can 

easily be transferred to wherever the data resides. Therefore, C3 is designed as suite of rapidly 

deployable microservices (see section 3.1). The selected base-technologies for implementing 

this service (see section 4.1) facilitate flexible deployment on many different platforms and 

operating systems. The developed Trainer/Athlete architecture pattern (see chapter 3.1.3) paired 

with these technologies enable scale out using any available computational resources. One can 

even mix resources running multiple operation systems and span the overall MLTC system 

across Linux, Unix and Windows systems. A C3 model can be computed and tested on a simple 

laptop before it is scaled out to a server cluster in a datacenter or cloud services. 

The experiments performed in section 5.2 have shown C3 to provide suitable MLTC results 

for five different tasks spanning two different natural languages. Using the C3 API library (see 

subsection 3.1.8) to develop an application as described in subsection 5.2.1 requires less than 

two hours, as the problem is essentially reduced to extracting the necessary information from 

available data formats and transform it into C3’s JSON format. Using the Java library, the nec-

essary JSON objects are generated by calling the libraries methods essentially only requiring the 

natural language text as character string. The integrated Web GUI enables the application of 

MLTC to personnel without programming experience. The necessary JavaScript library per-

forming the calls to the microservice’s REST/JSON API is also delivered to the user’s browser, 

making the integration of C3 microservices into web applications a simple task, because the 

necessary JavaScript library is available for every user of the C3 microservice. Additionally, 

C3’s CLI interface allows for developing a command line scripting based solution of MLTC 

problems without the compilation of any source code. This means, programmers are supported 

in the creation of custom MLTC applications using C3 microservices by providing utilities for 

programming CLI scripts (e.g. in BASH, PowerShell, Perl, or any programming language than 

enables calling the CLI like Python, C, C++, C#, and many more), Java applications (using the 

developed library), or JavaScript based web applications. Of course, the generated REST/JSON 

API can be called by a program written in any programming language supporting REST/JSON 

interfaces.  

In conclusion, to the best of my knowledge after desk research, there are no existing rapidly 

deployable MLTC tools that can be flexibly used for any application. C3 fills this niche and 

comes with and inherent flexibility and scalability that makes it introduction into different envi-

ronments as simple as possible, as no Big Data or analytics platforms have to be introduced 

before C3 can be applied.  
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Research question 1 reads: How can the adoption of MLTC be bootstrapped in arbitrary ap-

plications? The answer to this question provided by this thesis is: The adoption of MTLC can be 

bootstrapped in arbitrary application by encapsulating the MLTC technology in a highly flexi-

ble, rapidly deployable artifact that provides MLTC through an external, easily usable API 

using standardized technologies. C3 is a suite of such artifacts that are based on the novel 

Trainer/Athlete pattern for microservice oriented machine learning based text categorization. 

The C3 artifacts are implemented in Java and packaged in Docker containers making them 

deployable on almost all contemporary computing systems. 

This answer addresses the first problem field of high technical integration effort when intro-

ducing MLTC. Following the adopted research methodology, the implemented artifact is a pos-

sible solution for the problem field in question. Rapidly introducing the necessary technology is 

only useful if it is coupled with requiring as little manually provided resources as possible. Oth-

erwise the generation of these manual resources will take a massive amount of time. 

In order to create this answer for research question 1, this thesis made multiple contributions 

along the individual research objectives of research goal .  

Contributions for Research Objective 1.1: Observation and Problem Analysis: The problem 

field was described in section 1.1. It is based on the plethora of different approaches to imple-

ment MLTC and their individual drawbacks described in sections 2.3, 2.4, 2.5, and 2.6. Rele-

vance for this research was externally proven in the Diffusion metaphase of the adopted re-

search methodology as multiple intermediate results addressing this problem have been accept-

ed for publication in peer reviewed conferences and books (see subsection 2.9.2). This descrip-

tion and external validation of the problem field is one contribution of this thesis. 

Contributions for Research Objective 1.2: Desk Research Observations: Multiple contribu-

tions in the field of desk research for research goal 1 have been made. To address research goal 

1, desk research into relevant information science models has been performed (see subsection 

2.1.1). The SECI model is subsequently used for later research objectives. The same is true for 

the desk research results in the field of knowledge organization listed in section 2.2. To create 

an artifact that can perform machine learning based text categorization, further desk research 

into multiple fields took place. Research into the theory of text categorization is central for all 

research goals. Relevant definitions for types, phases and techniques in text categorization are 

listed in section 2.3. Noteworthy techniques are the Term Frequency Inverse Document Fre-

quency (TFIDF), the Bag of Words (BOW) model, and the concept term space. Other feature 

extraction techniques such as word embeddings and basic definitions in the field of Composi-

tional Distributional Semantics (CDS) aiding research goal 1 have been described. These tech-

niques also aid in fulfilling research goal 3. Additionally relevant techniques in the field of ma-

chine learning have been assessed. Besides the actual machine learning algorithms themselves, 

section 2.4 provides readers with descriptions of the underlying theory and how to measure 

effectiveness.  

As already stated in the problem statement, existing MLTC implementations (see sections 2.5 

and 2.6) are either research workbenches or libraries and frameworks that programmers can 
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base their applications on. An exception to this is Apache UIMA which provides MLTC func-

tionality via a network interface but requires a lot of understanding before setup which is coun-

terproductive for bootstrapping. Another sophisticated application that can be provided via an 

external interface are full text search engines, for instance Apache Solr and ElasticSearch (see 

subsection 2.5.4). These applications subsequently served as inspiration for the implementation 

of the C3 microservices.  

The information technology trends of Cloud Computing and Big Data have been described 

and analyzed with regard to fulfilling research objective one. The microservice oriented archi-

tecture, which is highly relevant for Cloud Computing, focuses on providing functionality via 

external interfaces and is an optimal architecture style for the development of the C3 artifacts. 

Subsection 2.8.2 describes this architecture style along with relevant design patterns such as the 

Hexagonal Architecture, Sidecar, Anticorruption Layer, or Command Query Responsibility 

Segregation (CQRS). Additionally, the Domain Driven Design (DDD) method with techniques 

such as the Ubiquitous Language were described and introduced. The desk research into the 

field of Big Data provided valuable insights into scale out approaches and the Big Data Man-

agement Canvas (BDMC) method for planning Big Data endeavors.  

Besides these cloud computing and Big Data design techniques, existing cloud based classifi-

ers have been assessed (see subsection 2.8.4). All of these cloud based classifiers have their 

limitations in text length and supported natural language. The least limited cloud based classifi-

er is the Google Prediction API that requires the entire application to reside in the Google Cloud 

what could be problematic for certain types of processed data.  

Contributions for Research Objective 1.3: Problem Model: Using the User Centered Sys-

tem Design (UCSD) method as extension for the DDD method, a formal model of the problem 

in the form of UML use case models has been created in subsection 3.1.1. Using the BDMC 

method appropriate techniques have been mapped onto specific application use cases in subsec-

tion 3.1.2. This foundation is used to start a Domain Driven Design process in subsection 3.1.3. 

A central contribution is the creation of an Ubiquitous Language for MLTC as well its formali-

zation using UML class diagrams.   

Contributions for Research Objective 1.4: System Design and Model Generation: Based on 

the CQRS pattern, the novel Trainer/Athlete pattern for microservice oriented machine learning 

has been defined (see subsection 3.1.3). Using the DDD process, an information model, context 

maps and the interface specification for C3 microservices have been defined. Applying the new 

Trainer/Athlete pattern, the interface specification is divided in that of Trainer microservices 

(subsection 3.1.5) and Athlete microservices (subsection 3.1.4). After the abstract API defini-

tion that can be used by other MLTC microservices, concrete implementations in the form of 

the Committee microservice (subsection 3.1.6) and the TFIDF-SVM micro-

service (subsection 3.1.7) have been specified. In addition to the API, a CLI that can serve as 

alternative API or UI for all C3 microservices has been specified in subsection 3.1.8. 

Contributions for Research Objective 1.5: Implementation: Multiple contributions have 

been made during the fulfillment or research objective 1.5: The specified microservices were 
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prototypically created using Java as base technology. The reason for this is, that Java programs 

can run on virtually any computer. Docker is another virtualization technology commonly used 

for microservices (see subsection 4.1). To facilitate usage in microservice oriented applications, 

the Committee microservice and the TFIDF-SVM microservice have also been 

packaged in Docker containers. The implementation of all microservices makes use of the 

Dropwizard framework (see sections 4.2 and 4.3). Another contribution is a general description 

for readers on how to use Docker, Java, Dropwizard, and GitHub to create microservices.  For 

the TFIDF-SVM microservice the LibSVM library is additionally used (see subsection 

4.4.2). During prototypical development of the microservices, a common sidecar using the Ref-

erenceHub class and data managers has been implemented and can be used as basis for future 

C3 microservices (see section 4.4).  

Contributions for Research Objective 1.6: Experimentation: Contributions of the experi-

mentation with the developed microservices include measurements of the effort needed to call a 

C3 microservice from any application. In altogether over 15 experiments in sections 5.2, 5.3, 

and 5.4, the development time to call the microservices has always been below two hours, usu-

ally being below one hour. The TFIDF-SVM microservice has been evaluated as 

standalone classifier or in a committee using the Committee microservice and the NTFC 

microservice. The microservices have been evaluated with five different MLTC tasks, two of 

which are directly related to argument mining in the RecomRatio project. Four tasks use English 

texts while a fifth task uses German texts. This illustrates the quick adaptability to different 

applications and even different natural languages. The results have comparable albeit slightly 

inferior effectiveness to those of fine-tuned systems for their individual tasks. Different from 

these fine-tuned systems, the C3 microservices can provide useful results in minutes instead of 

weeks.  

Contributions for Research Objective 1.7: Conclusions: Using the contributions of the pre-

vious research objectives, final conclusions and the answer to research question 1 have been 

provided in this section.  

Section 6.2 continues to draw conclusions about C3 while focusing on using minimal manual-

ly created resources. Relevant contributions are additionally describe on a per research objective 

basis. 

6.2 On Machine Learning based Text Categorization Providing Ar-
tifacts that Rely on as Little Manually Created Resources as 
Possible 

The process of machine learning based text categorization can include many different manual-

ly provided resources. Besides the texts that need to be categorized, the most fundamental re-

sources are the set of categories, the set of documents, and the target function assigning catego-

ries and documents to each other. Not having these makes the problem at hand by definition no 
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longer text categorization (see section 2.3). However, this thesis also explores issues with these 

resources in the context of emerging knowledge (research goals 3 and 5).  

When considering the actual text categorization problem with an existing target function, 

many manually provided resources are usually used. These can include ontologies necessary for 

named entity recognition (see subsections 2.2.2 and 2.3.5), stop word lists (see subsection 

2.3.3), lexica (see subsection 2.3.10) and the hyper parameters necessary to fine tune the ma-

chine learning process (see subsection 2.4.3).  

As described in section 2.4, machine learning approaches are almost exclusively defined for 

numerical values. Natural language text is a very different modality that has to be sufficiently 

transformed into vectors to be usable by machine learning approaches. Doing so requires a con-

trolled vocabulary (see subsection 2.3.3), word embeddings (see subsection 2.3.8) or a pre-

trained neural network language model representing a natural language (e.g. BERT, see subsec-

tion 2.3.8). Simply assigning every term its own dimension and counting word occurrences 

leads to multiple problems, least of which is the massive increase of computational require-

ments. For instance, the curse of dimensionality prohibits such an approach (see subsection 

2.4.4).  

If one has a controlled vocabulary, one does not need a stop word list, as stop words are simp-

ly not included in the controlled vocabulary. Computing word embeddings requires compara-

tively large amounts of text. In a bootstrapping scenario, these might not be available. The same 

is true for pre-training neural network language models. Albeit both can be downloaded from 

public sources, C3 chooses a quicker, less data intensive approach of automatically computing a 

relevant controlled vocabulary based on the available documents. The automated generation of 

the controlled vocabulary for the regular supervised learning classifier is based on the TFIDF 

information retrieval methodology to select appropriate features for usage during training and 

inference (see subsection 3.1.7). These features are also used for explaining the classifier’s re-

sults in a human readable fashion (see sections 3.4, 4.4.2, 5.5, and 6.4). 

Like any machine learning system, the chosen SVM implementation also requires hyper pa-

rameters to operate. Of course these are tunable using the TFIDF-SVM microservice’s 

Configuration object (see subsection 3.1.7). However, the TFIDF-SVM microservice 

comes with appropriate defaults and computes necessary hyper parameters, like appropriate 

weights for differently sized categories, during training. The Committee microservice 

also computes its weighting scheme based on its used classifier’s performance. In this way, no 

manual weighting is necessary. Even without supplying any additional manually generated re-

sources, the TFIDF-SVM microservice can perform with high effectiveness for many 

different tasks and languages as shown in section 5.2. If additional resources, like named entity 

lists, become available, they can be applied in preprocessing before transmitting the texts to C3 

microservices as explained and evaluated in subsections 5.2.5, 5.3.5, and 5.4.5. 

Following the problem model developed in subsection 3.2.1, not only explicit knowledge but 

also tacit knowledge is required to perform MLTC (see SECI model in subsection 2.1.1). Ob-
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taining this tacit knowledge is aided by multiple features that were designed for and implement-

ed in C3 microservices. As stated in subsection 3.2.1, internalization, the process of transform-

ing explicit knowledge captured in a medium into tacit knowledge internal to and applicably by 

a person, is the best strategy. Users are provided with the necessary resources for this internali-

zation by the microservices themselves. Each includes a GUI that describes the process and 

enables users to perform MLTC with a few clicks. The CLI generates explanatory help messag-

es when wrong commands were used. Additionally, the microservices as well as used 

knowledge resources contain metadata that users can use to inform themselves about the com-

ponents. The metadata also aids in explanation requirements (research goal 4).  

In summary, the TFIDF-SVM microservice, as central part of the C3 suite of micro-

services, enables the rapid adoption of MLTC by not requiring any additional resources besides 

the target function and set of categories. Users are aided in using the microservices by the inte-

grated GUI, the CLI and the metadata provided by each microservice. 

Research question 2 reads: How can MLTC be performed when lacking appropriate learning 

resources? The answer of this dissertation for this question is: By generating a controlled vo-

cabulary using TFIDF as feature selection metric and using these values in a smartly config-

ured SVM using a linear kernel. To do so, the training process should perform n-fold cross-

validation, so that no manual split between training- and evaluation set is necessary. Necessary 

hyper parameters should be computed from the available documents and target function. Oth-

erwise reasonable defaults as described in this thesis should be applied. Users are aided by 

performing MLTC by the GUI explaining the process, the CLI that provides hints on how to use 

it and the self-contained metadata provided by the C3 microservices. 

Following the adopted research methodology, the implemented microservices constituting the 

overall C3 artifact are a potential solution for problem field 2 which is a lack of appropriate 

learning resources. Based on this research methodology, multiple contributions have been made 

for different research objectives: 

Contributions for Research Objective 2.1: Observation and Problem Analysis: The problem 

is the scarcity of manually generated resources for MLTC when MLTC is introduced into an 

existing application or new knowledge emerges. Besides explicit knowledge resources that ma-

chines learn from in machine learning, other explicit knowledge resources that human beings 

learn from to use machine learning for text categorization also pose a problem, because they 

require a lot of up front effort in learning.  

Contributions for Research Objective 2.2: Desk Research Observations: One relevant desk 

research contribution for research goal 2 is the description of the SECI model in subsection 

2.1.1 because it aids in the creation of a problem model for research goal 2. Another is the desk 

research into metadata because it provides the basis to provide explicit knowledge about the C3 

microservices. Research into MLTC approaches requiring no explicit knowledge resources has 

been carried out in unison with research objective 1.2.  
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Contributions for Research Objective 2.3: Problem Model: A central contribution made for 

research objective 2.3 is the creation of a problem model based on the SECI model (see section 

3.2.1). The need for explicit knowledge resources required for machine learning is already ad-

dressed by the algorithm selection for research goal 1. In order to use MLTC tacit knowledge is 

also required. The best strategy to provide this tacit knowledge is internalization. In order to 

perform internalization appropriate explicit knowledge resources are required.  

Contributions for Research Objective 2.4: System Design and Model Generation: Three 

contributions have been made while fulfilling research objective 2.4. Firstly, a user interface 

that facilitates the simple usage of C3 microservices has been designed (see section 3.2.2). Sec-

ondly, a metadata model for C3 microservices has been created (see section 3.2.3). Thirdly, a 

metadata model for explicit knowledge resources to be used by C3 microservices or other classi-

fiers has been designed (see section 3.2.4).  

Contributions for Research Objective 2.5: Implementation: The following contributions 

have been made in order to fulfill Research Objective 2.5: The designed user interface has been 

implemented as graphical user interface (GUI) using HTML5, JavaScript and jQuery. It is part 

of every microservice using Dropwizard’s integrated Jetty Webserver. Besides descriptions on 

how to use the microservice, it also renders metadata about the microservice human readable. 

The same metadata is provided in a machine readable fashion using the REST/JSON API com-

mon to all C3 microservices. The GUI also includes a JavaScript library to interface with the C3 

REST/JSON API. It can easily be used in other web applications to interface with C3 micro-

services.  

Contributions for Research Objective 2.6: Experimentation: The experimentation research 

objective 2.6 was pursued in concert with research objective 1.6 and research objective 3.6. All 

experiments have been made without any additional resources than the target function or word 

embeddings. The contribution is, that it was shown that reasonable effectiveness can be ob-

tained without the usage of such external resources thus aiding in the quick integration of 

MLTC functionality into any application.  

Contributions for Research Objective 2.7: Conclusions: Using the contributions made for 

the previous research objectives of research goal 2, research question 2 was answered in this 

subsection. Additional conclusions about requiring little manually provided resources have been 

made- 

As previously mentioned, lacking a target function disqualifies the problem from being text 

categorization. However, the lack of necessary labeled data is a common problem when imple-

menting any machine learning based system. Therefore, C3 includes an unsupervised learning 

based classification approach. Conclusions about this problem of unsupervised TC are described 

in the next section.  
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6.3 On Unsupervised Machine Learning based Text Categorization 

As mentioned in the previous sections, text categorization without a target function is by defi-

nition no text categorization. As the lack of labeled data is a common problem prohibiting the 

introduction of MLTC, C3 includes a microservice that packages unsupervised text categoriza-

tion approaches using the common C3 API.  

To take a step back, subsection 2.3.11 describes a collection of approaches that are referred to 

as unsupervised text categorization by their authors. Two of the described approaches were ac-

tually no text classification algorithms but clustering methods that can generate labels for clus-

ters. This is different from creating actual text categorization algorithms. Two more methods 

actually perform text categorization, but require manually crafted key word lists and other re-

sources. This directly contradicts research goal two of requiring as little manually provided re-

sources as possible. This left one approach suggested by Dai et al., that is based on word em-

beddings [DBM17]. Even though word embeddings are additional resources for a classifier, 

they are unique as they can be automatically created from large text collections or simply be 

downloaded from public sources. If one has text describing emerging knowledge, generating 

word embeddings from these texts automatically captures their meaning without requiring man-

ual effort. This sets word embeddings apart from other additional resources for text categoriza-

tion. Unfortunately, Dai et al. only tested their approach on the single problem of social media 

disease monitoring by classifying Twitter tweets. Also, no implementation for their algorithm is 

publicly available.  

Dai et al.’s work, as well as the functionality of word embeddings themselves were inspira-

tional in the creation of the No Target Function Classifier (NTFC) algorithm described in sub-

section 3.3.2. To identify whether Dai et al.’s algorithm or the NTFC algorithm are more effec-

tive, the NTFC microservice implements both algorithms (see section 4.5) and also pro-

vides options to use different distance measures (see subsection 2.4.2) in the application of the 

NTFC algorithm.  

There are multiple ways of creating word embeddings from different source texts. This, paired 

with different unsupervised classification algorithms and distance measures creates a large pa-

rameter space for an effectiveness evaluation. As described in section 5.3, from a scientific 

point of view, this is more of an advantage than disadvantage because this allows the compari-

son of different algorithms and word embeddings in terms of effectiveness described in subsec-

tion 5.3.6. Using the right algorithm, distance measure and word embedding, the NTFC can 

achieve results that are on par in terms of effectiveness with those of the TFIDF-SVM mi-

croservice for more literal categories. For certain categories that are underrepresented in the 

target function, the NTFC microservice can even outperform the TFIDF-SVM micro-

service and serve as additional classifier in a committee of both systems. The NTFC mi-

croservice works best for literal categories with little abstraction. The results for intent de-

tection, article triage and news classification were better than those for argument stance recogni-

tion or offensive language detection by a wide margin. Of all implemented algorithms and dis-
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tance measures, Dai’s algorithm performed worst. The single best result was obtained by the 

NTFC algorithm using the BAM distance measure. The best average results were obtained by 

the NTFC algorithm  using the WMD distance measure. As Wikipedia based word embeddings 

computed by the skip-gram algorithm provide the best average results, these are used as default 

word embedding within the NTFC microservice.  

This takes research question 2 (MLTC without appropriate learning resources) to the extreme. 

One can basically interpret it as: How can MLTC be performed when no target function is 

available? This dissertation’s answer to the question is: It can be performed by using word em-

bedding based semantic representations of words and computing classification decisions based 

on the distances between document and category representations. The required word embed-

dings can be computed from different source texts if insufficient text material is available. This 

approach works with effectiveness values close to those of supervised learning algorithms when 

literal category names are used. For abstract categories, like pro and contra in the argument 

stance recognition problem, this approach only has low effectiveness. On average, skip-gram 

based word embeddings provide more effective results than those computed using CBOW or 

GloVe. Additionally, word embeddings computed from larger, more general text corpora such 

as Wikipedia generate better results than those computed from smaller, more narrow text cor-

pora. 

Following the adopted research methodology, the NTFC microservice is a potential solu-

tion for the problem field of performing text categorization without manually provided re-

sources. 

Contributions for Research Objective 3.1: Observation and Problem Analysis: By defini-

tion, text categorization is to create a classifier that approximates the target function as closely 

as possible. But what if the target function is too small or non-existent? The contribution is to 

formulate this problem in order to inform subsequent desk research, problem modeling, system 

design and evaluation.   

Contributions for Research Objective 3.2: Desk Research Observations: Multiple contribu-

tions in desk researching existing approaches for unsupervised text categorization as well as 

potential solutions for such a system have been made. Firstly, there is a selection of algorithms 

that claim to perform unsupervised text categorization when in reality, they perform clustering 

of texts that already have an assigned category. The effectiveness of the clustering algorithm 

was only measured using these assigned categories (see subsection 2.3.11). Truly unsupervised 

text categorization algorithms exist and have also been described in subsection 2.3.11. Howev-

er, they require manually provided resources contradicting research goal 2. One exception is Dai 

et al-’s algorithm which requires word embeddings to function. It has only been tested on very 

short texts in the form of Twitter tweets for the single task of identifying flu related tweets. This 

however shows, that unsupervised text categorization without manually provided resources is 

possible because word embeddings are generated automatically from unlabeled texts.  

Besides these word embeddings, other methods of automatically computing a representation 

for the meaning of individual words have been desk researched and described. Namely Explicit 
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Semantic Indexing (ESI), Latent Semantic Analysis (LSA), Singular Value Decomposition 

(SVD), and Latent Dirichlet Allocation (LDA) (see subsection 2.3.7). For all of these tech-

niques, the phenomenon of offset encoding semantics as in word embeddings have not been 

observed. For word embeddings, the two word2vec algorithms Continuous Bag of Words 

(CBOW) and skip-gram have been described as well as the Global Vectors (GloVe) algorithm 

(see subsection 2.3.8). Besides word embeddings, other feature extraction methods consisting of 

pre-trained neural networks such as Bidirectional Encoder Representations from Transformers 

(BERT) have been examined in subsection 2.3.8. Additionally other techniques of creating vec-

tors representing entire documents instead of single words have been described. These include 

the Basic Additive Model (BAM), the Basic Multiplicative Model (BMM), paragraph2vec, and 

the Word Mover’s Distance (WMD).  

Analysis of all available potential components resulted in the usage of word embeddings for 

unsupervised text categorization.  

Contributions for Research Objective 3.3: Problem Model: A contribution in the context of 

the problem model is the extension of the existing use cases from research objective 1.3 with 

word embedding related use cases. These are necessary to base an unsupervised text categoriza-

tion algorithm on these word embeddings (see subsection 3.3.1).  

Contributions for Research Objective 3.4: System Design and Model Generation: There 

were multiple contributions in the area of system design and model generation for research goal 

3. Firstly, a formal specification of Dai et al.’s algorithm is provided. Secondly, my original 

NTFC algorithm was specified along with different distance measures that can be used by the 

NTFC algorithm. Namely the Word Mover’s Distance (WMD) and Basic Additive Model 

(BAM) (see subsection 3.3.2). Thirdly, the Domain Driven Design process was continued in 

order to specify the interface for a microservice providing unsupervised text categorization and 

for word embeddings (see subsection 3.3.3).   

Contributions for Research Objective 3.5: Implementation: The implementation was per-

formed using the same base technologies as the other microservices. The implementation of the 

NTFC algorithm is described in subsection 4.5.1, while that of Dai et al.’s algorithm is de-

scribed in subsection 4.5.2. An issue was encountered with the sheer size of word embedding 

files. JSON was inappropriate for these large objects. Therefore an alternative implementation 

based on Multi Part Form Data has been created (see section 4.5). Creating these working proto-

types are the contributions for research objective 3.5.  

Contributions for Research Objective 3.6: Experimentation: Multiple contributions have 

been made during the experimentation with the created NTFC microservice. The NTFC 

microservice was tested in a standalone configuration or in a committee also consisting of 

the Committee microservice and the TFIDF-SVM microservice. For these tests 

the same five different MLTC tasks covering two natural languages as with the TFIDF-SVM 

microservice in research objective 1.6 were used. Additionally, the effect of different algo-

rithms, word embeddings and distance measures on effectiveness were investigated. The differ-
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ent configurations of the NTFC microservice to address the five different tasks differed in 

whether the NTFC algorithm or Dai et al.’s algorithm was used, which distance measure was 

employed, which algorithm was used to generate the word embeddings and which source data 

was used for the word embeddings. All these results can be found in sections 5.3 and 5.4. 

Contributions for Research Objective 3.7: Conclusions: Based on the previous contribu-

tions, multiple conclusions have been drawn to answer the extended research question 2 posed 

in this section.  

The next problem field is that of requiring explanations for performed categorizations. The 

next section draws conclusions about this problem. 

6.4 On the Explainability of Machine Learning based Text Catego-
rization 

If one exactly understands the utilized algorithm and has the time and effort to analyze the in-

ternal state of every aspect of a text categorization system when performing a certain categoriza-

tion during inference, every TC algorithm is theoretically explainable. However, almost all state 

of the art systems are encapsulated in libraries of which the programmer does not know the in-

ternal state. Additionally, the systems do not log the internal state of every component during 

productive inference. Additionally, the distributed nature of neural networks makes the explana-

tion of their behavior notoriously difficult. If one wants to apply TC to arbitrary applications 

without hiring an expert and implementing the technology from scratch, one requires an ex-

plainable system that provides its explanations during productive inference.  

As explainability is a relatively new requirement for MLTC approaches, there is a relatively 

small corpus of existing work to consider in desk research. Nevertheless the class of dictionary 

based classifiers is considered explainable because the terms indicating certain categories that 

have been found in a categorized document can be used as explanation (see subsection 2.3.10). 

The major drawback of dictionary based approaches is the necessity to create a dictionary, 

which usually requires a high degree of manual effort. This directly contradicts research goal 2. 

Post-hoc explanation algorithms like LIME and SHAP (see subsection 2.4.6) also explain re-

sults by listing the features that had the strongest impact on a classifier’s result. Besides being 

very resource expensive, what is contradictory to this thesis’ overall goal of bootstrapping 

MLTC, it has also been shown that these explanation algorithms can be intentionally fooled by 

problematic models.  

In order to create artifacts that address all research goals, each of the developed MLTC per-

forming artifacts has to explain its categorization decisions during inference. In this way, one 

can simply integrate them into arbitrary applications without risking to violate the GDPR or 

similar legislature. This explainability can also aid in the acceptance of this new technology by 

its users.  
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In order to facilitate explainability within the selected microservice oriented architecture, the 

C3 API contains an Explanation property for every Categorization object. The created explana-

tions are generated as natural language texts so that no special training is required to provide 

any asking party with an explanation. These explanations are obviously depending on the used 

algorithm. The TFIDF-SVM microservice can be explained very similar to lexicon based 

classifiers, and LIME or SHAP results using a list of features relevant for the categorization 

decision. To do so, the terms of the controlled vocabulary that were found in the categorized 

text are listed in the explanation (see subsection 3.4.3). A classifier committee is also straight 

forward to explain, as it can refer to the utilized classifiers (see subsection 3.4.2). Word embed-

ding based unsupervised text categorization is the most difficult to explain in relatively simple 

terms (see subsection 3.4.4) 

The overall idea of C3 is to bootstrap MLTC in emerging knowledge domains by providing an 

external interface so that MLTC can easily be integrated into any application. Developers of the 

application in question do not need to have a deep understanding of machine learning or text 

categorization to call the API. Similarly, one cannot expect these developers to be able to ex-

plain the results to anyone asking them about it. One can also not expect that an interested party 

that wants to know about the reasons for a specific result (as is their right within the EU) has a 

deep understanding of MLTC. Therefore, the quality of the generated explanations was evaluat-

ed with non-experts in mind. The explanation quality criteria described in subsection 2.1.2 and 

applied to the explanation templates in subsection 5.5.1 aim at every day explanations instead of 

scientific inquiry. The generated explanations fulfill these criteria to a high degree. The per-

formed quantitative evaluation has shown that the majority of survey participants understood all 

explanations. The best explanation by a far margin was that of the TFIDF-SVM micro-

service when named entities were resolved (see subsections 5.2.5 and 5.5.2). Only one sur-

vey participant noticed, that the named entity’s class was not literally written in the document in 

question. The explanation was actually lacking an explanation of how the named entities were 

identified. They however represented more abstract concepts like item and music instead of 

classical or have. This shows that explanations based on more abstract features are much easier 

to understand.  

Research question 3 asks “how can MLTC be made explainable”. This dissertations answer is: 

“By using algorithms that do not hide too much of their internal state during inference. A good 

approach to explain results is by listing the natural language features that were spotted during 

the MLTC process. The generated explanations are best stored as natural language texts along 

with the classification results. The conducted experiments have shown, that the best results were 

obtained when abstract classes instead of literal features were listed in the explanations.” 

To get to the answer of this research question, multiple contributions have been made along 

the individual research objectives.  

Contributions for Research Objective 4.1: Observation and Problem Analysis: The contri-

bution with regards to research objective 4.1 is to showcase the legislature requiring explaina-

bility from MLTC systems.  
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Contributions for Research Objective 4.2: Desk Research Observations: Multiple desk re-

search contributions have been made with regards to research objective 4.2. Firstly, explainable 

MLTC technologies in the form of Lexicon based classifiers have been described in subsection 

2.3.10. These rely on manually provided features (see subsections 2.3.3, 2.3.4, 2.3.5, and 2.3.6) 

to create explanations. This is contradictory to research goal 2. An alternative that also uses 

utilized features to explain black box classifier results are the LIME and SHAP algorithms de-

scribed in subsection 2.4.6. Both have their drawbacks. Another relevant desk research observa-

tion are the criteria for high quality explanations provided by Zemla et al. and described in sub-

section 2.1.2. Like in previous research goals, the SECI model described in section 2.1.1 is also 

relevant for problem modeling. When creating the C3 microservices, the aspect of explainability 

has been taken into account for research goals 1, 2, and 3. 

Contributions for Research Objective 4.3: Problem Model: Another contribution is the 

creation of a problem model for requiring explanations based on the SECI model. As the social-

ization process is not always feasible, the combination process needs to be used to automatically 

generate explanations in the form of natural language explanations that form explicit knowledge 

to be internalized by explanation seekers.  

Contributions for Research Objective 4.4: System Design and Model Generation: Explana-

tion templates that leverage the available information to create English explanations have been 

created. The TFIDF-SVM microservice’s explanation is similar to that of the LIME and 

SHAP algorithms as both list the relevant features. The explanation template of the Commit-

tee microservice refers to the individual decisions of the committee members while that 

for the NTFC algorithm and Dai et al.’s algorithm create a more general explanation and refers 

to the used word embeddings.   

Contributions for Research Objective 4.5: Implementation: The contribution for research 

objective 4.5 is to implement the explanation patterns in all C3 microservices so that every per-

formed categorization comes with an English explanation.   

Contributions for Research Objective 4.6: Experimentation: Two contributions have been 

made during the fulfillment of research objective 4.6: Firstly a qualitative evaluation of the ex-

planation patterns using Zemla et al.’s criteria for high quality explanations. Secondly a quanti-

tative evaluation using survey data of 26 participants.  

Contributions for Research Objective 4.7: Conclusions: Using the results of the previous 

research objectives, the conclusions in this section were made. Additionally the answer to re-

search question 3 described in this section was given. 

So far, chapter 6 has drawn conclusions about bootstrapping the classical MLTC process, un-

supervised MLTC and generating their explanations. Conclusions about adapting existing 

knowledge organization systems when knowledge emerges are described in the next section.  
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6.5 On the Extension of Knowledge Organization Systems when 
Knowledge emerges 

The desk research on this topic has revealed a number of methods that can generate 

knowledge organization systems from scratch by analyzing an existing set of documents or 

search terms that have been used for querying in information systems (see subsection 2.2.3). 

The overarching theme of this dissertation is to encompass emerging knowledge. The existing 

approaches only create completely new knowledge organization systems and do not cater for the 

extension and adaption of existing knowledge organization systems. Therefore, two methods 

that can be used to extend existing knowledge organization systems when knowledge emerges 

have been created (see subsection 3.5.4). 

These methods are based on word embeddings as they also provide the foundation for the 

NTFC microservice. Two methods to generate extension suggestions for existing 

knowledge organization systems have been implemented. Both integrate into the overall C3 

architecture as described in section 4.6. Similar to the NTFC microservice, multiple algo-

rithms can be used to generate the underlying word embeddings, which is an advantage as it 

allows investigating which approach yields better results. Section 5.6 describes the evaluation 

results. Depending on the category for which sub-categories were suggested, up to 89% of the 

results can be true positives, meaning that useful suggestions for new sub-categories have been 

generated.  

Besides organizing knowledge, these knowledge organization systems can also put concepts 

into relationships with each other. This actually has multiple real world applications. As de-

scribed in section 5.6 and published at the Collaborative European Research Conference 2019, 

this method can be used to extend medical knowledge organization systems [EEKH19]. Only a 

few months after publishing my results, a very similar approach, which was published in Na-

ture, has been used to advance materials science [TDWDRKPCJ19]. Using the TEEK method, 

knowledge from large amounts of existing text corpora can be extracted. Depending on how the 

existing knowledge organization systems are designed, this method can be used for multiple 

different problems in any knowledge domain about which sufficient textual descriptions exist. 

Research question 4 reads: “How can interrelated sets of categories be adapted to encompass 

emerging knowledge?”. This dissertations answer is: “It is of course possible to use state-of-

the-art methods to create knowledge organization systems from scratch after knowledge has 

emerged and has been captured in text. Using word embedding based knowledge representation 

paired with the TEEK approach described in this thesis enables the generation of extension 

suggestions for existing knowledge organization systems. Besides extending knowledge organi-

zation systems, this approach can be used extract latent knowledge from large text corpora.” 

To create this answer to research question 4, multiple contributions have been made along the 

individual research objectives.  
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Contributions for Research Objective 5.1: Observation and Problem Analysis: The problem 

of adapting existing knowledge organization systems when new knowledge emerges has been 

outlined for research objective 5.1. This contribution informed the subsequent research objec-

tives aimed at fulfilling research goal 5 and answering research question 4. 

Contributions for Research Objective 5.2: Desk Research Observations: Relevant contribu-

tions are the desk research into knowledge organization (section 2.2), word embeddings (section 

2.3.8), and existing tools like TaxaMiner (section 2.2.3) that can create taxonomies from 

scratch.  

Contributions for Research Objective 5.3: Problem Model: Contributions in the area of the 

problem model for research goal 5 are the creation of use cases for the problem (see subsection 

3.5.1) as well as the usage of the BDMC method to map relevant application use cases onto the 

intended methodologies (see subsection 3.5.2).   

Contributions for Research Objective 5.4: System Design and Model Generation: Contribu-

tions in the area of system design and model generation are threefold. Firstly, the Domain Driv-

en Design process was used to create a microservice with interoperable API for other C3 micro-

services (see subsection 3.5.3). Secondly, the Arithmetic Vector Stream Predictor (AVSP) and 

the Regression Vector Stream Predictor (RVSP) algorithms have been defined (see subsection 

3.5.4).   

Contributions for Research Objective 5.5: Implementation: Contributions for Research Ob-

jective 5.5 consist of concrete implementations for the AVSP and RVSP algorithms in form of 

the TEEK microservice. The TEEK microservice is reusing the common sidecar 

used in the other C3 microservices. The GUI is also adapted to display suggestions accordingly. 

The implementation is described in section 4.6. 

Contributions for Research Objective 5.6: Experimentation: A contribution of the experi-

mentation phase in research objective 5.6 is the application of the TEEK microservice to extend 

the MeSH taxonomy. This was used to investigate the effect of different parameters on effec-

tiveness. These parameters included the extension algorithms AVSP and RVSP, the specific 

category of MeSH that is extended, the used word embedding generation algorithm and the 

word embedding source. The results of these experiments are described in section 5.6.  

Contributions for Research Objective 5.7: Conclusions: Contributions for research objec-

tive 5.7 are the conclusions described in this section and the answer to research question 4. 

This finishes the discussion of individual research objectives. The next section finishes this 

thesis with summarized final conclusions and an outlook on future research. 

6.6 Summarized Final Conclusions and Future Research 

This dissertation set out two address four problem fields common to the introduction of ma-

chine learning based text categorization in the context of emerging knowledge. Using a blended 



Conclusions 363 

research methodology consisting out of DISR and RFISR (see section 1.3) 5 research goals and 

35 research objectives have been fulfilled for this dissertation. This thesis’ contributions are in 

fulfilling each of these research objectives. Sections 6.1, 6.2, 6.3, 6.4, and 6.5, summarize these 

contributions, answer all research question and provide conclusions about the research goals.  

The created C3 suite of microservices massively reduces technical integration effort. The work 

to implement MLTC in any application using C3 is comparable to that of integrating an external 

database. Therefore, it provides a potential solution for problem field 1.  

C3 also addresses the problem field of lacking appropriate learning resources: C3 encom-

passes two fundamental classifier microservices that can be combined in a committee. The 

TFIDF-SVM microservice requires no external resources except for a target function, 

which by definition is required for any TC problem. The NTFC microservice takes the 

problem of lacking learning resources to the extreme, as it does not require a target function. 

Different to the TFIDF-SVM microservice, the NTFC microservice requires word 

embeddings to function. Their advantage is, that they are publicly available and can be generat-

ed from any available example text. The problem of potentially missing tacit knowledge to use 

C3 microservices is addressed by the GUI and CLI that both provide examples on how to use 

them. Additionally, every microservice contains metadata about the microservice and potential-

ly used machine learning resources. Therefore, the created artifacts provide a potential solution 

for problem field 2. 

All classifiers that are part of C3 automatically generate human readable natural language ex-

planations for their results. The evaluation has shown, that these explanations are understood by 

the majority of survey participants. This means, that C3 artifacts have no problem with explain-

ability that make up problem field 3. The developed TEEK artifact solves the problems of prob-

lem field 4 while simultaneously providing the basis for latent knowledge discovery in large 

corpora of text.  

As initially stated, there are existing, highly effective MLTC systems. They however suffer 

from problems of the described problem fields. Even though C3 microservices might be less 

effective for certain problems than these existing systems, C3 microservices can be rapidly de-

ployed to add MLTC functionality to arbitrary applications while providing solutions for all 

problem fields addressed in this dissertation.  

There are multiple opportunities for future research. For instance, the existing C3 micro-

services include possibilities to tune hyper parameters in order to increase their effectiveness. 

Additionally, one can preprocess the text, for instance by decoding named entities before per-

forming the actual MLTC process to further increase effectiveness.  

During the evaluation, the TFIDF-SVM microservice has learned not to assign docu-

ments to severely underrepresented documents in the initial corpus in order to maximize overall 

effectiveness. An approach to overcome this behavior and create effective results for minority 

classes is interesting for a future investigation. Opportunities could be further preprocessing, for 

instance by the generation of synthetic sample documents for minority classes based on existing 
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documents for these classes. Additionally, an alternative committee function could be imple-

mented that not only takes overall effectiveness of each Athlete but also individual category 

effectiveness into account.  

Experiments with the NTFC microservice and TEEK microservice have shown, 

that better results can be achieved if word embeddings are computed from more general source 

material. With additional hardware resources, one could create better word embeddings. For 

instance by processing the entirety of PubMed abstracts for applications in the medical domain.  

All created microservices can be applied to different problems. For instance, the NTFC could 

be used for unsupervised named entity recognition (NER). If one models entity classes (name, 

location, …) as categories, a sliding window of up to n words can move through the text similar 

to the sliding windows used in word embedding generation (see subsection 2.3.8). The content 

of the sliding window is then encoded as document and the NTFC microservice is tasked 

with categorizing the results. This way concepts like Hagen, Vienna, Germany or Austria could 

be found and marked as location without the need to create an ontology modeling these con-

cepts. The same sliding window to document technique could also be used to use the TFIDF-

SVM microservice for named entity recognition. The NTFC microservice’s suggestions 

could be confirmed or corrected to generate a target function for named entity recognition of 

specific entity classes. The TFIDF-SVM microservice could use this target function to 

create its model and then work in a committee together with the NTFC microservice.  

Besides extending knowledge organization systems, the TEEK microservice could po-

tentially be modified to extract pro and contra arguments from large text corpora. To do so, a 

taxonomy models solutions for problems as well as their pros and contras allowing for the fol-

lowing 3 step paths: Problem  Solution  Pros or Problem  Solution  Contras. The pros 

and contras are multiple textual descriptions. After modeling this argument taxonomy, the 

AVSP or RVSP algorithm is modified in such a way, that the last data point is an extrapolation 

of the Problem  Solution path that is central to the Pro and Contra area in word embedding 

vector space. This is a completely new approach to argument mining as no complete text frag-

ments are extracted but rather words that could indicate certain pros and contras for certain 

solutions to problems. For example in the medical domain: Inflammation  Antibiotics  Re-

sistant Bacteria as a potential finding in the contra area.  

Another large opportunity for future research is to explore explainability for other machine 

learning text categorization approaches, for instance those based on neural network language 

models such as BERT. Existing explanation algorithms have their issues (see subsection 2.4.6) 

warranting future research in this field. The issue of explainability of machine learning results is 

not limited to text categorization but highly relevant for any other application, for example im-

age processing to identify cancerous growths skin pictures of patients. Not all survey partici-

pants actually understood the generated explanations. Further research into creating better un-

derstandable explanations for different machine learning approaches can be highly relevant for 

future applications. Such better explanation templates could also be used as output for other 

explanation algorithms. 



Conclusions 365 

After introducing MLTC to an application by means of C3, one can always develop additional 

classifier microservices using the same API or even side-car implementation to further increase 

effectiveness. The developed Trainer/Athlete pattern as well as additional insights about the 

performance of different word embedding algorithms and the understandability of explanations 

are highly useful for future works in this or even related fields.  

These future works are exactly that: Future works, as this concludes my dissertation about 

bootstrapping explainable text categorization in emerging knowledge-domains.   
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7 Appendix 

7.1 pom.xml for Dropwizard 1.3.5 Microservice 

The following listing describes the Maven pom.xml file used to create the common micro-

service sidecar. It contains everything necessary to package a Dropwizard version 1.3.5 micro-

service into a single jar file that can be executed on any machine.  

1. <project xmlns="http://maven.apache.org/POM/4.0.0" xmlns:xsi="http://www.w3.or
g/2001/XMLSchema-
instance" xsi:schemaLocation="http://maven.apache.org/POM/4.0.0 http://maven.a
pache.org/xsd/maven-4.0.0.xsd">   

2.   <modelVersion>4.0.0</modelVersion>   
3.   <groupId>org.SirTobiSwobi.c3</groupId>   
4.   <artifactId>classifier-trainer</artifactId>   
5.   <version>1.0.8-SNAPSHOT</version>   
6.   <name>classifier-trainer</name>   
7.   <description>Common microservice sidecar for services implementing the class

ifier trainer API of the athlete/trainer pattern.   
8. </description>   
9.   <properties>   
10.     <dropwizard.version>1.3.5</dropwizard.version>   
11.   </properties>   
12.   <dependencies>   
13.     <dependency>   
14.         <groupId>io.dropwizard</groupId>   
15.         <artifactId>dropwizard-core</artifactId>   
16.         <version>${dropwizard.version}</version>   
17.     </dependency>   
18.     <dependency>   
19.         <groupId>io.dropwizard</groupId>   
20.         <artifactId>dropwizard-assets</artifactId>   
21.         <version>${dropwizard.version}</version>   
22.     </dependency>   
23.     <dependency>   
24.         <groupId>io.dropwizard</groupId>   
25.         <artifactId>dropwizard-testing</artifactId>   
26.         <version>${dropwizard.version}</version>   
27.     </dependency>   
28.     <dependency>   
29.         <groupId>io.dropwizard</groupId>   
30.         <artifactId>dropwizard-client</artifactId>   
31.         <version>${dropwizard.version}</version>   
32.     </dependency>   
33.   </dependencies>   
34.   <build>   
35.     <plugins>   
36.         <plugin>   
37.             <groupId>org.apache.maven.plugins</groupId>   
38.             <artifactId>maven-shade-plugin</artifactId>   
39.             <version>2.3</version>   
40.             <configuration>   
41.                 <createDepencyReducedPom>true</createDepencyReducedPom>   
42.                 <filters>   
43.                     <filter>   
44.                         <artifact>*:*</artifact>   
45.                         <excludes>   
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46.                             <exclude>META-INF/*.SF</exclude>   
47.                             <exclude>META-INF/*.DSA</exclude>   
48.                             <exclude>META-INF/*.RSA</exclude>   
49.                         </excludes>   
50.                     </filter>   
51.                 </filters>   
52.             </configuration>   
53.             <executions>   
54.                 <execution>   
55.                     <phase>package</phase>   
56.                     <goals>   
57.                         <goal>shade</goal>   
58.                     </goals>   
59.                     <configuration>   
60.                         <transformers>   
61.                             <transformer implementation="org.apache.maven.plug

ins.shade.resource.ServicesResourceTransformer"/>   
62.                             <transformer implementation="org.apache.maven.plug

ins.shade.resource.ManifestResourceTransformer">   
63.                                 <mainClass>org.SirTobiSwobi.c3.classifiertrain

er.ClassifierTrainerApplication</mainClass>   
64.                             </transformer>   
65.                         </transformers>   
66.                     </configuration>   
67.                 </execution>   
68.             </executions>   
69.         </plugin>   
70.         <plugin>   
71.             <groupId>org.apache.maven.plugins</groupId>   
72.             <artifactId>maven-jar-plugin</artifactId>   
73.             <version>2.4</version>   
74.             <configuration>   
75.                 <archive>   
76.                     <manifest>   
77.                         <addDefaultImplementationEntries>true</addDefaultImple

mentationEntries>   
78.                     </manifest>   
79.                 </archive>   
80.             </configuration>   
81.         </plugin>   
82.     </plugins>   
83.   </build>   
84. </project>   

7.2 TFIDF-SVM Default Configuration 

The following default configuration is provided with the TFIDF-SVM. These hyper-

parameters can be tuned to better fit any problem. Some, link nr_weight and weight_label are 

only there to comply with the API object as they are automatically computed from the available 

data during training (see subsections 3.1.7 and 4.4.2). 

1. {   
2.  "id": 1,   
3.  "folds": 3,   
4.   "includeImplicits": true,   
5.   "assignmentThreshold": 0.5,   
6.   "selectionPolicy": "MicroaverageF1",   
7.   "topTermsPerCat": 20,   
8.   "svmParameter":{   
9.    "svm_type": "c_svc",   
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10.    "kernel_type": "linear",   
11.    "degree": 0,   
12.    "gamma": 0,   
13.    "coef0": 0,   
14.    "cache_size": 100,   
15.    "eps": 0.001,   
16.     "nr_weight": 0,   
17.     "weight_label": null,   
18.    "weight": null,   
19.    "c": 1,   
20.    "nu": 0.5,   
21.    "p": 0.1,   
22.    "shrinking": 1,   
23.    "probability_estimates": 0   
24.   }   
25. }   
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7.3 Detailed NTFC ACAM AM Results 

The following table contains the detailed individual category results from the experiments per-

formed in subsection 5.3.1. 

WE & Algorithm Microaverage Pro Con   

Src WE Alg � � F1 � � F1 � � F1 Time 

Google CBOW BAM .19 .07 .1 .16 .32 .21 .71 .01 .03 60 

Google SG BAM .18 .07 .11 .17 .44 .25 1 .01 .01 60 

Google GloVe BAM .17 .17 .17 .17 .99 .29 0 0 0 80 

Wiki CBOW BAM .2 .09 .12 .19 .51 .28 .67 .01 .01 190 

Wiki SG BAM .15 .04 .07 .13 .23 .17 .8 .01 .01 220 

Wiki GloVe BAM .17 .17 .17 .17 1 .29 0 0 0 240 

Google CBOW WMD .2 .1 .13 .16 .42 .23 .88 .03 .06 60 

Google SG WMD .15 .06 .08 .15 .33 .2 0 0 0 50 

Google GloVe WMD .16 .14 .15 .16 .83 .28 0 0 0 60 

Wiki CBOW WMD .22 .1 .14 .14 .35 .2 .77 .05 .1 160 

Wiki SG WMD .12 .03 .05 .12 .18 .14 0 0 0 210 

Wiki GloVe WMD .17 .16 .17 .17 .97 .29 0 0 0 180 

Google CBOW Dai .51 .02 .04 .15 .01 .03 .81 .02 .04 40 

Google SG Dai .47 .01 .15 .2 .14 .16 .77 .09 .17 40 

Google GloVe Dai .51 .04 .08 .19 .04 .07 .82 .04 .08 40 

Wiki CBOW Dai .77 .05 .09 .38 .02 .04 .85 .05 .1 120 

Wiki SG Dai .64 .11 .18 .18 .05 .08 .82 .11 .2 130 

Wiki GloVe Dai .23 .02 .04 .2 .09 .13 .6 0 .01 130 
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7.4 Detailed NTFC Unsupervised Article Triage Results 

The following table contains the detailed individual category results from the experiments per-

formed in subsection 5.3.1. 

WE & Algorithm Microaverage Pro Con   

Src WE Alg � � F1 � � F1 � � F1 Time 

Google CBOW BAM .83 .23 .37 .75 .37 .5 1 .15 .25 60 

Google SG BAM .48 .43 .45 .45 1 .62 1 .06 .11 50 

Google GloVe BAM .41 .4 .4 .4 1 .57 1 .01 .01 50 

Wiki CBOW BAM .93 .12 .21 .95 .14 .24 .91 .11 .19 160 

Wiki SG BAM .95 .43 .59 1 .14 .25 .94 .62 .75 150 

Wiki GloVe BAM .82 .57 .67 1 .02 .04 .82 .93 .87 160 

Google CBOW WMD .96 .14 .25 1 .17 .3 .92 .12 .21 60 

Google SG WMD .96 .14 .24 1 .17 .3 .92 .12 .21 50 

Google GloVe WMD .96 .14 .25 1 .17 .3 .92 .12 .21 60 

Wiki CBOW WMD .96 .15 .26 .93 .2 .34 1 .12 .21 210 

Wiki SG WMD .96 .15 .26 .92 .2 .32 1 .12 .21 210 

Wiki GloVe WMD .96 .15 .26 .93 .2 .33 1 .12 .21 210 

Google CBOW Dai .31 .04 .07 1 .1 .18 0 0 0 50 

Google SG Dai .43 .05 .09 1 .13 .23 0 0 0 50 

Google GloVe Dai .53 .02 .05 1 .06 .11 0 0 0 50 

Wiki CBOW Dai .1 .34 .04 1 .1 .18 0 0 0 140 

Wiki SG Dai .38 .05 .08 1 .11 .2 0 0 0 140 

Wiki GloVe Dai .5 .03 .05 1 .07 .13 0 0 0 150 
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7.5 Survey on Explanation Understandability 

Thank you for participating in this survey. You will see explanations generated by different 

machine learning systems that can act as parts of digital assistants like Apple’s Siri, Microsoft’s 

Cortana or Amazon’s Alexa. The explanations describe why these systems acted the way they 

acted.  

All of the evaluated machine learning systems were tasked with the same task: Decide if the 

sentence “I’d like to have this track onto my Classical Relaxations playlist.” should trigger one 

of the following commands:  

8. Add to Playlist 

9. Book Restaurant 

10. Get Weather 

11. Play Music 

12. Rate Book 

13. Search Creative Work 

14. Search Screening Event 

The 5 machine learning systems are general-purpose text classification systems. That means, 

that they can assign text documents (in this case the command sentence “I’d like to have this 

track onto my Classical Relaxations playlist.”) to categories (in this case the above mentioned 

commands). When creating explanations for their behavior, they will always refer to the com-

mand sentence as document and to the available commands as category.   

There are 5 machine-learning systems:  

1. TFIDF-SVM 

a. Decision: Add to Playlist. 

b. Explanation: “This document is considered to belong to category "Add to 

Playlist", because it occurrences of the terms classical, have, d. In 2100 pre-

viously analyzed documents, the occurrence of these terms in their relative 

amounts indicated a 99.97% probability for a document to belong to category 

“Add to Playlist”.  The likelihood has to be at least 10% to be assigned to this 

category. ” 

c. Do you understand the explanation?  ☐ Yes ☐ No 

d. Do you think the explanation is true? ☐ Yes ☐ No 

e. Is this a good explanation?  ☐ Yes ☐ No 

2. TFIDF-SVM-NE 

a. Decision: Add to Playlist. 

b. Explanation: “This document is considered to belong to category "Add to 

Playlist", because it occurrences of the terms playlist, add, item, music. In 

2100 previously analyzed documents, the occurrence of these terms in their 

relative amounts indicated a 99.99% probability for a document to belong to 
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category “Add to Playlist”.  The likelihood has to be at least 10% to be as-

signed to this category. ” 

c. Do you understand the explanation?  ☐ Yes ☐ No 

d. Do you think the explanation is true? ☐ Yes ☐ No 

e. Is this a good explanation?  ☐ Yes ☐ No 

3. NTFC 

a. Decision: Add to Playlist. 

b. Explanation: “"The document is considered to belong to category "Add to 

Playlist", because the words making up the document are similar enough in 

meaning to the words describing category "Add to Playlist". This created a 

likelihood of 71.88 % to belong to this category. Similarity is measured by us-

ing information learned from skip-gram-wiki1stbill.txt available at 

/wordembeddings/1"”6 

c. Do you understand the explanation?  ☐ Yes ☐ No 

d. Do you think the explanation is true? ☐ Yes ☐ No 

e. Is this a good explanation?  ☐ Yes ☐ No 

4. DPCC 

a. Decision: DPCC decided that all seven commands were meant and created 

explanations for each of them. The command with the highest probability is 

Get Weather. 

b. Explanation: “The document is considered to belong to category "Get Weath-

er", because the words making up the document were grouped in 2 groups. At 

least one of these word groups was similar enough in meaning to the words 

describing category “Get Weather”. This created a likelihood of 100% to be-

long to this category. Similarity is measured by using information learned 

from skip-gram-wiki1stbill.txt available at /wordembeddings/1”  

(see above for the content of /wordembeddings/1) 

c. Do you understand the explanation?  ☐ Yes ☐ No 

d. Do you think the explanation is true? ☐ Yes ☐ No 

e. Is this a good explanation?  ☐ Yes ☐ No 

5. C3C 

a. Decision: Add to Playlist. 

 

6 skip-gram-wiki1stbill.txt is a file. Metadata about the file can be accessed at the address 
/wordembeddings/1. The Metadata is: File Type: “text”; Machine Learning Resource Type: “Word 
embedding”; Creation Date: “Wed Oct 10 16:28:09 CEST 2018”; Technical Information: “200 di-
mensions. ”; Structural Metadata: “Can be part of NTFC”; Natural Language: “English”; Model Sub-
ject: “Wikipedia”; Model Name: “skip-gram-wiki1stbill.txt”; Creator: “Tobias Eljasik-Swoboda”; 
Key Words: “Wikipedia, Skip-Gram” 
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b. Explanation: “The document was assigned to category “Add to Playlist”, be-

cause a group of text classification systems agreed to do so. The decision of 

every system was influenced by how well it performed in an evaluation using 

2100 example documents. The agreed likelihood was 99.98 %. It has to be at 

least 10% to be assigned to the category. The following systems were involved 

in generating this decision: http://localhost:8082 http://localhost:8080” 

 http://localhost:8082 = TFIDF-SVM 

 http://localhost:8080 = NTFC 

c. Do you understand the explanation?  ☐ Yes ☐ No 

d. Do you think the explanation is true? ☐ Yes ☐ No 

e. Is this a good explanation?  ☐ Yes ☐ No 

Space for your comments: 
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7.6 Detailed Taxonomy Extension Suggestions 

Find sub-categories 

for 

Depth Using PubMed 

abstracts about 

TEEK Algorithm Word embedding 

algorithm 

Neoplasms 1 Neoplasms AVSP CBOW 

Suggestion TP Reason 

Metastasis Yes Neoplasm Metastasis is a MeSH concept. Tree Numbers: 

C04.687.650 and C23.550.727.650 

Distant Yes Distant Metastasis is an existing concept in medicine without its 

own MeSH entry. Sources: doi: 10.1515/jpem-2018-0075 and 

https://www.ncbi.nlm.nih.gov/pubmed/?term=distant+metastasis 

(retrieved June 29, 2018) 

Metastases Yes Accepted alternative spelling for the category Neoplasm Metas-

tasis. MeSH Tree Numbers: C04.687.650 and C23.550.727.650 

Nude No  

Metastatic No  

Invasiveness No  

Tumour No Another term for Neoplasm but not one of its descendants. 

CT26 Yes Studied type of colon tumor in mice. Used in research. Source: 

doi:  10.1186/1471-2164-15-190 

Proto No  

 

Find sub-

categories for 

Depth Using PubMed ab-

stracts about 

TEEK Algorithm Word embedding 

algorithm 

Neoplasms 1 Neoplasms AVSP skip-gram 

Suggestion TP Reason 

Metastasis Yes Neoplasm Metastasis is a MeSH concept. Tree Numbers: C04.687.650 

and C23.550.727.650 

Metastases Yes Accepted alternative spelling for the category Neoplasm Metastasis. 

MeSH Tree Numbers: C04.687.650 and C23.550.727.650 

Metastatic No  

Staging Yes There are different stages of cancer. This is not reflected in MeSH 

while there are many articles about different cancer stages. Source: 

https://www.ncbi.nlm.nih.gov/pmc/?term=cancer+staging (retrieved 

June 29, 2018) 

Invasiveness No  
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Loco No  

Nude No  

Tumour No Another term for Neoplasm but not one of its descendants. 

NPC Yes Abbreviation for nasopharyngeal carcinoma, a type of cancer. Source: 

doi:  10.18632/oncotarget.8634 

 

Find sub-

categories for 

Depth Using PubMed ab-

stracts about 

TEEK Algorithm Word embedding 

algorithm 

Neoplasms 1 Neoplasms RVSP CBOW 

Suggestion TP Reason 

Hematogeneous Yes Type of metastasis. Less common spelling. Sources: doi: 

10.4103/tcmj.tcmj_82_17 and 

https://www.ncbi.nlm.nih.gov/pubmed/?term=hematogeneous (re-

trieved June 29th, 2018) 

Nude No  

Hematogenic Yes Pertaining to anything produced from, derived from, or transported by 

blood. Leukemia could be referred to as hematogenic cancer. Source: 

https://medical-dictionary.thefreedictionary.com/hematogenic (re-

trieved June 29th, 28) 

Metastasis Yes Neoplasm Metastasis is a MeSH concept. Tree Numbers: C04.687.650 

and C23.550.727.650 

Iln No  

Scln No  

Transcoelomic Yes Type of metastasis. Sources: doi: 10.21769/BioProtoc.2815. and 

https://www.ncbi.nlm.nih.gov/pubmed/?term=transcoelomic (retrieved 

June 29th, 2018) 

Lymphogenous Yes Type of metastasis. Sources: doi: 10.1186/s12885-018-4218-8 and 

https://www.ncbi.nlm.nih.gov/pubmed/?term=lymphogenous  

Microfilament No  

 

Find sub-categories 

for 

Depth Using PubMed ab-

stracts about 

TEEK Algorithm Word embedding 

algorithm 

Neoplasms 1 Neoplasms RVSP skip-gram 

Suggestion TP Reason 

Metastasis Yes Neoplasm Metastasis is a MeSH concept. Tree Numbers: 

C04.687.650 and C23.550.727.650 
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Invasiveness No  

Micrometastasis Yes Neoplasm Micrometastasis. MeSH Tree Numbers: C04.697.650.695 

and C23.550.727.650.695 

Recurrence No Definitely an important measure for cancer but also for any measure. 

According to mesh it's another relative with tree number: 

C23.550.291.937 

Grading Yes Neoplasms (Tumors/Cancers) are graded. This is no Mesh Category 

but entire studies exist. Sources: doi: 10.1016/j.clgc.2018.05.002 and 

https://www.ncbi.nlm.nih.gov/pubmed/?term=neoplasm+grading  

Microfilament No  

Phenylthiohydantoin No Drug used in the treatment of prostate cancer. Has its own MeSH 

Tree Number D03.383.129.308.432.555.868.650 Source: doi: 

10.21873/anticanres.12619 

Organoplatinum No Chemical 

Niacinamide No Vitamin B Complex. Own MeSH Tree Numbers: D03.066.515.530 

and D03.383.725.547.530 

 

Find sub-

categories for 

Depth Using PubMed ab-

stracts about 

TEEK Algorithm Word embedding 

algorithm 

Melanoma(1) 6 Melanoma AVSP CBOW 

Suggestion TP Reason 

Mesothelioma No Other relative but no descendant in MeSH 

Glioma No Other relative but no descendant in MeSH 

Melanomas No Plural of melanomas. Logically correct, that sub-categories of mela-

noma are melanomas. However little input. Therefore, no TP. 

Osteosarcoma No Other relative but no descendant in MeSH 

Effusion No  

Liposarcoma No Other relative but no descendant in MeSH 

OMM Yes OMM (Oral mucosal melanoma) is a kind of melanoma. Source: 

doi:10.1016/j.gene.2018.06.064 

Plasmacytoma No Other relative but no descendant in MeSH 

Insulinoma No Other relative but no descendant in MeSH 

 

Find sub-categories 

for 

Depth Using PubMed ab-

stracts about 

TEEK Algorithm Word embedding 

algorithm 
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Melanoma(1) 6 Melanoma AVSP skip-gram 

Suggestion TP Reason 

Amelanotic Yes Real MeSH Subcategory: Melanoma, Amelanotic 

Mathematics No  

Isografts No  

I5178 No  

Mesonephroma No Other relative but no descendant in MeSH 

Lactosylceramides No  

Mannans No  

Melanomas No Plural of melanoma. Logically correct, that sub-categories of mela-

noma are melanomas. However little input. Therefore, no TP. 

Methyltyrosines No  

 

Find sub-

categories for 

Depth Using PubMed ab-

stracts about 

TEEK Algorithm Word embedding 

algorithm 

Melanoma(1) 6 Melanoma RVSP CBOW 

Suggestion TP Reason 

Tumors No Neoplasms are cancerous cells and therefore tumors. Albeit this was 

not in the label that was analyzed, "tumors" is an alternative label for 

MeSH Category C04 

Melanomas No Plural of melanoma. Logically correct, that sub-categories of melano-

ma are melanomas. However little input. Therefore, no TP. 

Tumours No Often occurring other spelling of tumors. Considering it the same as 

tumors: Part of the Path as it is an alternative label for MeSH Category 

C04. 

Meningiomas No  

Neuroendocrine No  

Schwannomas No  

Medulloblastoma No  

Angiosarcoma No  

Sarcomatoid No  

 

Find sub-categories 

for 

Depth Using PubMed ab-

stracts about 

TEEK Algorithm Word embedding 

algorithm 
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Melanoma(1) 6 Melanoma RVSP skip-gram 

Suggestion TP Reason 

Neuroendocrine No  

Tumors No Neoplasms are cancerous cells and therefore tumors. Albeit this was 

not in the label that was analyzed, "tumors" is an alternative label for 

MeSH Category C04 

Neuroblastoma No  

Neuroectodermally No Sort of. Melanomas are Neuroectodermal tumors. Therefore, they 

occur neuroectodermally. This term is actually on the path between 

the taxonomy root and the taxonomy. 

Neuroectodermal No  

Neurocytoma No  

Plasmacytomas No  

Hematolymphoid No  

Pnets No  

 

Find sub-categories 

for 

Depth Using PubMed ab-

stracts about 

TEEK Algorithm Word embedding 

algorithm 

Melanoma(2) 6 Melanoma AVSP CBOW 

Suggestion TP Reason 

Mesothelioma No  

Glioma No  

Melanomas No  

Osteosarcoma No  

Effusion No  

Liposarcoma No  

OMM Yes OMM (Oral mucosal melanoma) is a king of melanoma. Source: doi: 

10.1016/j.gene.2018.06.064 

Plasmacytoma No  

Insulinoma No  

 

Find sub-categories 

for 

Depth Using PubMed ab-

stracts about 

TEEK Algorithm Word embedding 

algorithm 

Melanoma(2) 6 Melanoma AVSP skip-gram 
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Suggestion TP Reason 

Amelanotic 
Yes Real MeSH Subcategory: Melanoma, Amelanotic 

 

Mathematics No  

Isografts No  

L5178 No  

Mesonephroma No  

Lactosylceramides No  

Mannans No  

Melanomas No  

Methyltyrosines No  

 

Find sub-categories 

for 

Depth Using PubMed ab-

stracts about 

TEEK Algorithm Word embedding 

algorithm 

Melanoma(2) 6 Melanoma RVSP CBOW 

Suggestion TP Reason 

Tumors No  

Melanomas No  

Tumours No  

Meningiomas No  

Schwannomas No  

Angiosarcoma No  

Neuroendocrine No  

Medulloblastoma No  

Meningioma No  

 

Find sub-categories 

for 

Depth Using PubMed ab-

stracts about 

TEEK Algorithm Word embedding 

algorithm 

Melanoma(2) 6 Melanoma RVSP skip-gram 

Suggestion TP Reason 

Tumors No  

Neuroendocrine No  

Neurocytoma No  
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Neuroectodermal No  

Neuroblastoma No  

Neuroectodermally No  

Plasmacytomas No  

Pnets No  

Hematolymphoid No  

 

Find sub-categories 

for 

Depth Using PubMed ab-

stracts about 

TEEK Algorithm Word embedding 

algorithm 

Melanoma(3) 4 Melanoma AVSP CBOW 

Suggestion TP Reason 

Glioma No  

Mesothelioma No  

Melanomas No  

Osteosarcoma No  

Effusion No  

OMM Yes OMM (Oral mucosal melanoma) is a king of melanoma. Source: doi: 

10.1016/j.gene.2018.06.064 

Amelanotic Yes Real MeSH Subcategory: Melanoma, Amelanotic 

Liposarcoma No  

CMM Yes CMM (cutaneous malignant melanoma) is a highly aggressive skin 

cancer with rapidly increasing incidence worldwide. Source: 

doi:10.1097/MD.0000000000001327 

 

Find sub-categories 

for 

Depth Using PubMed ab-

stracts about 

TEEK Algorithm Word embedding 

algorithm 

Melanoma(3) 4 Melanoma AVSP skip-gram 

Suggestion TP Reason 

Amelanotic Yes Real MeSH Subcategory: Melanoma, Amelanotic 

Mathematics No  

Isografts No  

L5178 No  

Melanomas No  
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Mannans No  

Lactosylceramides No  

Mesonephroma No  

Metastasis Yes In later stages, metastasis can be induced by melanoma. This is most 

commonly brain metastases but can also spread to liver, bones, 

abdomen or lymph nodes. Albeit Metastasis is a MeSH Category, 

our algorithm didn't know that. Therefore, a category for common 

melanoma metastasis is reasonable. Source: 

https://en.wikipedia.org/wiki/Melanoma (accessed July 2, 2018) 

 

Find sub-categories 

for 

Depth Using PubMed ab-

stracts about 

TEEK Algorithm Word embedding 

algorithm 

Melanoma(3) 4 Melanoma RVSP CBOW 

Suggestion TP Reason 

Melanomas No  

CMMs Yes CMM (cutaneous malignant melanoma) is a highly aggressive skin 

cancer with rapidly increasing incidence worldwide. Source: 

doi:10.1097/MD.0000000000001327 

DMM Yes DMM (dermal metastatic melanoma) is a type of melanoma. 

Source: doi: doi: 10.1111/his.13384 

CMM Yes CMM (cutaneous malignant melanoma) is a highly aggressive skin 

cancer with rapidly increasing incidence worldwide. Source: 

doi:10.1097/MD.0000000000001327 

ALM Yes ALM (acral lentiginous melanoma) is a subtype of melanoma. 

Source: doi: 10.1007/s11864-018-0560-y. 

RGP No RGP (Radial Growth Phase)  

SSM Yes SSM (Superficial spreading melanoma) is a type of melanoma. 

Source: doi: 10.1111/his.13478 

OMM Yes OMM (Oral mucosal melanoma) is a king of melanoma. Source: 

doi: 10.1016/j.gene.2018.06.064 

Melanomata No  

 

Find sub-categories 

for 

Depth Using PubMed ab-

stracts about 

TEEK Algorithm Word embedding 

algorithm 

Melanoma(3) 4 Melanoma RVSP skip-gram 

Suggestion TP Reason 
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Melanomas No  

CMMs Yes CMM (cutaneous malignant melanoma) is a highly aggressive skin 

cancer with rapidly increasing incidence worldwide. Source: 

doi:10.1097/MD.0000000000001327 

PCMMs Yes PCMM (primary cutaneous malignant melanomas) actually a type 

of CMM. Source: https://www.ncbi.nlm.nih.gov/pubmed/10890382 

(accessed July 2, 2018) 

wm3211 No  

Nonmetastasizing Yes There are nonmetastasizing melanomas. Source: 

https://www.ncbi.nlm.nih.gov/pubmed/7597284 (accessed July 2, 

2018) 

NMMs Yes NMMs can refer to nodular malignant melanoma which is a kind of 

melanoma. Source: 

https://www.ncbi.nlm.nih.gov/pubmed/10757331 (Accessed July 2, 

2018) 

Nevi No  

Lentigenous Yes Type of melanoma. Source: 

https://www.dermnetnz.org/topics/lentiginous-melanoma/ (accessed 

July 2, 2018) 

Metastic Yes There is the medical concept of metastic melanoma masquerading. 

Source: doi: 10.12788/jcso.0074. 

 

Find sub-

categories for 

Depth Using PubMed ab-

stracts about 

TEEK Algorithm Word embedding 

algorithm 

Melanoma 6 Neoplasms AVSP CBOW 

Suggestion TP Reason 

Melanomas No  

Uveal 

Yes Uveal melanoma is the most common primary malignant tumor of the 

eye in adults. Source:doi: 10.4103/0301-4738.154367. 

Amelanotic Yes Real MeSH Subcategory: Melanoma, Amelanotic 

Mesothelioma No  

Neuroblastoma No  

Uvea Yes The anatomical part uveal melanoma occur in.  

Unpigmented 

Yes English for amelanotic, which is a real subcategory. We consider as a 

real subcategory. Source: https://medical-

dictionary.thefreedictionary.com/amelanotic (accessed July 2, 2018) 
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Melanosis 

No Malign pigmentation, a.k.a. freckles. No Melanoma. MeSH Category: 

C17.800.621.430.530 

Glioma Yes  

 

Find sub-

categories for 

Depth Using PubMed ab-

stracts about 

TEEK Algorithm Word embedding 

algorithm 

Melanoma 6 Neoplasms AVSP skip-gram 

Suggestion TP Reason 

Amelanotic Yes Real MeSH Subcategory: Melanoma, Amelanotic 

Melanomas No  

Melanocytes No  

Uveal Yes Uveal melanoma is the most common primary malignant tumor of the 

eye in adults. Source:d oi: 10.4103/0301-4738.154367. 

CMM Yes CMM (cutaneous malignant melanoma) is a highly aggressive skin 

cancer with rapidly increasing incidence worldwide. Source: 

doi:10.1097/MD.0000000000001327 

Lentigo No Liverspots. MeSH Tree Number: C17.800.621.430.530.550 

Nevus No Interestingly not on own path but on different path to this term 

Lentiginous Yes Type of melanoma. Source: 

https://www.dermnetnz.org/topics/lentiginous-melanoma/ (accessed 

July 2, 2018) 

Acral Yes Type of Melanoma. Source: doi:  10.1016/j.tranon.2017.06.004 

 

Find sub-categories 

for 

Depth Using PubMed ab-

stracts about 

TEEK Algorithm Word embedding 

algorithm 

Melanoma 6 Neoplasms RVSP CBOW 

Suggestion TP Reason 

Melanomas No  

Amelanotic Yes Real MeSH Subcategory: Melanoma, Amelanotic 

Neuroblastoma No  

Neuroectodermal No  

Tumors No  

Neuroendocrine No  

Medulloblastoma No  
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Melanotic Yes Melanotic means that melanin (pigment) is present. So it is essential-

ly all not amelanotic melanoma. A potential subcategory if you con-

sider melanotic and amelanotic melanoma. Source: https://medical-

dictionary.thefreedictionary.com/melanotic (accessed July 2, 2018) 

Uveal Yes Uveal melanoma is the most common primary malignant tumor of 

the eye in adults. Source:d oi: 10.4103/0301-4738.154367. 

 

Find sub-categories 

for 

Depth Using PubMed ab-

stracts about 

TEEK Algorithm Word embedding 

algorithm 

Melanoma 6 Neoplasms RVSP skip-gram 

Suggestion TP Reason 

Amelanotic Yes Real MeSH Subcategory: Melanoma, Amelanotic 

Neuroendocrine No  

Melanomas No  

Neuroectodermal No  

Tumors No  

Medulloblastoma No  

Melanocytes No  

Melanotic Yes Melanotic means that melanin (pigment) is present. So it is essential-

ly all not amelanotic melanoma. A potential subcategory if you con-

sider melanotic and amelanotic melanoma. Source: https://medical-

dictionary.thefreedictionary.com/melanotic (accessed July 2, 2018) 

Uveal Yes Uveal melanoma is the most common primary malignant tumor of 

the eye in adults. Source:d oi: 10.4103/0301-4738.154367. 

 

Find sub-

categories for 

Depth Using PubMed ab-

stracts about 

TEEK Algorithm Word embedding 

algorithm 

Melanoma(2) 6 Neoplasms AVSP CBOW 

Suggestion TP Reason 

Melanomas No Plural of melanoma. Logically correct, that sub-categories of melano-

ma are melanomas. However little input. Therefore, no TP. 

Uveal Yes Uveal melanoma is the most common primary malignant tumor of the 

eye in adults. Source: doi: 10.4103/0301-4738.154367. 

Amelanotic Yes Real MeSH Subcategory: Melanoma, Amelanotic 

Mesothelioma No  



Appendix 385 

Neuroblastoma No  

Uvea Yes The anatomical part uveal melanoma occur in.  

Unpigmented Yes English for amelanotic, which is a real subcategory. We consider as a 

real subcategory. Source: https://medical-

dictionary.thefreedictionary.com/amelanotic (accessed July 2, 2018) 

Melanosis No Malign pigmentation, a.k.a. freckles. No Melanoma. MeSH Category: 

C17.800.621.430.530 

Glioma No  

 

Find sub-

categories for 

Depth Using PubMed ab-

stracts about 

TEEK Algorithm Word embedding 

algorithm 

Melanoma(2) 6 Neoplasms AVSP skip-gram 

Suggestion TP Reason 

Amelanotic Yes Real MeSH Subcategory: Melanoma, Amelanotic 

Melanomas No Plural of melanoma. Logically correct, that sub-categories of melano-

ma are melanomas. However little input. Therefore, no TP. 

Melanocytes No  

Uveal Yes Uveal melanoma is the most common primary malignant tumor of the 

eye in adults. Source:d oi: 10.4103/0301-4738.154367. 

CMM Yes CMM (cutaneous malignant melanoma) is a highly aggressive skin 

cancer with rapidly increasing incidence worldwide. Source: 

doi:10.1097/MD.0000000000001327 

Lentigo No Liverspots. MeSH Tree Number: C17.800.621.430.530.550 

Nevus No Interestingly not on own path but on different path to this term 

Lentiginous Yes Type of melanoma. Source: 

https://www.dermnetnz.org/topics/lentiginous-melanoma/ (accessed 

July 2, 2018) 

Acral Yes Type of Melanoma. Source: doi:  10.1016/j.tranon.2017.06.004 

 

Find sub-categories 

for 

Depth Using PubMed ab-

stracts about 

TEEK Algorithm Word embedding 

algorithm 

Melanoma(2) 6 Neoplasms RVSP CBOW 

Suggestion TP Reason 

Melanomas No Plural of melanoma. Logically correct, that sub-categories of mela-

noma are melanomas. However little input. Therefore, no TP. 
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Amelanotic Yes Real MeSH Subcategory: Melanoma, Amelanotic 

Neuroblastoma No  

Tumors No  

Neuroectodermal No  

Melanotic Yes Melanotic means that melanin (pigment) is present. So it is essential-

ly all not amelanotic melanoma. A potential subcategory if you con-

sider melanotic and amelanotic melanoma. Source: https://medical-

dictionary.thefreedictionary.com/melanotic (accessed July 2, 2018) 

Uveal Yes Uveal melanoma is the most common primary malignant tumor of 

the eye in adults. Source:d oi: 10.4103/0301-4738.154367. 

Medulloblastoma No  

Neuroendocrine No  

 

Find sub-

categories for 

Depth Using PubMed ab-

stracts about 

TEEK Algorithm Word embedding 

algorithm 

Melanoma(2) 6 Neoplasms RVSP skip-gram 

Suggestion TP Reason 

Amelanotic Yes Real MeSH Subcategory: Melanoma, Amelanotic 

Melanomas No Plural of melanoma. Logically correct, that sub-categories of melano-

ma are melanomas. However little input. Therefore, no TP. 

Neuroendocrine No  

Neuroectodermal No  

Tumors No  

Melanocytes No  

Medulloblastoma No  

Melanotic Yes Type of melanoma. Source: 

https://www.dermnetnz.org/topics/lentiginous-melanoma/ (accessed 

July 2, 2018) 

Uveal Yes Type of Melanoma. Source: doi:  10.1016/j.tranon.2017.06.004 

 

Find sub-

categories for 

Depth Using PubMed ab-

stracts about 

TEEK Algorithm Word embedding 

algorithm 

Melanoma(3) 4 Neoplasms AVSP CBOW 

Suggestion TP Reason 
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Uveal Yes Uveal melanoma is the most common primary malignant tumor of the 

eye in adults. Source:d oi: 10.4103/0301-4738.154367. 

Melanomas No Plural of melanoma. Logically correct, that sub-categories of melano-

ma are melanomas. However little input. Therefore, no TP. 

Amelanotic Yes Real MeSH Subcategory: Melanoma, Amelanotic 

Mesothelioma No  

Neuroblastoma No  

Unpigmented Yes English for amelanotic, which is a real subcategory. We consider as a 

real subcategory. Source: https://medical-

dictionary.thefreedictionary.com/amelanotic (accessed July 2, 2018) 

Uvea Yes The anatomical part uveal melanoma occur in.  

A875 Yes A human melanoma cell line purchasable for experiments. Essentially 

a specific type of melanoma cell source: doi:  10.3892/ijmm.2017.3030 

A2058 Yes A human melanoma cell line purchasable for experiments. Essentially 

a specific type of melanoma cell source: doi:  10.3892/ijmm.2017.3030 

 

Find sub-

categories for 

Depth Using PubMed ab-

stracts about 

TEEK Algorithm Word embedding 

algorithm 

Melanoma(3) 4 Neoplasms AVSP skip-gram 

Suggestion TP Reason 

Amelanotic Yes Real MeSH Subcategory: Melanoma, Amelanotic 

Melanomas No Plural of melanoma. Logically correct, that sub-categories of melano-

ma are melanomas. However little input. Therefore, no TP. 

Melanocytes No  

Uveal Yes Uveal melanoma is the most common primary malignant tumor of the 

eye in adults. Source:d oi: 10.4103/0301-4738.154367. 

CMM Yes CMM (cutaneous malignant melanoma) is a highly aggressive skin 

cancer with rapidly increasing incidence worldwide. Source: 

doi:10.1097/MD.0000000000001327 

Lentigo No Liverspots. MeSH Tree Number: C17.800.621.430.530.550 

Nevus No Interestingly not on own path but on different path to this term 

Lentiginous Yes Type of melanoma. Source: 

https://www.dermnetnz.org/topics/lentiginous-melanoma/ (accessed 

July 2, 2018) 

Acral Yes Type of Melanoma. Source: doi:  10.1016/j.tranon.2017.06.004 
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Find sub-

categories for 

Depth Using PubMed ab-

stracts about 

TEEK Algorithm Word embedding 

algorithm 

Melanoma(3) 4 Neuplasms RVSP CBOW 

Suggestion TP Reason 

Melanomas No Plural of melanoma. Logically correct, that sub-categories of melano-

ma are melanomas. However little input. Therefore, no TP. 

Amelanotic Yes Real MeSH Subcategory: Melanoma, Amelanotic 

Unpigmented Yes English for amelanotic, which is a real subcategory. We consider as a 

real subcategory. Source: https://medical-

dictionary.thefreedictionary.com/amelanotic (accessed July 2, 2018) 

Lentiginous Yes Type of melanoma. Source: 

https://www.dermnetnz.org/topics/lentiginous-melanoma/ (accessed 

July 2, 2018) 

UM Yes Uveal Melanoma (UM) the most common primary malignant tumor of 

the eye in adults. Source: doi:  10.1007/s10555-017-9663-3 

BCC Yes Basal Cell Carcinoma. A non-melanoma skin cancer.  

A2058 Yes A human melanoma cell line purchasable for experiments. Essentially 

a specific type of melanoma cell source: doi:  10.3892/ijmm.2017.3030 

Nevi No On the path from root to the extended category. 

Acrolentiginous Yes Type of Melanoma. Source: doi: 10.1016/j.annder.2008.04.023 

 

Find sub-

categories for 

Depth Using PubMed ab-

stracts about 

TEEK Algorithm Word embedding 

algorithm 

Melanoma(3) 4 Neoplasms RVSP skip-gram 

Suggestion TP Reason 

Melanomas No Plural of melanoma. Logically correct, that sub-categories of melano-

ma are melanomas. However little input. Therefore, no TP. 

Amelanotic Yes Real MeSH Subcategory: Melanoma, Amelanotic 

Lentiginous Yes Type of melanoma. Source: 

https://www.dermnetnz.org/topics/lentiginous-melanoma/ (accessed 

July 2, 2018) 

Nevi No On the path from root to the extended category. 

Melanocytes No  

Acral Yes Type of Melanoma. Source: doi:  10.1016/j.tranon.2017.06.004 

CMM Yes CMM (cutaneous malignant melanoma) is a highly aggressive skin 

cancer with rapidly increasing incidence worldwide. Source: 
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doi:10.1097/MD.0000000000001327 

Maligna No  

Unpigmented Yes English for amelanotic, which is a real subcategory. We consider as a 

real subcategory. Source: https://medical-

dictionary.thefreedictionary.com/amelanotic (accessed July 2, 2018) 

 

Find sub-

categories for 

Depth Using PubMed ab-

stracts about 

TEEK Algorithm Word embedding 

algorithm 

Leukemia 3 Leukemia AVSP CBOW 

Suggestion TP Reason 

Leukaemia No  

Leukemias Yes Plural 

Leukaemias Yes Plural, different spelling 

Acute Yes There are several acute leukemias already covered in MeSH 

Male No  

Leuke No  

Leukemic Yes Adjective of leukemia. There is a plethora of concepts such as leuke-

mic cells or leukemic progression. Each would make sense as sub-

category. Sources: doi:  10.1371/journal.pone.0027042 and doi:  

10.1186/s12967-015-0543-8 

Leukosis No Leukemia-like viral disease found in animals. Not Leukemia.  

Leucemia No  

 

Find sub-

categories for 

Depth Using PubMed ab-

stracts about 

TEEK Algorithm Word embedding 

algorithm 

Leukemia 3 Leukemia AVSP CBOW 

Suggestion TP Reason 

Leukaemia No  

Leukemias Yes Plural 

Leukaemias Yes Plural, different spelling 

Acute Yes There are several acute leukemias already covered in MeSH 

Male No  

Leuke No  

Leukemic Yes Adjective of leukemia. There is a plethora of concepts such as leuke-
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mic cells or leukemic progression. Each would make sense as sub-

category. Sources: doi:  10.1371/journal.pone.0027042 and doi:  

10.1186/s12967-015-0543-8 

Leukosis No Leukemia-like viral disease found in animals. Not Leukemia.  

Leucemia No  

 

Find sub-

categories for 

Depth Using PubMed ab-

stracts about 

TEEK Algorithm Word embedding 

algorithm 

Leukemia 3 Leukemia AVSP skip-gram 

Suggestion TP Reason 

Leukaemia No  

Acute Yes Real MeSH Category 

Leukeamia Yes Different spelling of the plural 

Lymphoblatic Yes Type of leukemia according to some sources. Much more are about 

lymphoblastic leukemia. Seems like a different spelling of the latter. 

Source: doi:  10.12688/f1000research.6393.1 

Leukamia No  

Alphaxbeta2 No  

Isoindoles No  

Kininogens No  

Kallikreins No  

 

Find sub-

categories for 

Depth Using PubMed ab-

stracts about 

TEEK Algorithm Word embedding 

algorithm 

Leukemia 3 Leukemia RVSP CBOW 

Suggestion TP Reason 

Leukaemia No Different spelling. 

Leukemias Yes Plural of a different spelling. 

Leukemic No Adjective of leukemia. There is a plethora of concepts such as leuke-

mic cells or leukemic progression. Each would make sense as sub-

category. Sources: doi:  10.1371/journal.pone.0027042 and doi:  

10.1186/s12967-015-0543-8 

Leukaemias Yes Plural 

Male No  
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Leuke No  

Leucemia No  

Verticis No  

Acute Yes There are several acute leukemias already covered in MeSH 
 

 

Find sub-

categories for 

Depth Using PubMed ab-

stracts about 

TEEK Algorithm Word embedding 

algorithm 

Leukemia 3 Leukemia RVSP skip-gram 

Suggestion TP Reason 

Leukaemia No Different spelling. 

Leukamia No Different spelling 

Leukeamia No Different spelling. 

Lymphoblatic Yes Type of leukemia according to some sources. Much more are about 
lymphoblastic leukemia. Seems like a different spelling of the latter. 
Source: doi:  10.12688/f1000research.6393.1 
 

Alphaxbeta2 No  

Kallikreins No  

Isoindoles No  

Kininogens No  

Hydroxyapatites No  

 

Find sub-categories 

for 

Depth Using PubMed ab-

stracts about 

TEEK Algorithm Word embedding 

algorithm 

Leukemia 3 Neoplasms AVSP CBOW 

Suggestion TP Reason 

Leukaemia No Different spelling. 

Leukemias Yes Plural 

Leukaemias Yes Different spelling of plural 

Leukemic Yes Adjective of leukemia. There is a plethora of concepts such as leu-

kemic cells or leukemic progression. Each would make sense as 

sub-category. Sources: doi:  10.1371/journal.pone.0027042 and doi:  

10.1186/s12967-015-0543-8 

Monoblastic No Type of Leukemia. Source: doi:  10.4142/jvs.2008.9.1.109 
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Neurohypophysitis No  

Erythroleukemia Yes Type of Leukemia. Source: doi:  10.1038/leu.2009.181 

Choriomeningitis No  

Lymphoma No  

 

Find sub-categories 

for 

Depth Using PubMed ab-

stracts about 

TEEK Algorithm Word embedding 

algorithm 

Leukemia 3 Neoplasms AVSP skip-gram 

Suggestion TP Reason 

Myeloid Yes Real MeSH category 

Lymphoblastic Yes Real MeSH category 

Myelogenous Yes Real MeSH category 

Leukaemia No Different spelling 

Promyelocytic Yes Real MeSH category 

Lymphocytic Yes Type of Leukemia. Source: doi:  10.1016/j.bbamcr.2015.07.009 

Prolymphocytic Yes Real MeSH category 

Megakaryoblastic Yes Real MeSH category 

Leukemic Yes Adjective of leukemia. There is a plethora of concepts such as leu-

kemic cells or leukemic progression. Each would make sense as sub-

category. Sources: doi:  10.1371/journal.pone.0027042 and doi:  

10.1186/s12967-015-0543-8 

 

Find sub-categories 

for 

Depth Using PubMed ab-

stracts about 

TEEK Algorithm Word embedding 

algorithm 

Leukemia 3 Neoplasms RVSP CBOW 

Suggestion TP Reason 

Leukaemia No Different spelling. 

Monoblastic Yes Type of Leukemia. Source: doi:  10.4142/jvs.2008.9.1.109 

Leukemic Yes Adjective of leukemia. There is a plethora of concepts such as leu-

kemic cells or leukemic progression. Each would make sense as 

sub-category. Sources: doi:  10.1371/journal.pone.0027042 and doi:  

10.1186/s12967-015-0543-8 

Leukemias Yes Plural 

Neurohypophysitis No  
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Leukaemias No  

Erythroleukemia Yes Type of Leukemia. Source: doi:  10.1038/leu.2009.181 

Jurkat Yes Type of Leukemia. Source: doi:  10.1080/15384047.2015.1078026 

MPAL Yes Mixed Phenotype Acute Leukemia (MPAL). Type of Leukemia. 

Source: doi:  10.1080/15384047.2015.1078026 

 

Find sub-categories 

for 

Depth Using PubMed ab-

stracts about 

TEEK Algorithm Word embedding 

algorithm 

Leukemia 3 Neoplasms RVSP skip-gram 

Suggestion TP Reason 

Myeloid Yes Real MeSH category 

Lymphoblastic Yes Real MeSH category 

Myelogenous Yes Real MeSH category 

Leukaemia No Different spelling 

Promyelocytic Yes Real MeSH category 

Lymphocytic Yes Type of Leukemia. Source: doi:  10.1016/j.bbamcr.2015.07.009 

Prolymphocytic Yes Real MeSH category 

Megakaryoblastic Yes Real MeSH category 

Myeloblastic Yes Type of Leukemia. Source: 
https://en.wikipedia.org/wiki/Acute_myeloblastic_leukemia (ac-
cessed June 3, 2018) 

 

Find sub-categories for Depth Using PubMed 

abstracts about 

TEEK Algorithm Word embedding 

algorithm 

Herpesviridae 3 Herpesviridae AVSP CBOW 

Suggestion TP Reason 

Herpesvirus Yes There is a collection of herpesvirus entries within the descend-
ants of herpesviridae 
 

Gammaherpesvirinae Yes Real MeSH category 

Female No  

Deltaretrovirus No  

Circoviridae No  

Arterivirus No  

Chlamydiaceae No  
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Cardiovirus No  

Birnaviridae No  

 

Find sub-categories for Depth Using PubMed 

abstracts about 

TEEK Algorithm Word embedding 

algorithm 

Herpesviridae 3 Herpesviridae AVSP skip-gram 

Suggestion TP Reason 

Ferritins No  

Equidae Yes Family of horse like animals. There are multiple herpesviruses 

that affect these animals which are part of MeSH 

Helminthiasis No  

Columbidae Yes Family of pigeons. There is a specific pigeon herpes virus. 

Source: doi: 10.1007/s00705-014-2247-4 

Gammaretrovirus No  

Haplorhini Yes Family of monkeys and apes to which also humans belong. Her-

pesviridae are organized by inflicted organisms. Many known 

are about humans while there is no metacategory for those in-

flicting monkeys and apes. It would still make sense as category. 

Falconiformes Yes There is a type of herpesvirus which is similar to that of colum-

bidae but inflicts falcons and owls which belong to the falconi-

formes family. Source: DOI: 10.7589/0090-3558-44.2.427  

Cardiovirus No  

Ictaluridae Yes Family of north american cat fishes which can be inflicted by the 

Ictalurivirus, which is a Herpesvirus occuring in these animals.  

 

Find sub-categories for Depth Using PubMed 

abstracts about 

TEEK Algorithm Word embedding 

algorithm 

Herpesviridae 3 Herpesviridae RVSP CBOW 

Suggestion TP Reason 

Gammaherpesvirinae Yes Real MeSH category  

Herpesvirus Yes Real MeSH category 

Deltaretrovirus No  

Hepacivirus No  

Female No  
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Chlamydiaceae No  

Iltovirus Yes Real MeSH category 

Circoviridae No  

Cytomegalovirus Yes Real MeSH category 

 

Find sub-categories for Depth Using PubMed 

abstracts about 

TEEK Algorithm Word embedding 

algorithm 

Herpesviridae 3 Herpesviridae RVSP skip-gram 

Suggestion TP Reason 

Equidae Yes Family of horse like animals. There are multiple herpesviruses 

that affect these animals which are part of MeSH 

Ferritins No  

Gammaretrovirus No  

Columbidae Yes Family of pigeons. There is a specific pigeon herpes virus. 

Source: doi: 10.1007/s00705-014-2247-4 

Haplorhini Yes Family of monkeys and apes to which also humans belong. Her-

pesviridae are organized by inflicted organisms. Many known 

are about humans while there is no metacategory for those in-

flicting monkeys and apes. It would still make sense as category. 

Deltaretrovirus No  

Chiroptera Yes Family of mammals adapted for flight. Including bats. Herpesvi-

ruses affect these animals.  

Forecasting No  

Falconiformes Yes There is a type of herpesvirus which is similar to that of colum-

bidae but inflicts falcons and owls which belong to the falconi-

formes family. Source: DOI: 10.7589/0090-3558-44.2.427  

 

Find sub-categories for Depth Using PubMed 

abstracts about 

TEEK Algorithm Word embedding 

algorithm 

Simplexvirus 5 Simplexvirus AVSP CBOW 

Suggestion TP Reason 

Respirovirus No  

Vesiculovirus No  

Poxviridae No  
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Retroviridae No  

Ribonucleases No  

Varicellovirus Yes Real MeSH category 

Muromegalovirus Yes Real MeSH category 

Papillomaviridae No  

Messenger No  

 

Find sub-categories for Depth Using PubMed 

abstracts about 

TEEK Algorithm Word embedding 

algorithm 

Simplexvirus 5 Simplexvirus AVSP skip-gram 

Suggestion TP Reason 

Sigmodontinae Yes Family of rat like animals which are affected by the sim-

plexvirus. In MeSH sub-categories of simplexvirus are different 

organisms affected by the virus.  

Prions No  

Poxviridae No  

Ribonucleases No  

Retroviridae No  

Sialoglycoproteins No  

Thiocyanates No  

Muramidase No  

Respirovirus No  

 

Find sub-categories for Depth Using PubMed 

abstracts about 

TEEK Algorithm Word embedding 

algorithm 

Simplexvirus 5 Simplexvirus RVSP CBOW 

Suggestion TP Reason 

Poxviridae No  

Varicellovirus No Sibling to Simplexvirus within MeSH 
 

Respirovirus No  

Vesiculovirus No  

Retroviridae No  
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Muromegalovirus No  

Papillomaviridae No  

Reoviridae No  

Alphaherpesvirinae No  

 

Find sub-categories for Depth Using PubMed 

abstracts about 

TEEK Algorithm Word embedding 

algorithm 

Simplexvirus 5 Simplexvirus RVSP skip-gram 

Suggestion TP Reason 

Betaherpesvirinae No  

Varicellovirus No  

Prions No  

Poxviridae No  

Alphaherpesvirinae No  

Spumavirus No  

Deoxyribonucleoproteins No  

Fowlpox No  

Alpharetrovirus No  

 

Find sub-categories for Depth Using PubMed 

abstracts about 

TEEK Algorithm Word embedding 

algorithm 

Simplexvirus 5 Herpesviridae AVSP CBOW 

Suggestion TP Reason 

Muromegalovirus Yes Real MeSH category 

Vesiculovirus No  

Retroviridae No  

Ribonucleases No  

Varicellovirus Yes Real MeSH category 

Papillomaviridae No  

Reductases No  

Indiana No There is a Vesicular stomatitis Indiana virus 
 

Spumavirus No  
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Find sub-categories for Depth Using PubMed 

abstracts about 

TEEK Algorithm Word embedding 

algorithm 

Simplexvirus 5 Herpesviridae AVSP skip-gram 

Suggestion TP Reason 

Peroxidases No  

Protamines No  

Sialoglycoproteins No  

Ribonucleases No  

Thionucleotides No  

Prealbumin No  

Somatomedins No  

Tetrahydrofolate No  

Osmosis No  

 

Find sub-categories for Depth Using PubMed 

abstracts about 

TEEK Algorithm Word embedding 

algorithm 

Simplexvirus 5 Herpesviridae RVSP CBOW 

Suggestion TP Reason 

Alphaherpesvirinae No  

Varicellovirus Yes Real MeSH category 

Muromegalovirus Yes Real MeSH category 

Iltovirus No  

Retroviridae No  

Trematoda No  

Vesiculovirus No  

Papillomaviridae No  

Ictalurivirus No  

 

Find sub-categories for Depth Using PubMed 

abstracts about 

TEEK Algorithm Word embedding 

algorithm 

Simplexvirus 5 Herpesviridae RVSP skip-gram 
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Suggestion TP Reason 

Alphaherpesvirinae No  

Varicellovirus Yes Real MeSH category 

Herpesviridae No  

Bornaviridae No  

Trematoda No  

Salmonidae No  

Zea No  

Marsupialia No  

Mays No  
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